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Abstract 

Survey information is commonly collected to yield estimates of quantities for large 

geographic areas, for example, complete countries. However the estimates of those 

quantities at much smaller geographic areas are often of interest and the sample 

sizes in these areas are generally too small to give useful results. Small area 

estimation is used to make inference about those small areas with greater precision 

than the direct estimates, either by exploiting similarities between different small 

areas or by accessing additional information often from administrative records. 

The majority of the traditional small area estimation methods are examples of a 

simple linear model Marker (1999) and this work begins by extending the model to 

a generalized linear model (GLM) Nelder and Wedderburn (1972) and then 

including structure preserving estimation (SPREE) in the classification. This had 

not been done previously. 

SPREE had previously been fitted using the iterative proportional fitting algorithm 

Deming and Stephan (1940) which could be described as a "black box" approach. 

By expressing SPREE in terms of a GLM an alternative algorithm for fitting the 

method is developed which elucidates the underlying concepts. This new 

approach allows the method to be extended from the contingency table with 

categorical variables which the IPF could fit, to continuous variables and random 

effects models. An example including a continuous variable is given. 

SPREE is a method which uses auxiliary information as well as survey data. In the 

past assumptions about appropriate auxiliary information have been made with 

little theoretical support. The new approach allows these assumptions to be 

considered and they are found to be wanting in some cases. 



An example based on a national survey in New Zealand for unemployment 

statistics, is used extensively throughout the thesis. These data have characteristics 

that make analysis in the Bayesian paradigm appropriate. This paradigm has been 

applied and a conditional autoregressive error structure is considered. 

Finally relative risk models are considered. It is shown that these could have been 

fitted using the IPF algorithm but the new approach allows combinations of other 

modeling techniques which are not available using IPF. 
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1.1 Small area estimation 

C HAPTER 1 

Introduction 

We live in the so called knowledge economy, or the information age. This 

information is collected by a huge range of organizations and individuals and 

is then used in many different ways. Some data are collected for specific 

purposes, some for storage in large databases for subsequent searching, some 

as a by product of administrative structure and some appear to be collected 

simply because it is easy to do so. 

Where the information required from the data is important the quality of the 

data collected is obviously important. This generally means that the cost of 

the data collection increases. The ideal data collection is, of course, to know all 

that you need about every object that you want to know about. This would be 

a census, but it is not usually possible. Instead it is common to sample some 

of the objects from the population, and collect and record the necessary 

information for them and then make a prediction about the larger group. 

What we will discuss in this thesis can be applied to any objects collected 

using a sample and to any measurements made on them. 

The example used extensively in this thesis concerns counts of unemployed 

people. A sample of people from throughout the country are selected and 

they are asked whether they are in paid employment or not. This is done by 

Statistics New Zealand in what they call the Household Labour Force Survey 



(HLFS). The survey asks more than whether the person has work or not but it 

is the unemployment data which we will consider. The population is known 

to be divided into a number of distinct groups such as males and females, age 

groupings and ethnicities. These are known as subpopulations in sample 

surveys. If membership of these subpopulations is known before the sample 

is selected then they may be used as strata to select the sample in such a way 

as to ensure that those groups are represented in the sample with given 

subpopulation sample sizes. Designing the sample in ways such as these 

makes it more complex but improves the estimates. A full discussion of the 

Statistics New Zealand data and how it is collected will appear in Chapter 

Four. 

Once the sample data have been collected a value for the total number of 

people unemployed can be estimated. This is an estimate only as we have not 

asked all of the population and if a different sample were selected we would 

get a slightly different answer. Estimates derived directly from the data are 

known as direct estimates. Much of this thesis will be concerned with 

estimates which are derived from survey data in combination with data from 

other sources. These are known as indirect estimates and such estimates are 

based on a statistical model linking the different data sources. 

Human nature, being what it is, we then commonly ask questions about 

smaller groups, "How do males compare with females?", "How does my 

town compare with the next?" and so on. It is not hard to see that as we look 

at smaller and smaller groups the number of people selected in the sample 

who come from that group also gets smaller and smaller. This causes an 

accuracy problem as the smaller the sample size the less accurate the estimate. 

For an organization such as Statistics New Zealand it is important to maintain 

high standards of data integrity and publishing estimates that have low 

2 



accuracy is not acceptable. Even worse it is possible that the sample size for 

some groups may be zero in which case it is not possible to make a direct 

estimate at all. Making estimates for small groups is the subject of this thesis. 

In the literature there are a number of terms used to denote these smaller 

groups; small area, local area and small domain are common. We will use the 

term small area. 

The small areas may be sub divisions of larger geographic regions or sub 

divisions which cut across the subpopulations or strata that were used in the 

data collection. The specific estimates required may be these individual 

domains or some larger aggregation of them. That is estimates may be formed 

for the different subpopulations or strata in each geographic area and then 

summed to give a total for that area. 

Divisions 
probably 
sampled 
in the 
survey. 
Eg Age 
and income. 

I 
I 
I 
I 

I 
I 

I 
I 

I 

I 

I 

I 
I 

I 

Divisions introduced post 
survey. Eg Ethnicity 

I I 
I I 
I I 

I I 

I I 

I I 

I I 

I I 

I I 
I I 
I I 

I I 

I I 
I I 

I I 

Figure 1 . 1  Generation of "Small Areas". Subdivisions of geographic regions or 
divisions that cut across the divisions used for sampling. 
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In the example which we will discuss a large sample survey is carried out and 

used to estimate counts of unemployment at a national level. Estimates for 

smaller administrative areas, or newly introduced strata such as industry 

groups, are not possible due to the small, or zero, sample sizes in many of 

those areas, or groups. 

Nevertheless there has been an increase in demand for estimates for these 

small groups, particularly for appropriation or apportionment of government 

funds. The balance between costs involved in survey sampling and data 

processing has changed with the increasing costs of employing people to 

carry out surveys and the decreasing costs of powerful computers. 

Several computation ally and statistically powerful methods, with sound 

theoretical backgrounds, have been developed. These methods "borrow 

strength" from related or similar small areas through explicit or implicit 

statistical models that connect the small areas via supplementary data. In 

other words, data are available at the small area level, which can be used, via 

a model and past data, to estimate parameters for the unknown data at the 

small area level. 

To return to the unemployment counts example, estimates may be possible 

for some subdivision or stratification of the sample survey data, for example 

male/female, urban/rural, age groups etc and census data could be expected 

to be available to give proportions of these subpopulations in each 

administrative area. This information can then be combined to give estimates 

of the unemployment count in individual administrative areas, which are the 

small areas in this case. 

The data used to estimate the model parameters for the small area estimates 

are sometimes collected using complex sample surveys that are designed so 
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that certain predefined domains of interest are more adequately sampled. 

Commonly in New Zealand the sample size for Maori ethnicity will be 

boosted to ensure adequate estimates for this portion of the population even 

though they are generally less than 20% of the total population size. Despite 

such over sampling these surveys give good estimates for the variables of 

interest over the larger domains. Often the sample sizes are inadequate to 

give reliable estimates for the small areas, if an estimate can be found at all. 

A number of small area estimation methods are reviewed in Chapter Two. 

Their historical use has largely been driven by the data that were available in 

a particular application. In the earlier methods census data were available 

from an earlier date and the objective was to update estimates from the 

census with data collected since, or by using historical relationships from 

more than one census. 

More recently sample survey data, collected for other purposes, have been 

combined with different information about the small areas, from another 

source, to produce the estimates. The example used throughout this thesis 

uses unemployment data from an administrative government department as 

a census to be updated by survey data from a different government 

organization. The definitions that the two organizations use for 

unemployment are different but it is assumed that the relationship between 

the measures and other known variables is close and so that some model 

parameters found under one definition can be used under the other. This 

concept can be widened to variables that are not measuring the same thing 

but are believed to be closely related. The definition of "closely related" will 

be considered in Chapter Six and some guidelines suggested. 
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A number of earlier reviews of small area estimation were published for 

example Morrison (1971) National Research Council (1980), Purcell and Kish 

(1979), Zidek (1982) and McCullagh and Zidek (1987), in Platek, Rao, Samdal 

and Singh (1987). More recently there have been a number of 

symposia/workshops, and some reviews, Rao (1986), Chaudhuri (1992) and 

Schaible (1992) and Ghosh and Rao (1994) presented a particularly full 
historical account. Ghosh and Rao (1994) was also updated in 1999, Rao 

(1999). Marker (1999) organises small area estimators using a generalized 

linear regression framework, and this has been extended to certain types of 

nonlinear estimation (such as apply for count data) in Noble, Haslett and 

Amold (2002). 

We have briefly introduced the idea of a small area estimate and the sorts of 

problems in which they arise. In introducing these ideas there are a number of 

technical issues which have also been introduced briefly. Where necessary 

these will be enlarged on later. The rest of this chapter will be an overview of 

the thesis with brief comments about the content which will be considered in 

the later chapters. The chapter signposts the development of the work and the 

topics which will be presented. 

1.2 Formulation 

In Chapter Two we will consider the historical solutions to the problem of 

small area estimation. The earlier methods are generally specific to the 

particular information in the data available. They were generally developed 

for use in estimating human populations. Several more recent techniques 

require a higher level of theoretical sophistication but are less dependent on 

the data format. 
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Here, and in more detail in Chapter Three, we will consider the generalized 

linear model, as these can be used to provide a formal structure within which 

almost all of the statistical procedures suggested can be placed. We will 

review the literature and discuss some more recent developments, and 

illustrate the link between the small area estimation procedures and the more 

general models. 

The advantages of providing a framework for the different procedures are:-

1 The procedures can be compared more easily, 

2 The estimation of parameters of each model is linked by the 

common framework, 

3 The implicit assumptions in the different procedures are made 

more explicit by the model proposed, 

4 The explicit assumptions make it easier to test them by residual 

analysis or other means. 

We will show that the historical methods are all examples of a generalized 

linear model and most are examples of the simpler linear regression model 

which we will consider initially. Individual data sets will require their own 

structure in the model but the overall pattern will be shown to be the same. 

The model is 

where:-

g(E[Y]) = XI3 (1.1) 

g( ) is a (possibly composite, Thompson and Baker (1981)) 

link function, monotonic and differentiable, that allows a 

wide variety of functions including the identity, In, logit, 

probit, powers etc. Nelder and Wedderburn (1972). 

Y is a vector of values for the response variable. 
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X is a known matrix constructed from values of categorical 

and/or continuous explanatory variables. 

P is a vector of parameters to be estimated 

The model is linear in the parameters, p ,  but powers or other functions of the 

x variables are allowed in the X matrix. 

The underlying distribution of the response can include any members of the 

exponential family of distributions which include the normal, binomial, 

Poisson etc. Nelder and Wedderbum (1972). 

The simple models in which there is an identity link function and the 

response is normally distributed can be expressed as a simple linear 

regression model of the form 

where 

Y = XP + E  

Y is a vector which is a set of observations 

X will be a matrix, generally termed a design matrix 

P is a vector of usually unknown parameters 

f: is a vector of model errors. 

(1.2) 

Now the link function is the identity and this is the form of the framework 

that Marker has called generalized linear regression. In some circumstances 

each element of Y corresponds to each small area or domain. In others there is 

one element for each subgroup in each small area, or even for each 

observation in each small area. For random or mixed parameter models, Y can 

be supplemented so that the model can include random parameters, see 

Haslett J. and Haslett S. (2004). Generally Y will be defined to be I x I, 
although for mixed and random coefficient models, I may not be the sample 

size. In particular models I will be defined explicitly. The matrix X, vector of 
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parameters p ,  and model error vector E will be of the appropriate order to 

ensure that the matrix operations can be carried out. 

We have postulated a simple model which we will show can form a 

framework within which the various methods of small area estimation can be 

placed. Chapter Two will detail the models or procedures for small area 

estimation, that have been proposed and these will be shown to be examples 

of the model in equation (1.2). 

Structure preserving estimation (SPREE) Purcell and Kish (1980) and its 

extension to a very much wider class of models will be a central theme in this 

thesis and will be introduced in Chapter Three. This method could not be 

included in the framework suggested by Marker. The generalized linear 

model as expressed in equation (1.1) is a wider class of models which includes 

the linear regression models as a subset. The SPREE method, as well as those 

which will be explained in Chapter Two, can be included in the generalized 

linear model approach. SPREE will be discussed in Chapter Three. 

Linear regression models, log linear models for count data and logistic 

regression models will be used in various sections of the thesis. These are all 
examples of the GLM which, when it was introduced, unified all of these 

methods. 

1.3 A new approach to SPREE. 

As mentioned in the previous section SPREE will be properly introduced in 

Chapter Three. In that chapter we will look at the traditional method of fitting 

SPREE models using the iterative proportional fitting algorithm (IPF) of 

Deming and Stephan (1940). We will show that SPREE can alternatively be 

viewed as an application of a GLM and that this allows a different approach 

to obtaining the small area estimates. This new approach is more general and 
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so the underlying concept of SPREE can be applied to a whole new set of 

problems. These extensions along with examples will be considered in the 

remaining parts of the thesis. 

The new approach is the central theme of the thesis. We believe that it has a 

number of advantages over the traditional method including allowing a 

wider range of data sources to be used and making the underlying 

assumptions more explicit. The detailed development of the method is in 

Chapter Three. An example of its use as an alternative to the earlier 

formulation of SPREE is in Chapter Four. The Chapter Four models could 

have been estimated by either the new method or the old and there would 

have been no difference. However the new method is then used in Chapters 

Five, Eight and Nine in contexts where the old method could not have been 

used. Chapter Six uses the new method to gain a greater understanding of 

some important requirements for the data used in small area estimation 

models, which have not previously been clear. 

1.4 Scope of this work 

Section 1.3 has indicated the development of this thesis. Whilst Chapter Two 

will consider a wide range of small area estimation methods the rest of the 

work will focus on a method which has certain data requirements. The 

method is applicable when there is a source of census data which can be used 

to build a model which can then be modified using sample survey data which 

may be more timely or, as in our example, more accurately measure the 

variable of interest. It is a requirement that the variable of interest, or some 

other variable closely related to it, be measured in both the census and 

survey. 
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1.5 Additional topics. 

In the previous sections we have indicated that a new approach to SPREE will 

be the substance of this work. It extends the range of problems which the 

underlying principles of SPREE can be applied to. To illustrate the range of 

these extensions we will incorporate other statistical techniques. These 

already have considerable bodies of knowledge and there is no intention to 

explain them in detail. H owever they need to be briefly introduced. The 

important points of these additional techniques, particularly any which are 

central to the development of this work, will be explained at the beginning of 

the relevant chapter. Below are some brief notes on these topics. 

This is not an exhaustive list of the possible areas into which the new 

approach could be extended. They are simply examples and give an 

indication of the range of possibilities, but do not limit them. 

1 .5 . 1  8ayesian approaches 

For much of the latter part of this thesis we will use a Bayesian approach to 

the analysis. This will be done because the form of the data lends itself to a 

Bayesian approach. A secondary advantage is that we will include spatial 

variables and these can easily be fitted in this context. 

Bayesian approaches to statistical analysis have been seen by some to be 

controversial. However there is now a greater acceptance partly due to the 

development of computer software which can estimate the distributions for 

the parameters in the model. In Chapter Seven we will introduce the Bayesian 

approach and we will show that there are good reasons for its use with the 

data that we have. In its earliest forms small area estimation by SPREE has 

assumed that the census data are exact. This assumption is not supported in 

the example we will use as the census data have been collected on a number 
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of occasions. We can thus estimate census cell counts as well as the variability 

in those counts. The survey data are collected as a large number of balanced 

repeated replicates and so again there is information about the variability in 

the survey data which can be exploited in the Bayesian approach. Balanced 

repeated replicates is not however a prerequisite to Bayesian methods. 

The main advantage of the Bayesian approach is that by appropriate 

specification of the prior distributions of some parameters and the data, as 

discussed above, we have an additional set of models that can allow for that 

variability in the prediction of cell values for the full model, including census 

variation. 

We will then extend the analysis in Chapter Eight to include spatial variation. 

This is easily done in the Bayesian paradigm and software exists to perform 

the analysis. 

1 .5 .2 Spatial statistics 

The basic assumptions made in most simple statistical analysis are that the 

data are independent and identically distributed. In many circumstances 

neither of these assumptions hold true. With particular relevance to the data 

that we will consider it is intuitively sensible to assume that data collected 

from some connected geographical regions defined by arbitrary political 

boundaries are likely to be correlated.  The analysis of such correlated data has 

seen many advances particularly in the last 25 years or so of the last century 

and there are now some fairly standard approaches which can be used. These 

analyses assume some kind of known structure, generally a correlation 

structure, which is defined and parameters are estimated. 

In the data that we will use there are a number of possible structures which 

could be investigated. We may consider that areas close to each other could 
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be similar or areas with similar employment opportunities. The 

unemployment in rural areas with a large horticulture sector may have strong 

seasonal effects and be similar to another area with similar industry separated 

by a large distance. 

These spatial correlations can be included in the analysis by an appropriate 

covariance matrix and we will consider the inclusion of this correlation in our 

analysis. Many models of spatial dependence could then be fitted. However 

we will restrict the thesis to conditional autoregressive models (CAR) as the 

intent is only to show that the new algorithm proposed can be applied in a 

wider range of models. 

1 .5 .3 Relative risk models 

The final models which we will consider are risk, and relative risk models. In 
these models we will consider the risk of being unemployed, count of 

unemployed divided by the population size or the relative risk, the count of 

unemployed divided by the count of employed, rather than simply the counts 

of unemployed. The counts of unemployed for each cell in the table do not 

convey all of the information that is available. A small count of unemployed 

may result from a cell with few unemployed out of a large population (a 

"good" result) or a few unemployed out of a small population. The outliers in 

the count data may be caused by particularly large or small regions whereas 

the outliers in risk or relative risk data will be caused by regions with high, or 

low, unemployment rates irrespective of the region's population. By 

modelling the risk, or relative risk, we can include this additional information 

in our model. 

In Chapter Nine we will consider these models in more detail, show their 

relationship with the models for counts and show that estimates of the 
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necessary parameters in the model can be found in much the same way as for 

the count models. 

Models using relative risk data are common in applications such as 

epidemiology, for examples see Mollie A. in Gilks W.R. et. a1. (1996) or pp73-

75 Congdon P. (2001), but have not been used extensively in modelling 

unemployment nor in the general application of small area estimates. This 

may be due to the lack of appropriate data in the small area estimation setting 

as both the auxiliary and the survey data would require both counts of 

unemployed and employed, or total population counts. 

1. 6 Computational aspects 

As the thesis develops we will use a number of different computer packages 

to fit the different models. The usage may seem to be complicated in places 

but we will try to show that where we change packages it will reproduce 

results already found in the previous package and that it can be used to do an 

analysis not supported in the other package. In some situations it may be 

possible to perform the new analysis in the previous package but it is more 

easily carried out, or the process can be made clearer, by using the new 

package. Inevitably, as software develops new functionality is introduced and 

it may become possible to easily build some models in a different package. 

Appendix B has listings of typical programs used for each analysis, or an 

explanation of the process used if the package is menu driven. These do not 

include every program used but are sufficient to provide templates for any 

other necessary programs. In many cases more than one package could be 

used. However we have not included the analysis in every package possible 

in each situation. Only where we move from one package to another have we 

duplicated analyses. 
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The table on the following page, Table 1 .1, shows the relationship between the 

different models that are used along with the chapter in which they appear 

and the packages that are used. 

The models that include the CAR model and the relative risk models have a 

number of possible combinations with other variables in the table below. A 

selection of the possible models has been used to illustrate the concepts. 

• C�apter 

3 , 4 , 5 :  7 , 8  9 
� - - - - - - - - - - - - - . - - - - - - - - - - - - - � - - - - - - - - - - - - - - � - - - - - - - - - - - - � - - - - - - - - - - - - � - - - - - - - - - - - - .  

Variability in ! ! ! ! X ! X ! X 
• , , , I , 

Census : : : : : : . 'C�t�g��i
'��i " " " r ' "  - - - - - - - _ . - : . . . . - . . - - . . . - -r - - - - . . . . . . . - . r - . - - - . - . .  - -r - . - - . . - - . - . : . . . . - - - . - . - - . 

. .  '1. �.�i.�����.�'y' .� . _ . _ _  �_ . .  _ _  . t . _ _ _ _ _  � . . . _ _  J _ _ _ _ _ _ _ _  . _ . . . . L _ _ _  � _ _  . _ _  j _ _ _ _  . � _ _  . . .  j _ _  . _ _  �. _ _ _ _  . 

Linear or 

Quadratic 

I I , , I I 
, " I I 
, " I I 
I , .  " ! ! X X : ! 

" , 
Terms , : : I 

- - - - - - - - - - - - - - - - - - - - - - - - � - - - - - - - - - - - - - . - - - - - - - - - - - - - � - - - - - - - - - - - - - - � - - - - - - - - - - - - - - - - - - - , - - - - - - - - - - - _ .  

Conditional : : : :  ' 

I , I , 

Autoregressive ! ! ! ! X 
Error Structure : : : : : 

- - - - - - - - - - - - - - - - - - - - - - - -� - - - - - - - - - - - - - � - - - - - - - - - - - - - � - - - - - - - - - - - - - - � - - - - - - - - - - - - � - - - - - - - - - - - - � - - - - - - - - - - - - .  

Relative Risks : : : : : : X 
_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  � - _ _ _ _ _ _ _ _ _ _ _ _  . - - - - - - - - - - - - - � - _ _ _ _ _ _ _ _ _ _ _ _ _  � - - - - - - - - - - - - �  _ _ _ _ _ _ _ _ _ _ _ _  1 _ _ _ _ _ _ _ _ _ _ _ _  • 

i SPREE ! SPREE ! ! ! 1 
Method Used ! by IPF ! by IPF ! GLM ! GLM ! GLM 1 GLM 

1 or GLM ! or GLM ! : - - - - - - - - - - - - - - - - - - - - - - - - � - - - - - - - - - - - - - r - - - - - - - - - - - - - , - - - - - - - - - - - - - - , - - - - - - - - - -

1 SAS, ' SAS, ! MLwiN ' 
Software 1 Splus, Splus, ! BUGS BUGS 

1 MLwiN MLwiN ! 

- - - - - - - - - - � - - - - - - - - - - - - .  

BUGS BUGS , , 

Table 1 . 1  Models fitted, computer software used and chapter references. 

The programs used are not the only ones that could have been used for each 

analysis. They are intended to illustrate methods and they may not even be 

the "best" for any particular analysis. Their purpose is to show that a new 
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algorithm for fitting SPREE type models works and that it has a more 

extensive range of applications. 

1 .7  Conclusions 

In this chapter we have introduced the problem of small area estimation and 

briefly considered the range of methods developed in the latter part of the last 

century, and early in this one, to gain estimates for particular data structures. 

We have introduced a notation for general linear models and generalized 

linear models and we will show in Chapter Two that the methods considered 

all fit into the generalized linear model framework. The SPREE method has 

been mentioned and it will be discussed in greater detail in Chapter Three. It 

will be shown that SPREE too can be included in the generalized linear model 

framework. We will show how the concept underlying the SPREE method can 

be more clearly explained and then extended to data structures which are not 

solely categorical by the use of the generalized linear model. Some very 

simple examples will be used to illustrate this. 

The later chapters of the thesis will be used to illustrate the concepts with 

more realistic examples and then to show how a wider range of models are 

allowed with the new algorithm. 

In most methods that incorporate census data in the estimation process there 

is an assumption that these data can be used to give estimates without error. 

This is a very restrictive assumption and in many cases it is hard to justify. 

The implication is then that the only error term in the model is related to the 

survey data. We shall see in our examples later that we have a number of 

censuses and so there is variability associated with these census data. 

Estimates should reflect this error as well as that from the survey. Even if 

there is only one census it may be appropriate to view it as a result which if 
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repeated would give varied results and to try to estimate, in some way, the 

variability associated with the census. We will introduce Bayesian methods to 

easily allow this variability once known or estimated to be modeled by way of 

a prior distribution. 

In this chapter we have introduced the idea of small area estimation and 

given a brief overview of the rest of the thesis. A more thorough review of the 

literature and discussion of the methods of small area estimation that have 

been used in the past is the subject of Chapter Two. 
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2. 1 Introduction 

CHAPTER 2 

An Historical Background 

As mentioned in Chapter One, Marker (1999) showed that most of the 

historical small area estimation methods could be placed in a framework of 

the linear regression model expressed in the equation 

Y = XP + t  (2.1) .  

Most often Y will be the vector of estimates for the small areas. The subscript 

a will be used to denote the small areas a = I, . . .  , A. The X matrix may be a 

matrix of data or of indicator variables, to denote membership of groups, or a 

mixture of the two. t will be an error term which will generally be normally 

distributed with mean zero. The variance could be of a number of forms and 

will be discussed where necessary. 

Equation (2.1 )  is a GLM in which the distribution of the random variable Y is 

normal and the link function is the identity. 

Other notation used regularly in this chapter includes the following: 

g Subscript for groups in categorical variables Maximum value G 

h Subscript for small domains Maximum value H 

i,j Subscripts often for additional variables Maximum value I, J 

k Subscript for members of a group Maximum value K 

I,d Lengths of a vectors and sizes of matrices 

n Sample sizes 
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N Population sizes 

p A proportion 

R, I' Ratios 

t Subscript indicating time 

w Weights 

() A parameter of interest 

Notation such as y for a mean, jJ for estimates and X j  to indicate summation 

over the first subscript will be adopted, diag (nl, m, . . .  , nA) will be a square 

matrix with the elements in the bracket on the leading diagonal and zeros 

elsewhere. Where matrix operations are shown it will be assumed that the 

dimensions of matrices are such that the operation can be performed. 

We will express each method presented in terms of that model and show the 

implied structure of the Y vector and X matrices. Where additional variables 

are required for a particular method they will be defined at that time. 

The only major method that cannot be included in this framework is SPREE 

estimation which we will consider in more detail in the next chapter. We will 

then more fully utilize the generalized linear model as proposed by Nelder 

and Wedderbum (1972) and show that the methods described in this chapter 

as well as SPREE can be included. We will use this new framework to 

propose a different method of fitting SPREE estimates and show that it has 

advantages over the traditional methods. 

This chapter will be based on Purcell and Kish (1980), Ghosh and Rao (1994), 

Marker (1999) and Rao (1999) . The classifications that these authors use for 

the various methods are not identical but they are broadly similar. The 
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notation which they have used is also different and at times confusing. One 

intention of this chapter is to place the different methods into a consistent 

framework which would help in making comparisons. 

2.2 Historical methods in a linear regression framework 

2.2. 1 Demographic methods 

Pur cell and Kish (1980) categorize these methods under the general heading 

of Symptomatic Accounting Techniques (SAT). These methods were all 

developed for estimating human population sizes and use particular available 

information to improve estimates from other data, possibly an earlier census. 

The literature is not consistent in its classification of these older techniques 

but they are generally extensions of a very simple model in which a 

previously known estimate, usually from a census, is updated by adding or 

subtracting births, deaths, immigration and migration counts for each small 

area. 

This can be expressed as Y = Xp where: 

Y is the vector of estimates for the population of each small area, 

X is a matrix with columns of counts for variables used to update 

the previous estimate, for example the last census estimate and 

counts of births, deaths, immigration and migration, since the 

last census, each row contains the data for each small area, 

p is a column of l's and -l's depending on whether the quantity 

gets added or subtracted from the census estimate. 

For the example above in which there was a previous census and adjustments 

for births, deaths, immigration and migration counts the parameters in 

p would be : 
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1 
1 

P = -1 

-1 

In this model there is no stochastic part as it is assumed that the values are 

known exactly, P does not need to be estimated, as it is known, and it is 

simply an arithmetic problem. 

Administrative records do not usually detail all arrivals and departures from 

an area so various methods have been developed to estimate these from 

symptomatic variables, variables that reflect the arrivals and departures. 

These methods include the following which will be described below 

Administrative Records (AR) 

Housing Unit (HU) 

Vital Rates 

Composite Method 

CMU 

Administrative Records 

Starsinic (1974) 

Smith and Lewis (1980) 

Bogue (1950) 

Bogue and Duncan (1959) 

US Bureau of Census (1966). 

The AR method uses estimates for net migration from records for individuals. 

Births, deaths, incomes filed with taxation authorities and other such 

administrative data are collected and used to update census data. 

Housing Units 

This method expresses the current population as the number of occupied 

housing units multiplied by the average number of people in each housing 

unit plus the number in group quarters, for example, hostels or barracks. Each 
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of these three quantities has to be estimated. There are various methods of 

estimating these quantities depending again on the available data Smith and 

Lewis (1980). 

This is again a simple linear model with no random part. The three quantities 

are all estimated so that the small area population can be calculated. 

We can write the model as Y = Xp where: 

Y is the vector of estimates for the population of each small area, 

X is a matrix with columns of counts of housing units and 

numbers of people in group housing in each small area 

P is a column vector with two entries, the first is the average 

number of people per housing unit and the second is a one. 

Once again the rows represent the small areas. 

Vital Rates 

This method is an extension of the SAT methods and in some of its later 

guises it fits under the heading of symptomatic regression which is discussed 

in the next section. 

In the Vital Rates method the variable of interest is the population, Y, for each 

local area, a, Ya . It is assumed that information on local birth rate is known 

for each local area from the last census, raO ' and that the equivalent rate is 

known for the larger area for both the census year and current year Ra and RI ' 

This method uses only birth data, and this is used as a symptomatic variable 

rather than as a component of population change. In other words the births 

are not added to the total but are used to generate a multiplier based on the 

wider area. The crude birth rates, for the local areas, are estimated by 

ro, = roo ( �) where roo denotes the crude birth rate for the local area, a, in the 
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most recent census year (t = 0). If, for the larger area in a given year t, the 

annual number of births is hi then the population for the local area at year t, 

Y --� 1'" ,  is given by a . 
ral 

This method depends heavily on the validity of the assumption that 

(2.2) 

i.e. that the ratio, for the birth rate at the last census and now, for the local 

area is the same as for the larger area Marker (1983). This assumption is often 

questionable, a city may have suburbs with predominantly young families 

and others of the elderly. Hence the larger area, the city, may not represent all 

of its suburbs in terms of the birthrates. 

The extension to a number of large areas each with its own small areas simply 

requires the addition of an extra subscript for the large areas. The assumption 

is then that the small areas within the larger area have the same ratios of rates 

as in equation (2.2) and that this changes for each larger area. 

The method can be extended to finding another estimate of the population 

using the death rates in exactly the same way. The final estimate of 

population is then an average of the two. 

We can show that this is another example of the linear model in equation (2.1)  

Error! Reference source not found . . If  birth rates and numbers of births are 

known for each small area, a, then the size of the population can be easily 

calculated. Assuming numbers of births are known from administrative 

records the problem becomes one of estimating birth rates. The model used is: 
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Yal is the ath member of the vector of unknown birth rates for the 

current year, t .  

Xao is the ath member of the vector of birth rates for the last census. 

J3 is the ratio of the current birth rate for the whole area to the 

birth rate for the whole area at the last census which is known 

and so the estimates are calculated. 

If the error term is written such that E (Ea )  = 0 and Var (Ea ) = 
(52 XaO 

Wa 

h W 
Small Area Population at last census 

w ere a = then the weighted least squares 
Total Population at last census 

estimates of J3 are 

which can be shown to be the ratio of the current birth rate for the whole area 

to the birth rate for the whole area at the last census as before. Hence Y can be 

calculated from X and f3 .  The variance assumption suggests that areas with 

high birth rates or smaller population sizes will be more variable. 

There are a number of methods that use concepts from both Symptomatic 

Accounting Techniques and Symptomatic Regression. The regression method 

is used to estimate such accounting variables as births, deaths, immigration 

and migration in various categories (age-sex-race) and these estimates are 

used in an accounting technique to generate the estimates required. Each of 

the accounting variables, for example the births above, can be shown to be a 
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linear regression and these variables are simply summed to estimate the small 

area values. 

Composite Method. 

(This method is not what would be called composite estimation in current 

usage, where a weighted average of a direct and indirect estimate would be 

found, this will be discussed later). 

The composite method is an extension of the VR method. It sums 

independently computed age-sex-race estimates based on births, deaths and 

school enrollrnents. Zidek (1982) 

CM II 

This method takes into account the net migration as well as births and deaths. 

The net migration is subdivided into military and civilian migration, 

estimates for the military migration are readily available and school 

enrollments are used for the civilian migration. The net migration is denoted 

mal and net changes due to births and deaths are as defined previously. 

As noted previously these methods have been developed specifically for 

finding human population totals. They use symptomatic variables, for 

example the number of births or the number emigrating, to predict and there 

are a number of ways of estimating that use the characteristics of the variable 

in question. To extend these to other populations comparable symptomatic 

variables would need to be found and suitable estimators applied. 

2.2.2 Synthetic and related methods 

Gonzalez (1973) describes synthetic estimates as follows: JJ An unbiased 

estimate is obtained from a sample survey for a large area; when this estimate 

is used to derive estimates for sub areas under the assumption that the small 
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areas have the same characteristics as the large area, we identify these 

estimates as synthetic estimates." They have become well used for a number 

of reasons:-

- They are simple to use 

- They can be applied to general sampling designs 

- There exists the potential to increase accuracy by borrowing 

information from similar small areas. 

There are a number of related methods which will be described. 

Synthetic Estimation. 

Synthetic estimation uses survey data to estimate proportions of different 

subgroups, for example age by sex by ethnicity subgroups, and the small 

areas estimates are derived by taking the appropriate weighted average of 

these for each small area. The standard formulation for these estimates is 

" N y 
A � a) . .  ) . 

y = -,),-' ---a.. N a. 

where 

Naj is the size of the population of small area a and subgroup j. 

Na is the total population in area a, 

Yj is the sample average for Y for subgroup j across all small 

areas. 

The model can alternatively be written as 

where 

y"jk is the value of the variable of interest in small area a, for the 

jth sub group for the kth member. 

_ { I, if Yaj'k is such that j I = j 
x k  - indicating membership of the jth a) 0, otherwise 

subgroup. 
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CGjk an error term 

The design matrix X can then be constructed and it will have A x J x K rows 

and each row will be entirely zeros apart from one one which denotes the 

subgroup membership. By sorting this matrix so that all members of one 

subgroup are consecutive it can be shown that 

and 

( T )-1 . ( -I -I -I - I ) X X = dzag n l , n 2 , n 3 , . . . .  , nj 

XTy = 
(
Yl' Y2 ' Y3 ' . . . ' YJf 

The least squares estimate of f3 is then t3 = (XTX r XTy and 

"'\' N y- . 
A L.. GJ . .  J .  

f = _J<...' --- as before. G .. 

2.2.3 Symptomatic regression 

Two past censuses are used to define a regression relationship between the 

variable of interest and ratios of the symptomatic variables at each census. 

These ratios are then found for the last census and the present time and used 

to update the variable of interest. 

The model used is 

where Y is the vector of the ratios of the values in the most recent 

census of the variable of interest in each small area a to the 

equivalent values in the previous census. 

X is the (a x j) matrix of ratios for the symptomatic variables for 

each small area a for each of the j variables. 

Assuming 1:. is dI where I is the identity matrix then the least squares 

estimates of f3 are 
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These coefficients are then used along with ratios for the symptomatic 

variables for the last census and the present to estimate the current values of 

the variable of interest at the small area level. 

Ratio-Correlation 

Let t = {O,l,2} denote two consecutive census years and the current year, note 

the three years represented may not be equally spaced. Also Nil and S
ijl are 

the population total and the value for the jth symptomatic variable for the ath 

local area (a = I, . . . . .  ,A) in the year t. 

N S 
Further let : Pal = 

" N
al and Sajl = "

aJI be the corresponding proportions 
L.. al L.. Sajt 
a a 

and write R' = Pal R = Pa2 (which is unknown as p. is what we are trym' g a I a 1I 

to estimate) 

and 

PaO Pal 

Using the data (R� ,  r�I " ' " r�j ; a  = 1, . . .  A) and multiple regression we first fit 

where the jJ I S are the estimated regression coefficients that link the change, 

R� , in the population proportions between the two census years to the 

corresponding changes, r�j ' in the proportions for the symptomatic variables. 

Next the changes, Ra ' in the postcensal period are predicted as 
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using the known changes in the symptomatic variables in the postcensal 

period and the estimated regression coefficients. Finally the current 

population counts are estimated as 

Na2 = RaPal [�Na2 ) 
where the total population across all local areas is found from other data. 

The difference correlation method uses the same process but differences 

between the proportions at the two time points are used rather than their 

ratio. 

These procedures use regression coefficients in the last intercensal period and 

it is assumed that these parameters are applicable to the change from the last 

census to the present time. Significant changes in the statistical relationship 

can lead to errors in the current estimates. Such changes are quite likely if the 

censuses are 10 years apart as the ratios are based on data that will be 

between 10 and 20 years old. 

The methods described thus far use only census data. Use of sample survey 

data can help to reduce the problem of changes in the statistical relationship 

and give accurate current data for some small areas. 

The sample-regression method 

Erickson (1974) avoids the problem of out of date data by using sample 

estimates of Ri for those local areas where data exists. The sample regression 

estimators are then obtained for all areas using the known symptomatic 

ratios. 

The sample regression method has similarities with symptomatic regression 

except that instead of using census data from two past censuses, data are used 

from a sample of the small areas and the most recent census. Thus it is 
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assumed that the sample of small areas is representative of all of them. The 

model used is 

where 

Y = XP + E 
Y is the vector of ratios of the variable of interest for the most 

recent census and the survey. 

X is the matrix of equivalent ratios for the symptomatic 

variables. 

E - N(O, 1:) 
for the small areas that are sampled, 

1: = a21 + T where T = diag{'t} is a diagonal matrix of the 

variances of the sampling errors for each small area a. 

The weighted least squares estimate of P is P = (XT1:-1Xf XT1:-1y and these 

are used as before to compute the estimates for all small areas. 

Components of variance regression. 

The methods considered so far have considered data at the area level but the 

components of variance method considers data at the element level. The error 

term has two components, one is random and the other is small area specific. 

The model is 

Y = XP + E where 

As before Y is the column vector of responses with elements y"k ' 

X is the design matrix denoting membership of each small 

area. 

E is the vector of errors with elements cak ' 

E = V + U 

V is the vector of small area effects, these will be the same for all 

individuals in each small area, hence v has elements Va 
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u is the vector of random errors with elements uak 
• 

This estimate is not optimal unless all of the na are equal Searle (1988), Harter 

and Fuller (1987). 

The least squares estimates of p are then p = (XTXf XTy The average 

residual for each small area can be calculated and given the assumed error 

structure E (v a I ta ) = taGa where Ga = (Lw + n;
l
LIIII f Lvv . So we can produce an 

estimate of Va for each small area, if there is survey data for that small area. 

2.2.4 Structure preserving estimation (SPREE) 

Chambers and Feeney (1977) and Pur cell and Kish (1980) propose structure 

preserving estimation (SPREE) as a generalization of synthetic estimation in 

the sense that it makes fuller use of reliable direct estimates. SPREE 

commonly uses the well known method of iterative fitting of margins in a 

multi-way table, Deming and Stephan (1940), where the margins are direct 

estimates. Although this method is based on ratios, as in the previous 

method, the raking procedure (IPF) guarantees that the ratio estimates are 

adjusted to conform to the margins. 

In Figure (2.1 )  the data in the body of the table are generated from a census 

and the margins from the survey. The margins are available for the different 

categories but not for all of the combinations. The data in the body of the table 

are then adjusted to agree with the margins. This adjustment is achieved by 

first adjusting the rows then the columns and repeating this until 

convergence. The interactions between the variables are set by the census data 

except for any that may be defined in the new margins. The interactions that 

are defined by the census data remain unchanged through the iterative 
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process. Only the effects defined by the survey data are changed to agree with 

the new margins. The Structure of the table is PREserved in the Estimation, 

hence SPREE. 

Variables 

of 

Interest 

(Unemployment) 

Small 

Domains 

I a 

1 1 .  

1 TIIII 

i TIIiI 

I TIIlI 

Total TII-I  

I Total I 
I A I 

I 
. g .  . G  

TIIl9 · 
TIlle 

TIl i9 · TIli G  

TIIl9 · TIIlG 

TII'9 
· TII 'G 

Associated Variables (Sex, Age, Ethnicily)  

Figure 2 . 1  Relationship of variables in  SPREE 

TI·I· 

TIAI· 

Total TIol· n i . 

TIll ' TIAi . 

TIoi . 

TIl i . 
TI.!. 

TIAI· 1 
TIO!' 

TIt . . 
TIll ' 

TIo . . 

TII . . 

Estimation using SPREE will be considered in more detail in the next chapter. 

We will describe its usual formulation using the iterative proportional fitting 

algorithm. We will then propose an alternative approach by setting it in the 

framework of the generalized linear model. 
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2.2.5 Composite estimation 

The composite estimators cover a wide range of examples all of which can be 

characterised by a weighted average of two estimators. The most common 

simply apply a weighted average to a direct estimator and one of the 

estimators described above. The weights are based on the variance or mean 

square error of the two estimators. The composite estimator is intended to 

offset the bias in the indirect estimator and the variability in the direct 

estimator. Where few areas in the model have direct estimators, there is little 

advantage in the composite estimator. Because the composite estimator is a 

linear combination of the direct estimator and an estimator found directly 

from a linear model there is a linear model that includes both the direct and 

synthetic estimators explicitly that gives the optimal least squares estimate as 

the composite estimator. 

Synthetic estimators tend to be biased, direct estimators may be unstable, an 

obvious way to reduce these two effects is to take a weighted average of the 

two estimates. Such estimators may be written 

(2.3) 

where r;a is a direct estimator and �a is an indirect estimator, and wa is a 

suitably chosen weight (0 � wa � 1) . Using the estimators J: and J:s for �a 

and f2a respectively a number of possible choices of weights have been 

proposed. 

- Wa (opt) obtained by minimising MSE( fae ) with respect to 

wa assuming cov( fa , fas ) == 0, the resulting weights can be very 

unstable. Such weighting is inversely proportional to the variances 

of the direct estimator. Unstable estimates of the variance cause 
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problems so that the weights need to be stabilised by an averaging 

process. 

- Schaible (1978) proposes an "average" weighting scheme based on 

several variables. He notes that the composite estimator is quite 

robust to changes in the weights. 

- Pur cell and Kish (1979) use a common weight, w ,  and then 

minimize the average MSE. The choice of a common weight is not 

reasonable if the individual variances vary considerably. 

- Drew, Singh and Choudhry (1982) propose the weights 

, otherwise 

where Na is the direct, unbiased estimator of the known population 

size Na and 8 is chosen to control the contribution of the synthetic 

estimator. 

- Samdal and Hidiriglou (1989) propose a similar weight 

otherwise 

where h is subjectively chosen, they suggest, as a general purpose 

weight, h = 2. 

This and the preceding weights are identical if h = 2 and 8= 1 .  

These latter two weights do have some problems, notably they can fail to 

draw strength from the synthetic estimator when the sample size is greater 

than the expected sample size even though the expected sample size may not 

be large enough to make the direct estimator reliable. Also the weights do not 

take into account the size of the between area variation relative to the within 
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area variation for the characteristic in question, that is all characteristics 

would use the same weights irrespective of the differences of between area 

homogeneity. 

BLUP 

Holt, Smith and Tomberlin (1979) proposed a Best Linear Unbiased Prediction 

estimator of Y; under the following model for the finite population: 

Yagk = J1g + eagk k = I, . . .  , N;g ; g = I, . . . , G; i = I, . . . .  , m 

where Yagk is the y-value of the kth unit in the cell (a,g) for small area a in 

domain g, Jig 'S are fixed effects and the errors eagk are uncorrelated with zero 

means and variances a� . 
Nag denotes the number of population elements in the large domain g which 

belong to the small area a. Suppose nag elements in a sample of size n fall in 

the cell (a,g) and let Yag. and Yg denote the sample means for (a,g) and g 

respectively. 

The BLUP estimator of Yi is given by 

or 

yB = "ye = ,, (�y + [ l -�)YS J a L.. ag L.. N 
ag N ag 

g g ag ag 

�B = L ( nagYag. + (Nag - nag ) Yg. ) 
g 

which in effect sums the values in the sample from that cell and estimates the 

total for the rest in that cell by the mean across the gth group multiplied by the 

number not in the sample. If the sample size for that cell is large this tends to 

the direct estimator, if it is small it tends to the synthetic estimator. If the 

sample fraction is small for all of the groups then no account is made of the 
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relationship between, between area and within area variation. This problem 

can be reduced by more sophisticated models. 

We have considered the main methods considered by Purcell and Kish and 

Marker for small area estimation and shown that they fit into a linear 

regression with the exception of SPREE. 

2.3 Models with area specific effects 

Two types of models, with area specific effects, have been proposed. 

In the first area-specific auxiliary data Xa = (xap . . .  , xal )T is assumed to be 

known and the parameters of interest, Ba ' are assumed to be related to Xa ' 

In particular we assume that Ba = x�f3 + VaZa a = I, . . .  ,A 

The Za'S are known positive constants, P is the vector of regression parameters 

and the va 's are iid random variables with E [v. ] = ° and V (v. ) = a; . 

In the second type element-specific auxiliary data xaj = (xajl '  . . .  , Xajl )T are 

available for the population elements. The variable of interest Yaj is assumed 

to be related to xaj through a nested error regression model. 

Yaj = x�f3 + va + eaj j = l, . . . , Ni; a = l, . . .  , A. (2.4) 

where eaj = eajkaj and the eaj ' s are iid random variables independent of the 

va 's with , E (eaj ) = O, V (va ) = a
2 , the ka/s being known constants and Na 

being the number of elements in the ath area. 

For making inferences under the first model some assumptions are required 

that may be quite restrictive in some applications. Violation of these 

assumptions will introduce bias to the estimates. 

Assuming that direct estimators Ba are available and that Ba = Ba + ea 

36 



we obtain the model Ba = xjJ + VaZa + ea which is a special case of the general 

mixed linear model. 

In the second model we assume that the sample values also obey the model, 

whilst this will be true under simple random sampling it may not be 

appropriate under more complex sampling designs. The model can however 

be extended to account for such features. 

Writing the model in equation (2.4) in a matrix form as 

Yp = XPf:t + v F + eP I I t' I I I 

the model can then be written in a partitioned matrix form : 

where the superscripts * denotes non-

sampled elements, and the xa and x: are matrices. 

The mean of each small area � can be written as . � = faYa + (1 -fa )  Y; where 

n fa = _a 
and Ya ' Y; denote the means for sampled and non sampled elements Na 

respectively. Estimation of the overall mean can be viewed as prediction of 

the mean of the non sampled elements given the data. 

Two forms of a model based approach are common, one for data which is at 

the area level and the other for data at the elemental level. 

2.4 EBLUP, EB and HB approaches 

Lahiri (1996) combines these approaches under the heading of Composite 

Estimation which was discussed in section 2.2.5. They are characterised by a 

weighted average of two estimates, the direct estimate and a synthetic 

estimate. 
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which is essentially the same as equation (2.3). 

The choice of weight, wo ' is the difference between the three approaches. As 

these estimates are simply a linear combination of two estimates then as long 

as these two estimates are formed by linear models then the new estimate will 

also be a linear model. 

These approaches are useful when direct estimates are available for a 

"reasonable" number of the small areas, if they are not then the weight, wo ' is 

equal to zero for most and the estimate is simply the synthetic estimate. They 

are an attempt to combine the zero bias of the direct estimate with the smaller 

variance of the synthetic estimate. 

These approaches are all model based and so they will fit in to the linear 

regression framework if the model proposed also fits into this framework and 

the distributional properties are appropriate. 

These methods are something of a transition from a concept of having 

available survey, and auxiliary data, and using them to estimate small area 

parameters and the concept of a population which can be modelled in some 

way. The advantages of the latter approach are that the assumptions of the 

model are explicitly stated, and that the model may be able to be validated 

from the data once it is collected. 

2.5 Concluding remarks 

In this chapter we have discussed many of the common methods of small area 

estimation. We have shown that they all fit into a linear model form as 

Marker (1999) had done. 

Most of these models were developed for particular problems and require 

data in a very particular form. Although there are general principles which 
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can be recognized, these models may be difficult to extend to new situations 

when the data available are different. 

All of the methods introduced are model based methods. In some of the 

implementations it may not be immediately clear what the model is. Each of 

these models includes a number of assumptions, some of which may not have 

been explicitly stated in the original formulation of the method. If any of these 

assumptions do not hold in practice then the estimates found will be biased 

and without consideration of the assumptions there is no way of gaining any 

insight into this bias. Given the explicit model, including the assumptions, 

some diagnostics may be possible. We will return to these issues in a number 

of places in the rest of this thesis. 

We have mentioned SPREE briefly and stated that it does not fit into this 

model and in the next chapter we will show that if we use a more general 

model, the generalized linear model, then we can include all of the methods 

discussed so far as well as SPREE. We will then show that this classification 

allows a new method of estimating the results for SPREE which can then be 

applied in situations where SPREE has traditionally been inapplicable. The 

assumptions required for SPREE also become more explicit and the new 

formulation gives a better understanding of the situations under which 

SPREE will give good estimates and where it will not. 
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CHAPTER 3 

Structure Preserving Estimation; the l ink with the General ized Linear 

Model.  

3. 1 Introduction 

In the last chapter we considered the historical methods for small area 

estimation and showed that they are examples of a linear model. We noted 

that SPREE did not fit this model and by considering a more general model 

we will now show that SPREE can be included in the general classification of 

the methods. In this chapter we will look at SPREE in detail and show how 

the underlying concept can be extended to new situations. 

SPREE can be applied when there are two sources of data, the first will 

generally be a census and the second a sample survey. The census data will be 

available in the form of counts of membership of mutually exclusive 

subgroups of the population defined by categorical variables. The sample 

survey data are also available categorized by some of the variables but they 

are not able to be disaggregated to the same fine level due to the inadequate 

sample size. 

We will initially look at the approach based on a framework of categorical 

data analysis due to Purcell and Kish (1980). In this method the Iterative 

Proportional Fitting algorithm (IPF), Deming and Stephan (1940), is used to 

adjust the cell values in the table of census data to agree with the new 

marginal totals which can be estimated from the sample survey data. 

Although some aspects of the structure in the table will remain the same in 
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this process the cell counts do not. The small area estimates may be these new 

cell counts or some aggregation of them. 

In the general case this is called raking. IPF is used where the data are 

categorical. Raking is commonly used to adjust estimates so that they sum to 

a known total. Thus if a series of estimates for regional populations did not 

add up to the known national population they could be rescaled 

appropriately. 

Marker (1999) noted that SPREE can be written as a log linear model but then 

went on to say that it cannot be expressed as a linear regression model. 

It will be shown that raking and IPF are equivalent to fitting a log linear 

model to the cell values in the table of census data (which may or may not be 

integers) and then changing some coefficients in the model whilst keeping 

others the same. By extending the linear regression model to the model 

introduced in equation (1.1) we will show that the census data, Ye ' can be 

expressed in the form 

where Xl and X2 are partitions of a design matrix which will be defined in 

section 3.5. Similarly the model for the sample survey data, Ys ' can be written 

as 

g(E[Ys]) = 
X1PIs + X2P2s '  

See section 3.4 for the necessary detail on the model and possible link 

functions. 

By a suitable choice of the partition of the X matrix into Xl and X2 the 

coefficients that change will be seen to be the components of PI and those that 

stay the same are the components of P2 . We will show that fitting SPREE by 

the IPF algorithm is equivalent to stating that X2f32c = X2f32s in the two models 
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above. In Chapter Six this assumption will be investigated further, in 

conjunction with other commonly stated assumptions about the relationships 

between the census and survey data. 

This chapter develops these ideas. In section 3.2 we look at the traditional 

approach to SPREE by the IPF algorithm. Then in section 3.3 we give a simple 

example to show the mechanics of the algorithm. Section 3.4 shows how the 

log linear model can be used to model the data in a contingency table, such as 

the census data, and then shows that this model is an example of the GLM. In 

section 3.5 we will formally propose the new approach. In section 3.6 we 

come back to the specifics of the data which is available and look at the 

relationships between the data sets with respect to the model that we have 

developed. 

Section 3.7 investigates some practical considerations in the new information 

supplied by the survey data and looks at various configurations of new 

margins. Finally in section 3.8 we will work through an example of the new 

method using one of the configurations from section 3.7. A full example of the 

new method is presented in Chapter Four. 

3.2 SPREE by the iterative proportional fitting algorithm 

A simple example is introduced in diagrammatic form to illustrate the 

relationships. A census is available which includes data on employment 

status (employed / unemployed) categorised by ethnicity (Maori / other) and 

sex (male or female, as usual). This census data may be from some time ago or 

as in the real example that we will consider later a census in which the 

definition of unemployment is not the one that is required. A survey is taken 

which details employment status by ethnicity, either more recently or using 
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the approved definition, and the required estimates are the employment 

status by sex. This is shown in the diagram. 

Female 

Employed 

Unemployed 

Figure 3 . 1  

Total 

Male 

The eel counts in this table a re  

adjusted u 5i n g  t h e  IPf algorithm and 

the ma11lin from the 5Jl\ley data 

Maori Other Total 

Diagram showing the relationship between the two data sources and the 

small area estimates in a simple example. 

The iterative proportional fitting algorithm, applied to this example, would 

adjust the census sex by ethnicity by employment totals to agree with the 

survey data producing new estimates for each cell in the 2 by 2 by 2 

contingency table above. These would then be summed across one variable, 

the ethnicities, to give the required small area estimates. 

The small area estimates indicated are sums of the rows in the table and in 

this example are estimates of numbers of employed and unemployed by sex. 

There is no requirement that the final estimates should be sums and it may be 

that the required estimates are the body of the table, here the numbers of 

employed and unemployed by sex and ethnicity. 
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In this example we have no specific interest in ethnicity. It is an associated 

variable, useful because changes in ethnicity are expected to be related to the 

variables of interest and so improve their estimates. 

We shall see how the IPF algorithm can be used to adjust the cell counts in the 

body of the table to conform to the new margin from the sample survey and 

hence produce the small area estimates. The survey provides marginal 

constraints to which the census counts must conform. 

Two assumptions are made initially:-

that current estimates for the variable of interest cross 

tabulated by appropriate associated variables are available at 

a large domain level 

that estimates are known for a variable, closely related to the 

variable of interest, cross tabulated with the same associated 

variables for each small domain. This variable may be the 

same variable at an earlier time period. 

The current data will generally be available from a survey and the previous 

data may be from a census or some administrative data collected for some 

other reason. 

There is a third assumption made in presenting this model. That is that there 

is an underlying superpopulation model governing the behaviour of the small 

domain frequencies over time. The concept of a superpopulation is well 

established and it can have a number of interpretations. Most commonly it is 

thought of as being a larger population from which the population that is 

under consideration is drawn as one of all of the possible populations that 

could have been drawn. Alternatively we can consider the population as 

being a realization of a random process for which there exists a stochastic 
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model Cassel, Samdal and Wretman (1977). In the case of a contingency table 

this model is usually assumed to be a Poisson or multinomial model at the 

population level. Such models are particularly useful when the census data 

are from one period, and the survey estimates from another. Since the census 

values at the current time are unknown and must therefore be modeled. 

Suppose there exists a large finite population of size N, in which each unit is 

labeled u where u = 1, . . . .  N. 

Each unit is associated with a vector of responses which can contain three 

types of variables these determine:-

1 the small domain to which each unit belongs, 

2 the variable(s) of interest in the study, in the example above sex 

and employment which categorise the cell for which estimates 

are required 

3 the associated variables used in the study, in the example 

ethnicity. 

We shall also introduce three variables:-

7t the past cell relative frequencies representing the association 

structure. Generally found from the census data. 

the marginal constraints representing the allocation structure, 

generally found from the sample survey data. 

p the desired cell estimates resulting from 7t and �. 

The obvious subscripted form for each cell is suggested in which there are H 

small domains, I variables of interest and G associated variable categories 

(large domains). As was shown in Figure 3 . 1  the required small area estimates 

may be individual cell counts or they may be sums of cells so the subscript a 

has not been used in the above notation to avoid any confusion. The subscript 
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h may refer to the small areas or it may refer to smaller divisions of them 

which will be summed. 

Hence an indicator variable dhigu is defined which will be equal to 1 if unit u is 

in domain h and has response category i for the variable of interest and g for 

the associated variable, and equal to 0 otherwise. Thus a three dimensional 

contingency table can be constructed of order H x I x G. Nhig denotes the 

number of units in domain h, with response type i,g for the interest and 

N 

associated variables. Nhig = 'Ldhig and 
u=! 

I Total I 
I H I 

I h I 
, , . 9 . 

1 TIw TIu, 

i nUl TI1i9 

I TIUl TI,,, ' . '  

Total TIH nl<9 

. G  Total 1\., 

. nuc TIu· 

n •. 

' TItiC nu. 
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Figure 3.2 Diagram showing the association structure. 
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The associated variable categories may be combinations of a number of 

associated variables. For example variables for sex and three categories of age 

can be written as a single variable with six categories. 
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These probabilities can then be summarized in a three dimensional array even 

if the total number of variables is greater than three. This is described as a 

restricted canonical form as the distribution is completely specified and it is 

restricted by using relative frequencies which sum to a grand total of l over 

the whole table. 

The association structure relates to the structure in the relative frequencies 

recorded at the small domain level for the variable of interest cross-tabulated 

with some associated variables at the time of the census or other source of 

that data. 

Note the sample design does not place any restrictions on the methodology. 

The allocation structure is defined by the relative frequencies for the variable 

of interest cross tabulated with the associated variables found at the present 

time. This would generally be estimated from sample survey data. The 

allocation structure can also be thought of as the association structure at the 

current time aggregated over the small domains in each larger domain. 

The object of the exercise is to disaggregate this structure to reveal the 

structure of the small domains and hence estimate the variables of interest 

over the small domains. The disaggregated estimates are denoted Phig and to 

obtain the small domain estimates these may be summed over the associated 

variable for each small domain if necessary. So it is necessary to estimate Phig 

for each cell in the table. 

The marginal frequencies define the current relationship between the 

associated variables and the variables of interest but there is no information 

about the current relationship between these variables and the small domains. 

Only the past association structure expresses this relationship at some time in 

the past. It would seem reasonable to require the estimates Phig to 
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(i) preserve the allocation structure between the associated and 

interest variables, 

(ii) in some way carry over the association structure, observed 

earlier, without compromising (i) above. 

If the sampling variability of the allocation structure is "not too great" these 

would be reasonable, but if the variability is "large" (i) may not be a good 

prerequisite for a modeL The estimation procedure should generally ensure 

that Lh Phig = C;,ig ie we force the estimates to add to the known allocation 

structure. If we had any knowledge of change in the association structure 

over time then this could also be incorporated into our estimation procedure 

but rarely do we have such information. 

In this case we have to assume that the association structure is stable over 

time. 

It has been shown Purcell and Kish (1980) that weighted least squares, quasi 

maximum likelihood and information-theoretic approaches all result in the 

same form for the estimator 

The assumption of a stable association structure implies that all cross product 

ratios not already respecified by the allocation structure are forced to be 

constant from the original census to the postcensal period .  This is not 

unreasonable as we have no information on how they may have changed, if 

they have. However, if we believe that there may be change then this must be 

modeled explicitly or our estimates will not reflect this change. 

In the simple example considered earlier we assume that there is no 

information in /;" the allocation structure, concerning the sex effect or its two 

and three way interactions with the other two variables. 
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We can the write the following:-

and 

and 

and 

Plig 7rlig f 
. 

-- = 
-- , or all z and g; 

P2ig 7r2ig 

Pl lgP22g = 7rllg7r22g 
, for all g; 

P21gPI2g 7r2Ig7r12g 

PI I IP22JP2 12PI22 _ 7r1 1 17r22J7r2127r122 
P2 1 1 PI2JPII2P222 7r21 1 7r12J7r12J7r221 

the sex effects 

two way interaction sex and 

employment at each level of 

ethnicity 

two way mteraction sex and 

ethnicity at each level of 

employment 

Three way interaction sex, 

employment and ethnicity 

The structure that is not preserved due to new information from the sample 

survey is:-

and 

and 

Phlg ___ 7rhlg f all h d -- +- -- ,  or an g 
Ph2g 7rh2g 

Phil :;; 7rhi J  , for all h and i 
Phi2 7rhi2 

Ph l lPh22 :;; 7rhl l7rh22 , for all h 
Ph2 1Ph12 7rh217rh12 

the employment effects 

the ethnicity effects 

the two way interaction of 

employment and ethnicity 

In other words we are assuming that the sex effect, the sex by employment 

interaction, the sex by ethnicity interaction and the sex by employment by 

ethnicity interaction all remain constant over the time since the census. The 

employment effect, the ethnicity effect and the employment by ethnicity 

interaction are allowed to change. 
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This can easily be mathematically extended to the general, H x I X C, case but 

visualising the effects and their interactions becomes more difficult. In 

practical applications the variables have real meaning and this helps to 

visualize the effects and interactions. However, for all cases the variable of 

interest effect and the associated variable effect and their interaction will not 

be preserved whilst all other effects and interactions will. Of course should 

any of these other effects or interactions, change over time or between the two 

variables of interest, if they are not the same, the estimates will be biased. 

Given the data described thus far this is a reasonable solution to the problem. 

However there may be additional information and this should be 

incorporated into the analysis if possible. This additional information may 

come from two possible sources:-

1 .  independent estimates of the size of the small domains 

2.  current estimates of the distribution of the associated variables 

within the small domains. 

If either of these are available then it would make sense to constrain our 

estimates so that they conform to this information. Hence for the first 

situation we could expect LiLgPhig = Ph . .  with Ph .. to be known and for the 

second LiPhig = Ph.g with Ph.g to be known. 

In each situation if the estimates are not available from other sources it may 

be appropriate to use the equivalent 7t values. This requires additional 

assumptions to be made about the lack of change in the structure over time, 

but these may be acceptable. These new constraints are then denoted by I; so 

as to be consistent with the earlier notation. This may mean that Jrh g may be 

denoted by �h.g if they are being used as a constraint. 
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We now have two sets of constraints which will almost certainly not be 

exactly consistent. In theory an analytic solution as produced earlier is 

possible but in practice it is not. Deming and Stephan (1940) proposed an 

iterative procedure as a solution to a similar problem. Their procedure is 

generally referred to as iterative proportional fitting (IFP) or iterative scaling. 

The IPF procedure has some useful properties:-

- Provided that Phig > 0 for all h, i, g then the procedure always 

converges. Fienberg (1970) 

- Assuming that the underlying multinomial model is a correct model 

the method results in estimates that minimise the discriminant 

information I(p;n) where ftp; 1l) = t. t. pljLn( =: ) . where r and c are 

the number of rows and columns in a two way table Ireland and 

Kullback (1968). They also maximise the likelihood equation of the 

multinomial distribution, so although the estimates are not maximum 

likelihood they are Best Asymptotically Normal (BAN). BAN 

estimators maintain the properties of consistency, asymptotic 

normality and efficiency. Ireland and Kullback (1968), Darroch and 

Ratcliffe (1972) and Bishop, Fienberg and Holland (1975) 

- Mosteller (1968) notes that part of the interaction structure is 

preserved. We have seen this above and have shown that any 

interactions not redefined by the new margins will remain 

unchanged. 

For the first additional constraint the iterations follow the following:-

(H) 
(k) _ Phig j: I Phig -(k:i) �.ig 

Pig 
and where I P results from the first step of 

the iteration. These are then repeated until a convergence criterion is met. 
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In the second case the first step is the same as the first set of margins are the 

(k) 

same but the second marginal constraint results in Ph;; = 
I P�� �h.g IPh.g 

The same approach can be applied to tables of higher dimensions. The 

notation becomes clumsy as there are many subscripts and there are many 

more possible margins that can form the constraints. However the iterative 

procedure is still applicable with additional steps, one for each constraint, 

within each iteration. 

As in the earlier case the preserved association structure of the IPF estimates 

is defined by the complete association structure less the structure respecified 

by the marginal constraints. 

Structure preserving estimation is a well established method of small area 

estimation which uses the iterative proportional fitting algorithm to adjust the 

cell values of a table to new marginal totals whilst preserving some of the 

interaction structure of the original table. The only interactions which will 

change are those for which there is information in the new margins. In the 

next section we will look at a simple example which illustrates the process. 

3.3 A simple example 

As a simple example to illustrate IPF we consider a 2 x 2 table with everything 

known. 

1 3 This is the census data as far as this example is 

5 2 concerned. 

The new margins are also known. 

This is the sample survey data. The survey 
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9 13 data is unable to estimate the individual cell 

counts but can provide counts for the margins. 

The original table can also be written with its margins 

1 

5 

6 

3 

2 

5 

4 

7 

11  

We want to find values for the body of the table with the new margins which 

are consistent with the original table in terms of the odds ratio, the cross 

product ratio. This can be achieved using the IPF algorithm. 

We multiply the row, or column, by the ratio of the margins so, in the 

example above, the top row is multiplied by � and the second row by ! .  
4 7 

This will adjust the cells in the table so that they sum to the column margin on 

the right hand side. This will not result in the correct row margin at the 

bottom. 

1 .25 3.75 5 

5 .7143 2.2857 8 

6.9643 6.0357 13 

However we can now multiply the columns by the equivalent ratios using the 

new table and the required row margin. In the example we multiply the left 

column by 9 
and the right column by 4 . The new result will have 

6.9643 6.0357 

the correct row margin but the new column margin will now be incorrect. 

However we can iterate round this process until some convergence criterion 

is met. Continuing the iterations with the example above gives the following 

result after 10 iterations. 
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2.1779 2.8221 5 

6.8216 1 .1784 8 

8.9995 4.0005 13 

The detailed calculations can be found in Appendix A. 

We need to set a convergence criterion but we could continue with any 

number of significant figures to any degree of accuracy. We will stop at this 

point. 

The cross product ratio for the original table is 2.. = 0 . 1 33333 and for the new 
1 5 

table it is 2. 1 779 x l . l 784 = 0. 1 333 1 33 remaining constant (within the rounding 6.82 1 6 x 2.822 1 
errors of the estimated cell values) at every step whilst the margins change. 

We will show that this is equivalent to keeping the interaction term constant 

in the log linear model that Marker (1999) suggested. 

The extension to larger two dimensional tables simply requires the same 

process to be applied to the additional rows and or columns. 

Tables with three or more dimensions do imply some other considerations as 

there are now a number of different margins which could be fitted and for 

each margin, or margins, different terms in the model will be kept constant. 

We will look at this issue in section 3.7. 

We have presented an example to show the mechanics of the iterative 

proportional fitting algorithm. It is intended to give an understanding of the 

sorts of calculations necessary. The calculations become somewhat tedious 

but there are computer packages which will perform them simply. We will 

now show that the data in the contingency table can be modeled by a 

generalized linear model and that this then suggests a new approach that can 

be used to estimate the cell values. 
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3.4 An alternative approach, the generalized linear model. 

Iterative Proportional Fitting is an iterative algorithm which fits new margins 

to counts in the cells of a contingency table. As we have seen the SPREE 

approach uses this algorithm to adjust counts from a census to the new 

margins found from sample survey data. 

Now we will suggest an alternative method. We will model the census data as 

a log linear model which is an example of the generalized linear model. We 

will consider which coefficients will change when the updated margin is 

introduced. We will estimate the coefficients for the new model and show that 

the resulting estimates from the new model are the same as for the iterative 

proportional fit. This can be extended to several associated variables, and 

more than two categories for each variable, with little difficulty. 

The use of the generalized linear model is a new approach. With this 

approach we can then relax the restriction that all variables are categorical 

and the concept underlying SPREE can be applied to a wider range of 

problems. The two assumptions that were made at the beginning of this 

chapter are more explicitly stated in the GLM form. 

The table of census data may be modeled by a Log linear model of the form 

in which:-

Ln(E[pijk ]) = ,li +a; + ,Bj+ . .  +a,Bij (3.1) 

There may be 2 or more subscripts 

The variables are categorical 

Using the development from Bishop, Fienberg and Holland (1975) we 

suppose that we have a table which represents proportions in two categories 

measured at two points in time. The basic table can be presented as 
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First Time Point 

Category 

1 

2 

Second Time Point 

1 2 

pll p12 

p21 p22 

There are then two other ways in which we can present this two way table 

First as the table 'measuring changes from the first measurement to the 

second, 

Stays Different 

Category Same 

1 pll 
First Time Point 

2 

secondly as the table measuring changes going back from the second 

time point to the first. 

Category 

Stays Same 

Different 

Second Time Point 

1 2 

pll 

p21 

For each of these 2 x 2 tables there is a cross product ratio, taking them in 

order we can write a - Pl IP22 
3 - , 

P12P21 
a2 = PlIP21 and a1 

= Pl IP12 
. 

P\2P22 P22P21 

Taking logarithms of the {ail we get three linear contrasts :-
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- -�----

Given values for these three contrasts, and remembering that I Pi) = I ,  we 

have completely defined the four cell probabilities. 

This formulation suggests that we should look at a model that is linear in the 

log scale. 

The model proposed is 

Ln (E [Pi) J) = U + u1(i) + u2(J) + UI2(i)) i = 1,2; j = 1,2 (3.2) 

u is the grand mean of the log(probabilities) 

u1(i) is the deviation from the grand mean at level of the first 

variable 

U2(J) is the deviation · from the grand mean at level j of the second 

variable 

and UI2(i)) is the deviation from U + u1(i) + u2(J) • 

We can also note that U1(1) = -U1(2) ' U2(1) = -U2(2) ' 

and UI2(1 l) = -UI2(12) = -UI2(21) - = UI2(22) 

The development above is easily shown to be a special case of the generalized 

linear model (GLM) of Nelder and Wedderburn (1972) which is expanded by 

McCullagh and Nelder (1983). We briefly introduced the GLM in section 1 .2. 

We will now show how SPREE can be expressed in terms of two GLMs which 

have some parameters in common. 

The model is 

g(E[Y]) = Xp 

as expressed in equation (1.1). 
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The model is linear in the parameters, Il ,  but powers or other functions of the 

x variables are allowed in the X matrix. 

The distributions for the underlying process Y can include any members of 

the exponential family of distributions which include the normal, binomial, 

Poisson etc. Nelder and Wedderbum (1972). 

The simple models in which there is an identity link function and the errors 

are normally distributed can be expressed either as a simple linear regression 

or analysis of variance depending on the design matrix and include the 

models described by equation (1.2)Error! Reference source not found. and 

discussed in Chapter Two. If the elements of the design matrix are only 

indicators, variables denoting membership (or not) of a category then it is an 

analysis of variance, and if they are continuous variables then it is a 

regression. A mixture of the two results is the familiar ANCOV A. 

Estimation of 13 for all of these cases with an identity link is simple under the 

assumption of independence and 11 constant variance", either in the different 

treatments in the ANOV A case or about the mean values, for regression. Then 

the covariance matrix is simply dIn and the maximum likelihood solution, t3 ,  
for the parameters 13 is 

(3.3) 

cl will also need to be estimated from the residuals as 

2 1 ( � )T ( � ) a- = -- y - XIl y - XIl n - p 
(3.4) 

The model can further be extended to link functions that are not the identity 

and for responses that are not normally distributed. Examples of this model 

include the log-linear model for Poisson distributed count data in a 
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contingency table. In this case the link function is a log function and the 

distribution is the Poisson distribution. 

When the link function is not the identity the variance will not, in general, be 

constant. In this case a weighting is required in the iterative solution to 

account for the changing variance. Further the outcomes may also be 

correlated in which case the variance-covariance matrix has to be estimated as 

well as the parameters. This adds many more parameters to the model and 

often some covariance structure will be assumed to simplify the covariance 

matrix. 

Although the model Error! Reference source not found. describes a non 

linear relationship between Y and p ,  the least squares or maximum likelihood 

solutionError! Reference source not found. can be achieved by iterated 

generalized least squares, where at each iteration a generalized least squares 

algorithm is applied to a linear (rather than non linear) model under a metric 

which changes at each iteration and depends not only on Var(Y) but also on 

the partial derivatives of Xp with respect to J.L=E(Y). The estimation 

procedure iterates between estimating the parameters p and estimating the 

variance-covariance of the residuals and ii until convergence. It has been 

shown del Pino (1989) that this results in maximum likelihood estimates of 

the parameters both for a generalized linear model and for the wider class of 

linearisable non linear models and that the dependent variable in the 

generalized least squares algorithm at each iteration. Initially the covariance 

matrix can be assumed to be I and the ordinary least squares estimates of the 

parameters are found, although other starting points are possible. 
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The generalized linear model can also include the range of hierarchical 

models for clustered survey data and split plot designs in experimental 

design. 

In the case of the contingency table and the log linear model from equation. 

(3.1 )  the link function is a logarithm and the distribution would be Poisson. In 

the examples that we consider later we will not necessarily use Poisson 

distributions for the process but we will present evidence for the use of other 

distributions. 

If a new marginal distribution is available (generally from a sample survey) 

then the elements in the table are adjusted to agree with the new margin(s). 

The main effects associated with the new margins will change along with any 

effects which are interactions only between these main effects. All other 

effects (main and interaction) not changed by the new margins remain as they 

were. In practice this will mean that at least one main effect and all 

interactions including that effect will not change. Thus higher order 

interactions predominantly remain the same. Under a model fitting regime 

some of the effects and the higher order interactions may be deemed to be 0; 

however, in general, we will fit the saturated model. 

The advantage of fitting the saturated model is that it removes the need for 

complicated model fitting procedures which need to be justified each time. 

The saturated model ensures that all important effects are included in the 

model possibly at the expense of fitting some tmnecessary terms. 

Modelling a contingency table with a log linear model has been briefly 

introduced in this section. This has then been generalized to a GLM and the 

links demonstrated. In the next section we will explain the new approach and 
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then follow that with a number of examples of increasing complexity to show 

how this model can be applied to a SPREE type problem. 

3.5 The new approach 

We will now formally write the new approach and discuss its advantages 

Following on from the earlier discussion and using the notation developed in 

Chapter One the general form of each GLM can be written as equation (1 .1) 

g(E [Y]) = Xp .  

This model can be applied to both the census and the survey data. 

The parameter vector p can be partitioned into the parameters that are able to 

be estimated from the sample survey data, 13 1 ,  and those that are not, 13 2 . As 

the second partition of the parameters is not able to be estimated from the 

survey data the assumption is made that they will remain constant for both 

data sets. 

The design matrix can be partitioned in the same way, subscripts c and s will 

denote the census data and the survey data. 

We can then write g (E [Y ]) X n + X n 
c = l " lc 2"2c 

and g (E [Ys ]) = XIP1s +X2P2S 

for the census data (3.5) 

for the survey data. (3.6) 

In this new approach we see that the estimates of the individual cell counts 

are then formed by a combination of estimated parameters, some from the 

survey data and some from the census. Wherever possible parameter 

estimates from the survey data are used as they are considered to be more 

appropriate, either as they are more timely or measured on a more accurate 

variable, although this does not have to be the case. 
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We can now see that the SPREE model, via the IPF algorithm, is making the 

assumption that the second term in each of the models above is the same, that 

is 

(3.7) 

We will look further at the ramifications of the assumption X2�2c = X2�2s in 

Chapter Six of this thesis. It has been said that high correlation between the 

variables Ye and Ys indicates that SPREE is appropriate, Ambler et al (2001), 

Haslett, Green and Zingel (1998). We will discuss whether this is enough to 

ensure that the estimates are reasonable. 

This expression of the method makes the assumptions used more explicit and 

as such is useful for the practitioner. The GLM applied to the table would be a 

log linear model with Poisson counts in each cell and the link function is 

clearly stated. The further assumptions about the association and allocation 

structures are simply expressed in terms of the equality of the second terms in 

the two models. This should make it easier to check the validity of this 

assumption however we will see in Chapter Six that, the very restrictions on 

the availability of data which make us use an estimation procedure mean that, 

the data is not available to check the assumption. However as we now have 

an explicit assumption it may be possible to collect some additional data to 

verify it or otherwise. This is more difficult using the IPF algorithm as the 

assumption is less clearly defined. 

A further importance of the alternative formulation for SPREE models 

includes the possibility that the algorithm in this form can be applied to 

variables other than categorical. This introduces many new situations in 

which the concept underlying SPREE can be applied to other situations. The 

process of using data which is most likely already available to build a GLM 
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and then change some of the coefficients to agree with data collected in a 

sample survey which is not sufficient to find all of the coefficients could be 

applied in many ways. 

Thus far we have omitted to mention anything about the possible variance of 

any estimates in the table. In the literature there seems to be relatively little 

information compared with the plethora of methods available to estimate the 

small area statistic. For SPREE the census data is generally considered to be 

measured without error and estimates of any error in the survey data are 

ignored in the simple application of the method. There are a number of 

sources of possible error in the estimates. 

The census data is unlikely to include 100% coverage and census 

structure may evolve over time 

The survey data will include sampling error 

The model proposed may not include all of the relevant variables 

In Haslett, Green and Zingel (1998) the first two of these sources of error are 

considered. The data they used were unusual in that there were a number of 

estimates of the census data and that the survey was collected in 512 balanced 

replicates. These enabled appropriate estimation of the error in the final 

estimates. SPREE estimates were calculated for combinations of the different 

census data and for the survey replicates. This resulted in realistic errors for 

each estimate. We will consider this in more detail in Chapter Seven. Our new 

approach will make inclusion of this additional data somewhat easier and we 

will consider this later in the thesis. 

The example that will be used to explain the new algorithm in this chapter is 

very simple in terms of having few variables and small numbers of categories 

for each variable, so that the underlying concepts can be explained without 
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other complications mud dying the water. In the next chapter we will look at a 

more realistic example and we will find that there are some issues, such as the 

design matrix, which need to be considered in more detail. We will move to 

categorical variables with more than two categories and show how we can 

include variables that are not modeled by categorical variables at all. 

3. 6 Application of the GLM to our data 

In SPREE we assume that the census data are in the form of a contingency 

table. This table can be modeled by a log linear model as discussed above. The 

sample survey data are not able to be disaggregated to the same fine level as 

the census data but the assumption is that there is still a table similar to the 

census table from which these margins have been derived. 

If we consider the simple example from Section 3.3 we had the two by two 

table below of 11 census" data 

1 

5 

3 

2 

which can be expressed as 

Ln (E [Pij J) = U + U1(i) + u2(j) + U12(ij) using the notation of 

section 3.3. 

The sample survey data are shown below, the individual cells in this table are 

unknown. 

5 The underlying table can also be expressed as 

8 Ln (E [Pij J) = U + U1(i) + u2(j) + U12(ij) but this model is not 
----------�----

9 4 13 estimable from the information available. 

In the next section we will discuss which parts of the model for the survey 

data can be estimated and which cannot. In the example given here it is 

intuitive that there is information in the known margins for the first three 
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terms in the model and none for the last, the interaction term. Birch (1963) 

showed that in a log linear model for a contingency table the marginal totals 

corresponding to unknown terms in the model are sufficient statistics given 

the other terms in the model. So in the case above if the interaction term 

U12(ij) is known then the margins given are sufficient statistics for the 

remaining terms. In the well known Chi squared test for independence the 

margins are used to construct a table in which the interaction is assumed to be 

zero we will assume that the interaction term is known from the census data 

and this along with the new margins, is used to estimate the other terms in 

the model hence estimating the individual cell counts. 

3. 7 Identifying the effects and interactions which are updated by the 

sample survey data. 

In the simple example of SPREE which we considered in section 3.3 and have 

just revisited in section 3.6, we looked at a two by two table. The new margins 

were easy to identify and the effects that would change because of the new 

information contained in the sample survey data are intuitively clear. If we 

reconsider the two by two by two table of the form in section 3.1, and shown 

in Figure 3 .3 below, we will see that even with this simple extension the issue 

becomes less clear. 
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Sex 
Male ---- Female 

Figure 3.3 Main effects in a two by two by two table. 

Employed 

Employment 
Status 

Unemployed 

The three variables are Sex, Ethnicity and Employment Status and the 

individual cell counts represent the counts in each of the eight combinations 

of those categories. 

The log linear model in this case has three main effects, three two way 

interactions and a three way interaction. Thus it can be written as 

Ln ( E [ Pi} J) = U + u1(i) + u2(j) + U12(i}) + U3(k) + U13(ik) + U23(jk) + U123(ijk) (3.8) 

We will now consider the various margins which could be found for this 

table. There are three two way margins an example of which is illustrated in 

Figure 3.4, a further three one way margins one of which is shown in Figure 

3.5 and a plethora of combinations of these of which a simple one is shown in 

Figure 3 .6 .  Figures 3 .4 and 3.5 show margins constructed from the table in the 

diagram so that it is easy to see what they represent. Figure 3 .6  is more 

realistic for the problem that we have as the margins illustrated show no 

relationship with the given table as they are derived from the new 

information . .  

66 



�-----..•.........• -............•.•.. � ....•.......... 

8+5 6+7 , 

! I ! 
�' , !  

/'�- r -Ei1 1 1  , I I I I I �·· · · · · 1- ·-- --0� -L--.-fY1 , ��-+-----.. -� i I I I r' : I 
! i I i 

I 2 _. __ .-r... . _ - -

I i i�1 ' 
5 4 

-_. __ . 

Figure 3.4 One two dimensional margin. 

HBackH 
Margin 

Similar margins can be found for the side ( 8 + 6, 5 + 7, 5 + 4 and 2 + 1 ) or for 

the "base", or "top", ( 8 + 5, 5 + 2, 6 + 4 and 7 + 1). These margins are then the 

counts of the two way tables, for the back margin the counts would be for 

Employment status by Sex. 

5 7 
// i 

8 'I 6 5+2 ; + 
I I i ! 

p-----+-I-I 
i I 6D_/ _. __ 4 ' 

Figure 3.5 One single dimensional margin. 
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This margin in the diagram is the counts for Male and Female, similar 

margins can be found for the ethnicities, 8 + 5 + 6 + 4 and 5 + 7 + 2 + 1, and for 

Employment status, 8 + 5 + 6 + 7 and 5 + 2 + 4 + 1 .  

Alternatively w e  may have two new one way margins 19, 25 for the sexes and 

20, 24 for the ethnicities in the example that we have shown above. Now only 

the main effects for sex and ethnicity are available from these new margins. 

/�---A 
@ i / i 

- - ----+--+=71 ; 8 b-I � 
i I I I ·  
I 2 : ----61) ! : / I / I / 
0L _ _ _ _  W 

Lfrt2 - m - m� 
19 25  

... � .......... -.. ---.------.. --.--.---.--. 

Figure 3 .6  Two new single dimensional margins from survey data. 

If we are trying to predict counts for Employment status then the new 

margins could be any combination of the examples above for the Sex and 

Ethnicity variables. 

The details of the application of the !PF algorithm vary depending on the 

particular new margins which are available. In the case shown in Figures 3 .4 

and 3.5 there will be convergence in one step of the IPF algorithm but the case 

shown in Figure 3.6 will not, in general, converge as quickly because there are 
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two constraints which will not simultaneously apply but require the iterative 

process. 

Using the model in equation (3.8) we arbitrarily denote u\ as the sex effect, u2 

as the ethnicity effect and U3 as the employment status effect and the 

interaction terms as the sensible combinations of the subscripts. The margins 

in Figure 3.4 will provide estimates for u\ , u3 and U\3 as well as u as this is 

derived from the total. In Figure 3.5 we are able to estimate u and u\ only and 

in Figure 3 .6  we can estimate u ,  u\ and u2 • 

Later in this thesis we will consider real examples in which there are variables 

for two sexes, three age groups and two ethnicities as well as nine different 

regions. The combinations of possible marginals for a table such as this are 

large however the problem is ameliorated as the margins used are defined by 

the available data. In most cases the available data will not have a 

complicated structure and so the new marginals will also be reasonably 

simple. 

3.8 A simple example 

For illustrative purposes we shall look again at the simple two by two by two 

table used earlier in this chapter. There are three variables sex, ethnicity and 

employment status. These can take the values Male / female, Maori / other 

and Employed / Unemployed. For each cell there is a count and these can be 

lain out in a three dimensional diagram. 
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Sex 

Male ---- Female 

Maori 

EIM"'/,/ ' 

Pakeha � � � � 
I 6V-----L- 1 

/ I 
i / I �' 5 4 

._._---_._---_ .. _._ ... __ ._---

Employed 

Employment 

Status 

Unemployed 

Figure 3 .7  The three dimensional diagram of cell counts for the 2 x 2 x 2 table 
presented in figure 3.3 

We will then fit a new Sex by Employment Status margin to this table. The 

margin in the table above is 13, 13, 7 and 5 and the new one that we will fit 

will be 14, 16, 5 and 9. 

The log linear model that we have previously discussed is 

Ln ( E [Pijk J) = U + U1(i) + u2(j) + U3(k) + UI2(ij) + UI3(ik) + U23(jk) + UI23(ijk) 

The terms have the following interpretations and their coefficients are given. 

u The overall mean 1 .3894 

U1(1) = -U1(2) Main effect due to Sex 0.4672 

U2(1) = -U2(2) Main effect due to Employment Status 0.1084 

U3(1) = -U3(2) Main effect due to Ethnicity 0.3273 

UI2( 1 1) = -UI2(12) = -UI2(21) = UI2(22) Interaction between Sex and -0.1206 

Employment Status 

U13(1 1) = -UI3(12) = -UI3(2 1) = U13(22) Interaction between Sex and Ethnicity -0.2483 
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---- ------

U23( 1 1 ) = -U23(12) = -U23(21) = U23(22) Interaction between Employment 

Status and Ethnicity 

UI23( 1 l 1) Three way interaction 

0.0193 

0.1368 

The details of the calculation of these coefficients can be found in Appendix A 

The iterative proportional fitting algorithm is particularly easy to apply in this 

case as it converges in one step. Again the detailed calculations are shown in 

Apendix A. If we then fit the same model to the new values the coefficients 

can once again be found. Both sets of coefficients are presented in the table on 

the next page. It is easy to see which effects have remained the same and 

which have changed. 

Original After 

Table IPF 

Overall Mean U 1 .3894 1 .5229 

u1(.) Sex 0.4672 0.4748 

Main Effects u2(.) Employment status 0.1084 0.1559 

u3( ) Ethnicity 0.3273 0.3273 

UI2(.) Sex*Employment Status -0. 1206 0.0770 

2 Way Interactions u13(.) Sex*Ethnicity -0.2483 -0.2483 

U23(.) Employment Status*Ethnicity . 0.0193 0.0193 

3 Way Interaction UI23(.) Sex*Employment 0.1368 0.1368 

Status*Ethnicity 

The results are as expected. The parameters for the overall mean, Sex and 

Employment status main effects and the Sex by Employment status 

71 



interaction have all changed whilst the other main effect and interactions 

have stayed the same. 

3.9 Another approach for binary data. 

The variable of interest in this case is the employment status and this is a 

binary variable. Even with unemployment data this is not necessarily so, part 

time work may be classified as a third category and housepersons (wives or 

husbands) not seeking work could be another. The other variables may be 

binary, as in this case, but could also be multinomial variables for example 

there may be more categories of ethnicity and additional variables, eg age 

groups, could also be included. 

Where one variable has only two levels the model can also be written as a 

binomial model with a logit link. The probabilities are now the proportions 

that are employed and unemployed in each combination of categories in the 

table. Previously all of the probabilities added to 1 now each column adds to 

1 .  

Th e  logit is defined as 

logit(p' ijk ) = Log I) ( P k  J 1 - Pijk 

Hence 

logit(p 'ijk ) = Ln( �ijk J = Ln( Pljk J = Ln (Pljk ) -Ln (P2jk ) 
1 Pijk P2jk 

=> Logit(E [p 'ijk J) = U + U1(I) + u2(j) + U3(k) + UI2(lj) + UI3(lk) + U23(jk) + UI23(Ijk) -
( U + U1(2) + u2(j) + U3(k) + U12(2j) + UJ3(2k) + U23(jk) + U123(2jk) ) 

Logit(E [p 'ijk ]) == U + u1{I) + u2(j) + U3(k) + UI2(lj) + UI3(lk) + U23(jk) + UI23(Ijk) 

-U + U1(1) - u2{j) - U3(k) + U12(lj) + U13(lk) - U23{jk) + U123(ljk) 
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= 2u1(1) + 2UI2(1}) + 2UI3(lk) + 2UI23( I}k) 

These effects are calculated for the table that we have been considering. The 

detail can be found in Appendix A. The results are given in the table below. 

The overall mean 0.9344 

First main effect 0.2412 

Second main -0.4966 

effect 

Interaction 0.2736 

2 x 0.4672 

2 x 0.1206 

2 x -0.2483 

2 x 0.1368 

These can be compared with the appropriate values in the first log-linear 

model above. 

This approach is limiting as the variable of interest must have only two 

outcomes, as opposed to the log-linear model in which the variable of interest 

may have more outcomes. 

In some cases the alternative approach of fitting a logistic model may be used. 

It has been shown that the two models are equivalent and that there is a 

simple relationship between parameters in the models. There are no 

advantages in using the logistic model at this stage so we will not consider it 

any further. In Chapter Nine we will revisit the model when we investigate 

relative risk models. 

3. 10 Fitting the models. 

Models such as these can easily be fitted in standard statistical packages such 

as SAS or Splus. We have also used MLwiN which is designed for analysis of 

multi level models but it is able to be applied to this problem with a little 

effort. In this section we will show how these packages can be applied to the 

simple table discussed in section 3.7. We will first show how SAS and Splus 
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can be used and then move on to MLwiN and explain what advantages and 

disadvantages it has. 

The model that is being fitted is equation (1.1) 

Error! Reference source not found. and X is a design matrix. Most statistics 

packages that can fit models such as these have an automatic default for this 

design matrix but they are not necessarily the same default. This is not a 

problem if the final estimates are all that matter but we wish to compare the 

coefficients in some models and these are dependant on the design matrix. 

ML wiN does not have a default design matrix as it is not specifically intended 

for fitting these sorts of models. For these reasons we have developed a 

design matrix which is used in this example for all of the packages. 

There are many ways in which the problem may be parameterised, some 

more convenient than others. Thus far an overall mean has been found and 

then each effect has either been above or below this. This is the same as using 

+1 and -1 for each effect and the design matrix looks like the one below:-

1 1 1 1 1 1 1 

1 1 - 1  1 - 1  - 1  - 1  

1 - 1  1 - 1  1 - 1  - 1  

1 1 - 1  - 1  - 1  - 1  1 1 

1 - 1  1 1 - 1  - 1  1 - 1  

1 - 1  1 - 1  - 1  1 - 1  1 

1 - 1  - 1  1 1 - 1  - 1  1 

1 - 1  - 1  - 1  1 1 - 1  

In SAS we can fit the model to the original table with the program below. The 

variables in the model correspond to the columns in the design matrix above. 

proc genmod dat a = s e c 3 9 ;  

model count s =u u l  u2 u3 u 1 2  u 1 3  u 2 3  u 1 2 3  / d i s t =poi noint ; 

run ; 
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The estimates for the coefficients coincide with those calculated in section 3.7 

as they should. The coefficients which will not change are then used to 

calculate what is often termed an offset. An offset is a term in the model for 

which the coefficient is known to be one and in this case represents the census 

value of X2J32 ' The offset in this case is the contribution of those terms to the 

modeL It is calculated by multiplying the part of the design matrix associated 

with the terms that stay the same with their coefficients. In this case: 

1 1 1 1 0 .2350 

- 1  - 1  - 1  - 1  -0.235 0  

1 - 1  - 1  0.3273 -0.07 7 1  

-1  -1  1 -0.2483 0 .077 1 = 
1 - 1  1 - 1  0.0 1 93 0.45 8 1  

- 1  1 - 1  1 0. 1 368 -0.45 8 1  

1 -1  - 1  1 0 .693 1 

- 1  1 1 - 1  

The other part of the partition of the design matrix is then used with these 

offsets to find the new coefficients. The data for this step are the margin from 

the survey data. It is necessary to use the margins to build a table which only 

exhibits the effects to be estimated. In this case it is easy as each value can be 

halved and then repeated twice so the two halves of the table are the same. 

The SAS program is then: 
proc genmod dat a = s ec 3 9 ;  

model newcoun t s =u u l  u2 u 1 2  / d i s t =poi noint o f f s e t =  o f f s ; 

run ; 
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where newcount s  is a vector 

7 

7 

8 

8 

2.5 

2.5 

4.5 

4.5 

and o f f  s is the vector above. 

The output from this program includes the following section. 

Analysis Of Pa ramet e r  E s t imates 

Standard Wal d  95% C o n f id e n c e  C h i  

P a ra me t e r  O F  Estimate Error Limit s Square 

I n t e rc e pt 0 0 . 0000 0 . 0000 0 . 0000 0 . 0000 
U 1 . 5227 0 . 1 668 1 . 1 958 1 . 8496 83 . 36 
U1  0 . 4748 0 . 1 668 0 . 1 479 0 . 80 1 7  8 . 1 1  
U2 - 0 . 1 560 0 . 1 668 - 0 . 4829 0 . 1 709 0 . 88 
U1 2 1 0 . 0770 0 . 1 668 - 0 . 2498 0 . 4039 0 . 2 1 
Scale 0 1 . 0000 0 . 0000 1 . 0000 1 . 0000 

NOTE : The scale paramet e r was held fix e d .  

P r  > ChiSq 

< . 0001 
0 . 0044 
0 . 3496 
0 . 6441 

The coefficients agree with those that are calculated in Appendix A. This set 

of coefficients can then be used to predict the new cell values. 

The data can be modeled in Splus using the glm function and a Poisson 

distribution. Splus includes the constant term by default so the design matrix 

does not need the constant term The census data is easily modeled: 

census <- glrn ( y  - X, family = poisson) 

The matrix X is the design matrix above without the first column. 

This gives the coefficients for those terms which will remain the same. They 

are then used to produce the offset as before. Using the sample data, a design 

matrix for the effects which will change and the offset the new coefficients are 

estimated. 

sample <- glrn ( sampledata - Xa + offset(offsets), family = poisson) 

The new coefficients are estimated and predicted cell counts can be calculated 

from the full model. 
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ML wiN can also be used. This program is intended for data which exhibits 

multiple levels, for example students in classes in schools. The table of data 

that we have here does not have this structure but it can all be placed as a 

single group within a higher level and the program will then perform 

appropriately. MLwiN has a very easy to use interface to define the model 

and the output below shows the fit for the table used earlier illustrating the 

interface. Not surprisingly the effects are the same as before. 

prob; - Poisson('1I) } 
probu = '11 + e ogpcons; 
log('1;) = -2.248(1 239)cons1j + 0. 1 08(! 239)i, + 0.467(l .239)jr + 0.327(1 Z39)�. + -0. 1 21 (1 239)i·i, + 0.019(1 239)i·l) + 

-0.24B(1 239)j·�. + 0. 1 37(1.23 9)i.j.ki/ 

[eotJ - (0. 0.) . 0, = [ 1 . 000(0 000)J 

Extracting the effects that we know will stay the same gives 

Uk 0.327 

Uik 0.019 

ujk = -0.248 

Uijk = 0.137 

Note: These estimates are available to greater accuracy. 

To estimate the other effects we need to use the new margin and the known 

effects. 

In MLwiN the offset does not have to be calculated as it can estimate the new 

coefficients with constraints which can be that some coefficients are 

predetermined. 
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Figure 3 .8 MLwiN screen for constraining parameters in a model. 

If we now fit the model to the same new data vector as before the results are 

as expected below. 
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newcountslj � PoiSSOn(JI'i} .} 
newcountsff - �i + e JI)pcons 
log(�).) = 1.523(0.167)u + 0.475(0. 167)ullj + -0. 156(0. 167)u21j + 0.327(0.000)u3;j + 

O.077(0.167)u12/j + -0.248(0.000)u1311 + 0.019(0.000)u2311 + 0. 137(O.000)u123/j 

• 0,3 pcons = pcons 71',)' 

[onl. j Sub. j tt- I .. j - I Adcl le,. ; Ettionalea j NonlineM ? Helpj Clear i NoIelion i Int ... ,ction ;' 

Figure 3 .9 MLwiN output screen. 

Each of these packages has a number of algorithms available for fitting these 

models . In the examples above the iterative generalized least squares 

algorithm has been used. See del Pino (1989) for further details. 

We have now shown that the SPREE method can be fitted using a generalized 

linear model approach and that standard commercial software packages can 

be used for the fitting. The GLM is fitted to the census data and the 

parameters that are reestimated by the survey data are found using the 

survey data and the coefficients from the census model for those parameters 

that remain the same. 

3. 1 1  Concluding remarks 

In this chap.ter we have looked at the SPREE method for small area estimation 

using IPF. We have shown that it is equivalent to fitting a generalized linear 

model to the census data and then refitting the model to the margins of the 
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sample survey data whilst holding some of the parameters fixed from the 

census model. This approach makes the assumptions that are made in the IPF 

approach, much more transparent and it allows a wider range of models to be 

fitted to the data including relaxing the requirement that all variables must be 

categorical. In Chapter Five we look at an example in which age is modeled 

with a quadratic form and the approach includes the possibility of including 

continuous variables in the model. In Chapter Eight a conditional 

autoregressive error structure is included which adds a continuous random 

variable to the model. These are extensions that SPREE is unable to include. 

In looking at some of these other models later in this thesis we will see that 

this extension also allows us to include some variation in the data for both the 

census and the sample survey data. This is possible with SPREE but in the 

example that we consider later there are 8 replicates of the census data and 

512 replicates of the survey. This would mean doing the IPF 520 times to 

reflect all of the variability in the data. Haslett, Green and Zingel (1998) have 

shown that the 520 replicates will result in adequate estimates as opposed to 

the 512 timeds 8 or 4096 replicates which would appear to be required. 

Whilst the extended approach makes many new modelling scenarios possible 

using the concept that underlies SPREE there do remain practical difficulties 

which may affect a particular situation. The nature of the data collected will 

constrain the range of models possible. Although it has been stated that 

increases in computing power make many of the small area estimation 

methods possible it still needs to be remembered that there are limitations of 

memory and processor speed which may prevent some estimation methods 

on some models being used with some data sets. As an example the simple 

construction and checking of design matrices can become a significant activity 

and it is clearly crucial that the design matrix is correct. Even in the smallest 
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practical example used later in the thesis the design matrix is 54 by 54, for the 

largest it is 384 by 384. In a matrix of these dimensions ensuring that every 

element is correct is not simple. Some approaches to these problems will be 

mentioned later in the thesis when real data sets are used. 

In the next chapter we will discuss the data which will be used for the 

examples in this thesis. It will become clear that the data is suitable for SPREE 

type estimation. In Chapter Two we considered a range of small area 

estimation methods and it should be made clear that there may be other 

approaches which could be used for the data that will be described. 

It is our intention to show that SPREE can be applied in a wider range of 

situations than has previously been suggested and to show that the new 

approach has some advantages. Whether this is the "best", however that may 

be measured, estimation method for any particular application or even for the 

application which we present is not the main thrust of this work. 
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CHAPTER 4 

An example of the General ized Linear Model approach 

4. 1 Introduction. 

In the previous chapter we showed an alternative approach to SPREE 

estimation using a generalized linear model approach. We wrote the model 

for the census data and expressed the survey data using a model of the same 

form. We estimated the coefficients in the model for the census data and up 

dated some of those using the information from the survey data. Some of the 

coefficients estimated using the census data were used in the final model 

along with the ones estimated using the survey data. The new cell values 

were then predicted from this model. 

In this chapter we will apply this new approach to an example for 

unemployment counts in the nine regions of the North Island of New Zealand 

classified in three age groups and two sexes. We shall see that the new 

approach will give identical results to the SPREE approach using the iterative 

proportional fitting algorithm for this example. As only categorical variables 

are used either approach is applicable. 

This new algorithm will be shown, in later chapters, to have much wider 

applicability than the SPREE method using IPF. In the simple example in 

Chapter Three the coefficients in the model could be evaluated easily but in 

any practical applications we require a computer package to estimate the 

coefficients. In the previous chapter we showed how some packages could be 

used for the simple example. We will continue to use these packages for the 
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examples in this thesis and also introduce another, WinBUGS, as it has 

features which will be shown to be useful. 

The table below, Table 1.1 from Chapter One, shows the various models 

which we will introduce in the rest of this thesis, the method that will be used 

and the software packages involved. It also shows by omission that there are 

a large number of other combinations of the models which we have not used. 

3 4 5 
Ch�pter 

: 7 8 9 
� - - - - - - - - - - - - � - - - - - - - - - - - - - - - � - - - - - - - - - - - - - - - -.- - - - - - - - - - - - - - � - - - - - - - - - - - - - � - - - - - - - - - - - - - -

Variability in i : i i X i X i X 
I I "  I 

Census : : : : :  _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  � _ _ _ _ _ _ _ _ _ _ _ _  � _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  ! _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  ' _ _ _ _ _ _ _ _ _ _ _ _ _ _  l _ _ _ _ _ _ _ _ _ _ _ _ _  � _ _ _ _ _ _ _ _ _ _ _ _ _  _ 

Categorical ! ! ! ! ! ! 
_ -'{ �-�������- _�X L _ _ _ _  � _ _ _ _ _  J _ _ _ _ _ _ _  � _ _ _ _ _ _  j _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  i _ _ _ _ _ _  � _ _ _ _ _ _  � _ _ _ _ _ _  � _ _ _ _ _  J _ _ _ _ _  -�- - - - - -

Linear or : : : : : : , I I I 

Quadratic i X i X i i 
I I I I 

- -�-�!��- - - - - - - - - - - - - - - - - - - - - - - - - �- - - - .  - - - - - - - - - - - - - - - - - - - - - - - -1- - - - - - - - - - - - - -� - - - - - - - - - - - - - 1. - - - - - - - - - - - - -

Conditional I : : : 
. , 

Autoregressive i '  i X i 
Error Structure i , , i , i 

- - - - - - - - - - - - - - - - - - - - - - - -� - - - - - - - - - - - - �- - - - - - - - - - - - - - - , - - - - - - - - - - - - - - - -,- - - - - - - - - - - - - -r - - - - - - - - - - - - -�- - - - - - - - - - - - - -

Relative Risks : : : : : : X 
- - - - - - - - - - - - - - - - - - - - - - - -� - - - - - - - - - - - - �- - - - - - - - - - - - - - - � - - - - - - - - - - - - - - - -I- - - - - - - - - - - - - - � - - - - - - - - - - - - - � - - - - - - - - - - - - - -

: SPREE : SPREE : : : : 
I I I I I 

Method Used i by IPF i by IPF or i GLM i GLM i GLM i GLM 
i or GLM i GLM i i i , - - - - - - - - - - - - - - - - - - - - - - - -r - - - - - - - - - - - - �- - - - - - - - - - - - - - - , - - - - - - - - - - - - - - - -,- - - - - - - - - - - - - - r - - - - - - - - - - - - -�- - - - - - - - - - - - - -

Software 

Table 4. 1 

i SAS, i SAS, MLwiN i i i 
i Splus, i Splus, BUGS i BUGS i BUGS i BUGS 
i MLwiN i MLwiN ' i ' 

Models fitted, computer software used and chapter references 

In Chapter Three we introduced the SPREE model using iterative 

proportional fitting and showed an alternative formulation using GLMs. In 

this chapter we will show that the two approaches will produce the same 

results for the example data. The range of models will be extended to linear 

83 



and quadratic models for one of the categorical variables, age in this case, in 

Chapter Five and then the other models in the table will be introduced in the 

subsequent chapters. Some of the possible combinations are not given as 

examples as this would become very repetitive and add little to the overall 

development. The models used are intended to show some possibilities which 

the new algorithm allows. Many other possibilities are left unrnentioned but 

the breadth of application should become clear. The table includes all of the 

models which we will consider. We will look later at the conditional 

autoregressive (CAR) and relative risk (RR) models. These will not be 

combined with all of the other possibilities. The table shows the chapters in 

which the models that have been considered are described. 

In most cases there are a number of computer packages that could be used to 

estimate the coefficients in the different models. This thesis is not intended to 

compare the different packages and in each case we will only perform the 

analysis with one package in detail but will try to indicate which alternate 

packages could be used for some of the models. The packages that have been 

used include SAS, S-Plus, MLwiN and WinBUGS. The latter two are not main 

stream statistical packages like the other two, they have been used as they 

have an emphasis which has made them useful in the later parts of this work. 

Their special features will be explored at the appropriate time. The list of 

computer packages is in no way exhaustive and is only intended to show that 

a number of commonly available, 11 off the shelf", packages can be used for the 

analysis using this algorithm. We will see that some of the design matrices 

become quite large and so the speed of computing does become an issue. The 

majority of the computing was completed on a Pentium I machine with a cpu 

speed of 166MHz and 64 Mb of RAM. More recently a 2GHz Pentium 4 

machine with 1Gb RAM has been available and this has improved the speed 
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of the computing considerably. The relative risk models were analysed using 

the latter hardware. 

The analyses in the thesis were constrained by the available data. Some of the 

models will be of little practical value for this example data, however it is 

important to remember that there may be other situations in which those 

models could be appropriate. This thesis intends to indicate the possible 

extensions to the method which become possible by using the generalized 

linear model approach and which may be applied to different data structures. 

4. 2 The data 

In New Zealand, Statistics New Zealand carries out a Household Labour 

Force Survey (HLFS) quarterly. This survey has a sample of 15,000 

households and approximately 30,000 individuals in the civilian, non 

institutionalised, usually resident population aged 15 years and over. The 

groups that are excluded are: 

those living in non-private dwellings 

long term residents of old peoples homes, hospitals and psychiatric 

institutions 

inmates of penal institutions 

members of the permanent armed forces 

members of the non-New Zealand armed forces 

overseas diplomats 

overseas visitors who expect to be resident in New Zealand for less 

than 12 months 

those aged less than 15 years of age 
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people livmg on offshore islands except Waiheke island. 

Young males tend to be under-represented, their high mobility makmg them 

difficult to mclude m the sample. 

There is a questionnaire for each household and an mdividual questionnaire 

for each eligible person m the household. 

To be employed the person only needs to work for one hour m the week, or to 

work, even unpaid, m a family busmess. To be unemployed the person must 

be available to start a job and to be actively seekmg work, not just looking m 

the paper. Statistics New Zealand uses the International Labour Organisation 

(ILO) definition of unemployment 

It must be made clear that whilst the data collected m this survey m the 

March quarter of 1996 is the basis of the data used m this thesis some 

manipulation of the data has occurred so that it is able to illustrate the types 

of analysis that we have used. In fact some categories have been combmed 

whilst others have been disaggregated to produce tables with the structure 

that we want. It should be noted that the data m this form are not of a 

sufficient standard that Statistics New Zealand would publish the data. Were 

the techniques to be used by an organisation such as Statistics New Zealand 

they could generate the necessary data structure and figures directly from the 

survey but it would not be identical to the example that we have used as they 

would be able to correctly identify the categories whilst we have only been 

able to make mtelligent guesses. However these considerations m no way 

affect the reliability or validity of the statistical methods developed here to 

analyse the data. 

The Department of Work and Income m New Zealand (WINZ) collects 

monthly data on registered unemployed people through its national network 
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of offices. The aims of the Department are to distribute unemployment 

benefits to those that are entitled to them and to help all unemployed people, 

who seek it, to find work. The registered unemployed are eligible for a benefit 

which is paid by central government. The benefit is limited to certain 

categories of people and is distributed with some restrictions to encourage the 

beneficiary to find work. The Department of Work and Income have a more 

restricted administrative definition of unemployment than the ILO definition. 

While the definition of unemployed as used by the two organizations is 

different, the two unemployment variables are highly correlated and are said 

to allow the association structure generated by The Department of Work and 

Income data to be used for a SPREE approach to estimating unemployment 

rates under the Statistics New Zealand definition. Green, Haslett and Zingel 

(1998). Whether this is in fact a correct statement will be considered further in 

Chapter Six. Statistics New Zealand currently publish a national 

unemployment rate and estimates at the Regional level (16 nationally). They 

would like to publish estimates at the Territorial Authority (74) level. The 

sample sizes in the HLFS are too small in many Territorial Authorities for 

Statistics New Zealand to publish these direct estimates. Even some Regional 

Authorities have larger errors than Statistics New Zealand would like. The 

"census" data provided by WINZ is used to find the majority of the 

parameters and the survey data, only supplying a margin for the three age 

groups and one for the two sexes, and implicitly a new total, is used to 

reestimate the three main effects and the constant term. 

This has been a very brief introduction to the data that will be used for the 

practical examples in this thesis. The exact nature of the sampling, 

adjustments for non response and other details are not given. We will assume 

that the SNZ and WINZ data are appropriate for the analysis. Clearly this is 
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important in any real analysis but we only want to show that the new 

approach is practicable. 

For administrative purposes New Zealand is divided into 16 Regional 

Authorities. There are also 74 smaller Territorial Authorities which 

predominantly are subdivisions of the Regions with some minor exceptions. 

A map showing the Regional Authority boundaries is given below. 

Auckland ---\.'Ii", 

Manawaru 
Wanganui -----_�� 

Figure 4. 1 Map of the Regional Authorities of New Zealand 

4.3 Application of the new algorithm 

For the example below the data are restricted to the North Island which 

includes nine of the sixteen national Regional Authorities. The 
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unemployment counts are divided into three age groups 15 to 24, 25 to 49 and 

50 or over and two sexes, male and female. 

The data from the Department of Work and Income is used to form the census 

association structure for a saturated log linear model and the fit for that 

model is shown below. The data are for March 1996. Some values are non 

integer because the boundaries used by the two organizations are not 

identical. Where boundaries do not coincide the WINZ data have been 

apportioned to the SNZ regions and hence some fractions have been 

introduced. 
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Region Age Groups 

15 to 24 25 to 49 Over 50 

Northland Male 1 794.4 4386.6 632.2 

Female 1060.3 2555.0 465.0 

Auckland Male 7233.1 16542.7 2324.7 

Female 5040.4 8104.5 1796.9 

Waikato Male 2924.9 4955.0 792.0 

Female 2047.8 2849.2 654.0 

Bay of Plenty Male 2552.5 5169.5 755.0 

Female 1862.4 1681.2 601 .0 

Gisbome Male 680.0 1511 .0 203.0 

Female 438.0 1011 .0 120.0 

Hawkes Bay Male 1819.9 3470.9 550.0 

Female 1137.0 1109.1 377.0 

Taranaki Male 1295.9 1982.1 332.2 

Female 896.0 1530.7 277.1 

Manawatu- Male 2552.7 4287.6 752.0 

Wanganui Female 1693.3 2220.2 538.5 

Wellington Male 4073.4 6911 .3 1 145.7 

Female 2555.7 2395.0 753.3 

Table 4.2 Census data from Work and Income New Zealand for 

unemployment counts by sex and three age groups in each region. 

There are a number of ways to parameterise the model and the choice of these 

is arbitrary. As has already been discussed some software packages will 

generate the design matrix given the categorical variables and a statement as 

to which terms and interactions to include, for example SAS and S-Plus. Other 
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packages require a design matrix to be explicitly given either as a series of 

column vectors, MLwiN, or as a complete matrix, WinBUGS. If a design 

matrix is generated then SAS and S-Plus are able to accommodate that matrix. 

MLwiN can easily accept data from Excel so it can be used to generate the 

column vectors. Alternatively MA TLAB is easy to use to generate the design 

matrix and can be used to save the matrix in a comma delimited form which 

can then be copied directly into WinBUGS, SAS or S-Plus or copied into Excel 

for use in ML wiN. 

The parameterization which is used consistently in this thesis has already 

been discussed. It takes a constant term and then looks at deviations from that 

constant. Thus if the variable has two levels the effect will either be added or 

subtracted, the design matrix then consists of a column of l's or -l's. If there 

are more than two possibilities there will be one fewer columns than the 

number of possibilities and these will be l's, a's or -1 and all columns will 

sum to o. 

Appendix B includes the design matrix for the example given here with 

instructions needed to form it and some comments on checking that it is 

correct. It is very easy to check the matrix used in Chapter Three as it is only 8 

by 8. The one for the example in this chapter is 54 by 54 and can be printed on 

a single page with each row on one line so again it is not too hard to check 

visually. We can easily see patterns which repeat themselves throughout the 

matrix. The entire matrix only contains l's a's or -l's and in Excel it is easy to 

colour these numbers differently, a macro can be written to do this in a large 

matrix, and then the patterns are obvious. Later we will consider the problem 

with 16 regions, 2 sexes, 3 age groups and 2 ethnicities which requires a 192 

by 192 design matrix. Checking that this one is correct becomes more difficult 

91 



and the extension to larger matrices is easy but they become much more 

difficult to check. 

The details of the model parameterization are: 

A constant term; 

Sex is +1 for males and -1 for females; 

Two terms Age1 and Age2 for the three age groups ' 

for ages 15 to 24 Age1 is + land Age2 is 0, 

for ages 25 to 49 Age1 is 0 and Age2 is +1, 

for ages 50 and over both Age1 and Age2 are -l. 

Similarly for the nine regions there are eight terms which define 

the nine regions in terms of l's, O's and -l's. 

As a consequence figures quoted are differences from the mean. 

We will now work through the example detailing each step in the algorithm. 

Step A Estimate the log linear model for the census data. The table of 

coefficients is given on the next page. The main effects are in the 

upper part of the table with the interaction lower down. The 

table is split into two parts. The first two lines are the 

coefficients which will be estimated again when the sample 

survey data is introduced. The rest of the table gives the values 

of the coefficients which will be carried forward into the model 

for the small areas from the census data. 
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131 Effects Constant 

Estimated from Census Data 7.300 

Sex 

0.240 

Agel 

0.223 

Age2 

0.723 

132 Effects and interactions that are estimated from the census data and used in the final model. Main effects for Regions. 

Northland Auckland Waikato 

-0.086 1.262 0.238 

Two wa y interactions Sex by Agel 

Two way interactions, Regions with Sex 

-0.012 -0.018 -0.057 

Two way interactions, Regions with Agel 

-0.207 -0.079 0.042 

Two way interactions, Regions with Age2 

0.179 0.072 -0.029 

Bay of Plenty 

0.097 

-0.034 

0.037 

0.068 

-0.130 

Three way interactions, Regions with Sex and Agel 

0.068 -0.007 0.029 -0.086 

Three way interactions, Regions with Sex and Age2 

-0.077 0.017 -0.025 0.166 

Gisborne 

-1.142 

Sex by Age2 

-0.013 

-0.078 

0.239 

0.026 

-0.145 

Hawkes Bay Taranaki Manawatu-Wanganui 

-0.308 -0.580 0.077 

0.118 

0.091 -0.106 -0.007 

0.057 0.040 0.040 

-0.133 0.020 -0.065 

-0.062 0.083 0.006 

0.121 -0.123 -0.023 

Table 4.3 Table of coefficients for the full model with categorical variables for region and sex, and for the two age categories. 
Coefficients in bold type will be carried forward. 
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Step B 

Step C 

Select those coefficients which remain the same, and those 

which will be changed. 

The coefficients that are held the same are indicated in the table 

above in bold type. These terms have been selected because the 

new margins only give information about the two age effects 

and the sex effect, as well as a different population size. Hence 

these effects and the constant term will change in the refitted 

model. There are four independent new pieces of information 

and so four coefficients will change in the model. (The survey 

data might also have been used to refit the Sex by Agel and Sex 

by Age2 effects if sufficiently accurate survey estimates were 

available for these subpopulations. )  

Constrain the coefficients that stay constant to be the same as 

they were under the census based log linear model. In MLwiN 

this is done by filling out the window as shown below. 

94 



Step D 

Figure 4.2 Part of the MLwiN window for constraining parameters. 

It can be seen that in each colurrm there is a 1 in the row for that 

particular term and the value of the coefficient in the row at the 

bottom labelled "to equal" . So, for example, in the column 

number 22 in the window above we see a 1 in the bop*age1 row 

and the number 0.068 in the row at the bottom. This relates to 

the coefficient in the table 4.1 in the Bay of Plenty column in the 

two way interactions Region with Age1 row which is seen to be 

0.068. 

Refit the model using the new sample based margins. To do this 

we need to build a new table from marginal data using only the 

effects that will change, i.e in this case construct the independent 

3 x 2 table for the new age and sex margins. This table then 

includes the information about the effects that we wish to 
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change but contains no information about the other effects 

which will come from the coefficients in the table from the 

census data. 

19078 

25156 

44235 

22503 

29671 

52175 

15 to 24 25 to 49 

5534 

7296 

12831 

Over 50 

47116 

62125 

109241 

Female 

Male 

Then divide these by 9 to give the nine regions. 

2119.856 2500.361 614.895 

2795.144 3296.861 810.772 

Refit the model to this table with each entry repeated 9 times for 

each region, constrain the chosen coefficients and the new 

coefficients will be estimated. The table with the estimated 

coefficients for the final model is shown on the next page. 
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/31 Effects Constant Sex Age1 Age2 

Estimated from Census Data 7.300 0.240 0.223 0.723 

Estimated from Survey Data 7.226 0.105 0.374 0.505 

/32 Effects and interactions that are estimated from the census data and used in the final model . Main effects for Regions. 

Northland Auckland Waikato Bay of Plenty Gisbome Hawkes Bay Taranaki Manawatu-Wanganui 

-0.086 1 .262 0.238 0.097 -1 .142 -0.308 -0.580 0.077 

Two way interactions Sex by Age1 -0.034 Sex by Age2 0.118 

Two way interactions, Regions wi th Sex 

-0.012 -0.018 -0.057 0.037 -0.013 0.091 -0.106 -0.007 

Two way interactions, Regions with Age1 

-0.207 -0.079 0.042 0.068 -0.078 0.057 0.040 0.040 

Two way interactions, Regions with Age2 

0.179 0.072 -0.029 -0.130 0.239 -0.133 0.020 -0.065 

Three way interactions, Regions with Sex and Age1 

0.068 -0.007 0.029 -0.086 0.026 -0.062 0.083 0.006 

Three way interactions, Regions with Sex and Age2 

-0.077 0.017 -0.025 0.166 -0.145 0.121 -0.123 -0.023 

Table 4.4 Fully saturated model fitted to the sample data with constrained coefficients. The reestimated coefficients are shown in bold. 
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Step E Finally, predict the new values for the table from the new model 

which is the combination of the coefficients from the two data 

sources. 

Region Age Groups 

15 to 24 25 to 49 Over 50 

Northland Male 1693.7 2861.9 547.8 

Female 1312.3 2185.7 528.4 

Auckland Male 6827.2 10792.7 2014.4 

Female 6238.3 6933.1 2041.7 

Waikato Male 2760.8 3232.7 686.3 

Female 2534.5 2437.4 743.1 

Bay of Male 2409.2 3372.6 654.2 

Plenty Female 2305.0 1438.2 682.9 

Gisbome Male 641 .8 985.8 175.9 

Female 542.1 864.8 136.4 

Hawkes Bay Male 1717.8 2264.4 476.6 

Female 1407.2 948.8 428.3 

Taranaki Male 1223.2 1293.1 287.9 

Female 1108.9 1309.4 314.9 

Manawatu- Male 2409.4 2797.3 651 .6 

Wanganui Female 2095.7 1899.3 611 .9 

Wellington Male 3844.8 4509.0 992.8 

Female 3163.1 2048.8 855.9 

Table 4.5 Final estimates from the combined model 

An iterative proportional fit for the same original table and the new margins 

yields the same result but without estimating the log linear model coefficients. 
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One advantage of the explicit use of a generalized linear model is that the 

algorithm is not then restricted categorical data. Continuous variables may be 

incorporated and, via a careful respecification of the model detailed for 

example in Goldstein (1995), random effects as well as fixed effects may be 

fitted using the IGLS algorithm. 

4.4 Brief notes on computing 

The comments in section 3.9 are all relevant to these models and to the rest of 

this thesis. We have explained briefly the parameterization used for the 

example here and it follows the same principles as the parameterization used 

in section 3.9. MLwiN has been used for the example here but SAS or S plus 

could equally easily been used or a number of other packages. The model 

fitting follows the method used in section 3.9 and only differs in the size of the 

data set and the complexity of the design matrix. 

Some difficulty in using MLwiN for larger tables has been experienced. The 

program reserves some columns in its worksheet for internal use and the 

design matrix may use those same columns. Under those circumstances data 

in the design matrix has been lost and the program was unable to fit the 

model. A workaround to not use the columns used internally was partially 

successful but correctly identifying the columns used and avoiding them was 

somewhat tedious. The columns used internally begin at column 90 and about 

the next 10 columns are used. As the design matrix used for the above 

example is only 54 columns wide there is plenty of space for data columns as 

well and the problem is avoided. MLwiN intends to avoid these problems in 

future versions. 
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4.5 Conclusions 

In this chapter we have seen how the algorithm proposed in Chapter Three 

can be applied in a number of standard computer packages to a real data set. 

As has been noted the same results could have been obtained using the 

traditional IPF algorithm in this case. The direct estimates, at the Regional 

Authority level, are not available for comparison with the se estimates. The 

survey data were only able to provide the margins used in the example. 

The extension beyond this to larger tables is simple in theory as more 

categories can be added to each variable or more variables can be added to the 

problem. It becomes harder to display the tables and to visualise the array of 

data but the log-linear model is easily extended with more terms and higher 

order interactions. The computing power required increases with the size of 

the table. Most of the examples used in this thesis have been modified so that 

the computing did not become a serious issue. They are representative of real 

problems but may not be as complex as they could be. The full analysis of the 

data available would involve 74 Territorial Authorities, two sexes, three age 

groups and four ethnicities. This then requires a 74 by 2 by 3 by 4 contingency 

table with a 1776 by 1776 design matrix. The computing power available as 

this work was begun was not adequate for this problem, the latest Pentium 4 

type processors will cope although they are still slow. 

The table 4.1 at the beginning of this chapter foreshadowed the development 

in the rest of the thesis and we will look at the areas in which the new 

algorithm can be applied but where IPF could not. We shall consider a much 

wider range of models and give a number of examples. In the next chapter we 

will consider modelling the age structure in the table either with a linear or a 

quadratic function. We will show that there is some evidence of curvature in 

the plots of age and so a quadratic function would appear to be more 
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appropriate although the model with a linear age variable is more 

parsimonious. 
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C HAPTER 5 

Quadratic and l inear fu nctions for the age variable 

5. 1 Introduction 

In the first three chapters we developed a new algorithm for small area 

estimation based on the concepts associated with structure preserving 

estimation, and in Chapter Four we presented an example. We suggested that 

this new algorithm allows different models to be fitted which are not possible 

with SPREE. The rest of the thesis will concentrate on investigating some of 

the options available to us and showing that the new algorithm can be 

applied in these cases. Below is part of the table, from Chapter Four, showing 

the models that we are proposing and the way that they are interlinked. We 

have already considered the SPREE model and the model for categorical 

variables using the generalized linear model in Chapter Three. We have 

shown that they are in fact the same. 

Thesis Categorical variability CAR RR Method Software 
Chapter x Linear or in census Used Package 

quadratic ., ., 

5 ., GLM MLwiN, 

BUGS 
7 x " GLM BUGS 
7 " " GLM BUGS 
8 X ., " GLM BUGS 
8 ., ., ., GLM BUGS 
9 ., ., ., GLM BUGS 

Table 5. 1 Table showing the different models used in this thesis, the chapter in 
which they are discussed, the estimation process and computer package 
used. 
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The table shows this model allowing no variability in the census data. In other 

words the parameters that are carried forward from the census data model to 

the sample survey data model are taken to be fixed. This restriction will be 

relaxed in Chapter Seven. 

The initial extension will be to investigate quadratic and linear terms for the 

age variable rather than using a categorical approach. To demonstrate the 

approach we will begin by using the three age groups that have been used 

previously although it may be more useful to use more age groups in a 

practical model. In section 5.4 we will extend the idea to 1 1  age groups which 

is a more meaningful model. 

Using the three age groups the results should be the same as for the three 

categories as the quadratic function should model the three groups exactly. In 

effect we are simply reparameterizing the same model. If we include all of the 

interaction terms then we again have a saturated model and the results 

should be the same as for SPREE using categorical variables evaluated either 

using IPF or the new approach. We will consider two other models a linear 

one with all of the interactions and a quadratic model that only includes a 

quadratic main effect and no interactions. There are many other possible 

models that could be tried but this is not an exercise in model fitting more an 

illustration of the possibilities. 

5.2 A quadratic function for age. 

As has been mentioned earlier an advantage of recognising that SPREE can be 

included in the generalized linear model framework is that it can then be 

extended to include variables that are not categorical, which is not possible 

with SPREE using the IPF algorithm. Essentially the concept that makes 

SPREE work is that census data is available which is used to estimate the 

coefficients in a log linear model which defines the association structure. 

Sample survey data is used to reestimate the effects and interactions which 
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are able to be found from the survey data. These are combined to build a 

model which is used to predict the small area estimates. 

The same concept can apply to data which is not entirely categorical, if there 

is a way of estimating the coefficients in a proposed underlying model. In 

SPREE the coefficients do not need to be estimated as iterative proportional 

fitting can be used to change the values in the body of the table to be 

consistent with the new margins. Here we are using iterative generalized least 

squares to estimate the model coefficients for the census data and then 

reestimating the coefficients which will change given the survey data. This 

does not require all of the variables, or in fact any of the variables, to be 

categorical, although in many applications they will be. There may also be a 

mixture of categorical and continuous. This has the potential to improve the 

small area estimates. Instead of collapsing a continuous variable into a few 

categories, which requires some assumptions about that variable, the variable 

may be able to be modelled more appropriately, even with quite simple 

functions for example linear or quadratic. 

It is noted here that the data that we have is not able to be analysed with truly 

continuous variables. We do not have elementwise data for the census and 

privacy laws make it difficult to operate on the unit record data from the 

survey. However we can show the effect of modelling the age category by 

either a quadratic or a linear form. Currently there are three categories of age 

and so a quadratic form will fit these exactly. 

Looking at the two graphs in Figure 5.1 below we can see that there appears to 

be some curvature in the data when plotted against the age variable and 

would suspect that a quadratic form would fit somewhat better than a linear 

function. We will fit the linear function later in this chapter. 
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Unemployment counts by Age Groups for Males Unemployment counts by Age Groups for Females 
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Graphs of unemployment counts against the three age groups by 
regions for males and females. 

The analysis that is reported below has been carried out in MLwiN using the 

iterative generalized least squares estimation option. The design matrix is a 

modification of the one in Appendix B, and used in Chapter Four, in which 

the Age 1 variable uses values of 20, 37.5 and 57,5 for the three ages. These are 

mid points in the age categories used. The Age 2 variable is simply Age 1 

squared. The interaction terms are then found using these values. The design 

matrices are predominantly zeros and so the patterns of numbers other than 

zeros can be used to check the matrix as in Appendix B. The Matlab sparse 

matrix for this design matrix is shown below and can be seen to be the same 

as the one for the categorical variables as no account is taken for the numbers 

that are now not 1 or -1 but -17.5 and 20 or 306.25 or 400. 
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Figure 5.2 Matlab sparse matrix representation of the design matrix. 

When fitted to the census data we get the coefficients reported in Table 5.2 on 

the next page. The coefficients are split into those that change between the 

census and survey data and those that are held constant, in other words PI 
and 132 . there are two values for each of PI ' the values estimated from the 

census and those from the survey. These are in the top section of the table and 

the rest are in the lower section. The complete set of coefficients PI from the 

survey data and 132 from the census are then used to predict the cell counts 

which are given in Table 5.3. 

As both models are saturated and there are three age categories in the 

example in Chapter Four and a quadratic term in this case the results should 

be the same. Comparing the two tables we find that this is so except for some 

small differences (in the 4th or 5th significant figure) which will be due to 

rounding errors in entering the coefficients which remain constant between 

the census data model and the sample survey data model. 
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131 Effects Constant Sex Age Age Squared 

Estimated from Census Data 8.0225 0.3583 -0.0237 -0.0030 

Estimated from Survey Data 7.73090 0.22287 -0.02831 -0.00205 

132 Effects and interactions that are estimated from the census data and used in the final model . Main effects for Regions. 

Northland Auckland Waikato Bay of Plenty Gisborne Hawkes Bay Taranaki Manawatu-Wanganui 

0.09358 1 .33439 0.20891 -0.03374 -0.90292 -0.44082 -0.55976 0.01189 

Two wa y interactions Sex by Age -0.00007 Sex by Age -0.00050 

Squared 

Two way interactions, Regions with Sex 

-0.08803 -0.00153 -0.08162 0.20331 -0.15742 0.21216 -0.22924 -0.02917 

Two way interactions, Regions with Age 

0.00823 0.00306 -0.00181 -0.00156 0.00031 -0.00094 -0.00247 -0.0011 1  

Two wa y interactions, Regions wi th Age Squared 

-0.00079 -0.00032 0.00013 0.00056 -0.00102 0.00057 -0.00008 0.00028 

Three way interactions, Regions with Sex and Age 

-0.00243 0.00012 -0.001 15 0.00194 0.00094 0.00139 -0.00252 0.00005 

Three way interactions, Regions with Sex and Age Squared 

0.00033 -0.00007 0.00011  -0.00071 0.00061 -0.00052 0.00053 0.00009 

Table 5.2 Table of coefficients for the full model with categorical variables for region and sex, and linear and quadratic terms for age 

107 



Region Age Groups 

15 to 24 25 to 49 Over 50 

Northland Male 1693.4 2862.1 547.8 

Female 1311 .9 2185.6 528.4 

Auckland Male 6827.4 10792.7 2015.1 

Female 6237.9 6932.3 2042.2 

Waikato Male 2761 .1 3232.6 686.5 

Female 2534.8 2437.1 743.2 

Bay of Plenty Male 2408.9 3372.3 654.4 

Female 2304.6 1438.0 683.0 

Gisbome Male 641 .9 985.8 1 76.0 

Female 542.1 864.8 136.4 

Hawkes Bay Male 1718.0 2264.5 476.7 

Female 1407.3 948.7 428.5 

Taranaki Male 1223.3 1293.1 287.8 

Female 1109.0 1309.6 314.8 

Manawa tu-W anganui Male 2409.8 2797.5 651 .8 

Female 2095.4 1899.0 612.5 

Wellington Male 3844.8 4508.8 992.3 

Female 3163.6 2048.7 855.8 

Table 5.3 Predicted counts for the saturated model with a quadratic 
term for age. 

We can see that the full quadratic model makes the same predictions as the 

saturated model with the categorical variables and as the original SPREE 

algorithm as they are all saturated models with no error term. We can use 

these predictions as a base level to compare other models. We will use the 

usual deviance statistic:-
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(5.1) 

where X; are the data, in our case the predicted cell counts from the 

saturated model 

m; are the predicted cell counts for the model 

to make the comparisons. We need to be aware that with large values in the 

cell counts and the large number of cells quite small residuals in each cell will 

sum to a large value overall so it is likely that most alternate models will be 

significantly different from the saturated one and hence would be rejected 

under the usual criteria. We should also note that given the complex survey 

design and the estimation using both sample survey and census data the 

distribution of the cell counts would be unlikely to be Poisson. Use of G2 in a 

formal hypothesis test would be inappropriate but large changes would still 

indicate an improvement or worsening of the model. 

This section is important as it represents the first example in which the new 

approach, suggested in this thesis, has been applied to a model which could 

not be constructed using SPREE and the IPF algorithm. 

5.3 Other possible models. 

A linear function for age or a quadratic main effect with no interactions. 

We have just shown that a quadratic function can be fitted to the age 

categories and as there are three categories in this example we get the same 

results. We could also see whether a linear term in age would give an 

adequate fit to the data with a reduction in the number of parameters in the 

modeL Table 5.4 below shows the estimated coefficients for this model, the 

terms with XXX in the coefficient column are not included in the modeL Table 

5.5 then shows the predicted cell values along with the residual calculated 

from the predicted values for the saturated model, i.e either the SPREE model 
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or the new algorithm with categorical age variables or the quadratic function, 

as they all give the same results. 
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PI Effects Constant Sex Age Age Squared 

Estimated from Census Data 7.4881 0.2838 -0.0206 XXX 
Estimated from Survey Data 7.2451 0.1338 -0.0255 XXX 
P2 Effects and interactions that are estimated from the census data and used in the final model . Main effects for Regions. 

Northland Auckland Waikato Bay of Plenty Gisborne Hawkes Bay Taranaki Manawatu-Wanganui 

-0.0291 1 .2813 0.2216 0.0597 -1 .0404 -0.3528 -0.5768 0.0451 

Two wa y interactions Sex by Age 0.0009 Sex by Age XXX 
Squared 

Two wa y interactions, Regions wi th Sex 

-0.0302 -0.0016  -0.0605 0.0889 -0.0719 0.1278 -0.1460 -0.0137 

Two wa y interactions, Regions wi th Age 

0.0060 0.0025 -0.0013 -0.0020 0.0024 -0.0015 -0.0013 -0.0012 

Two wa y interactions, Regions wi th Age Squared 

XXX XXX XXX XXX XXX XXX XXX XXX 
Three way interactions, Regions with Sex and Age 

-0.0020 4.93E-5 -0.0009 0.0026 -0.0008 0.0018 -0.0026 -0.0002 

Three way interactions, Regions with Sex and Age Squared 

XXX XXX XXX XXX XXX XXX XXX XXX 

Table 5.4 Table of coefficients for the model with categorical variables for region and sex, and a linear term for age with all 
interactions 
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Age Groups 

15 to 24 25 to 49 Over 50 

Region Gender Count Residual Count Residual Count Residual 

Northland Male 2392.1 -698.7 1668.6 1193.5 1105.5 -557.7 

Female 1871 .1 -559.2 1356.1 829.5 938.6 -410.2 

Auckland Male 9358.4 -2531 .0 6365.8 4426.8 4098.3 -2083.2 

Female 7436.7 -1 198.8 4886.3 2046.0 3023.6 -981 .4 

Waikato Male 3319.4 -558.3 2079.8 1 152.8 1219.0 -532.5 

Female 2872.1 -337.4 1796.0 641 .1 1050.2 -307.0 

Bay of Male 3123.8 -714.9 2054.2 1318.1 1272.3 -617.9 

Plenty Female 2263.4 41 .2 1315.6 122.3 707.7 -24.7 

Gisbome Male 870.1 -228.2 582.1 403.7 367.7 -191 .8 

Female 773.8 -231.7 514.3 350.5 322.4 -186.1 

Hawkes Male 2164.2 -446.2 1413.7 850.8 868.9 -392.2 

Bay Female 1410.4 -3.2 837.7 110.9 461.9 -33.4 

Taranaki Male 1414.3 -191.0 859.3 433.7 486.3 -198.5 

Female 1368.0 -259.1 880.5 429.1 532.2 -217.4 

Manawatu- Male 2874.5 -464.6 1827.0 970.5 1088.4 -436.7 

Wanganui Female 2323.1 -227.7 1436.6 462.4 829.4 -216.9 

Wellington Male 4616.6 -771 .8 2914.1 1594.6 1722.5 -729.2 

Female 3161.7 1 .9 1800.0 248.7 945.5 -89.8 

Table 5.5 Predicted counts and residuals for the linear model with all interactions. 

From a simple look at the residuals it is immediately clear that the quadratic 

model is likely to fit better. The residuals for the first age group are almost all 
negative, the two positive ones are quite small. The second age group has 
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positive residuals throughout and the third age group has negative residuals 

in all cells. This would clearly suggest curvature in the data. 

The deviance was calculated and found to be G2 = 15041 .36 with 36 degrees of 

freedom and the reduction in parameters in the model is 18. The increase in 

G2 from the saturated model is far too large to make this a suitable model. 

Another model was considered in which a quadratic term for age was 

included but there were no interaction terms. This suggests that the same 

quadratic effect is present for all sex by region groups. The estimated 

coefficients for this model are given in Table 5.6 and the predictions with 

residuals are shown in Table 5.6 below. 

For this final model the deviance is G2 = 4078.6 with 20 degrees of freedom. 

This is a considerable reduction in deviance from the linear model and with 

fewer parameters. However the deviance is too big to imply that this model is 

as good as the saturated model 
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Age Groups 

15 to 24 25 to 49 Over 50 

Region Gender Count Residual Count Residual Count Residual 

Northland Male 2392.1 -698.7 1668.6 1193.5 1105.5 -557.7 

Female 1871 .1 -559.2 1356.1 829.5 938.6 -410.2 

Auckland Male 9358.4 -2531 .0 6365.8 4426.8 4098.3 -2083.2 

Female 7436.7 -1198.8 4886.3 2046.0 3023.6 -981.4 

Waikato Male 3319.4 -558.3 2079.8 1 152.8 1219.0 -532.5 

Female 2872.1 -337.4 1796.0 641 .1 1050.2 -307.0 

Bay of Male 3123.8 -714.9 2054.2 1318.1 1272.3 -617.9 

Plenty Female 2263.4 41 .2 1315.6 122.3 707.7 -24.7 

Gisbome Male 870.1 -228.2 582.1 403.7 367.7 -191 .8 

Female 773.8 -231.7 514.3 350.5 322.4 -186.1 

Hawkes Bay Male 2164.2 -446.2 1413.7 850.8 868.9 -392.2 

Female 1410.4 -3.2 837.7 110.9 461 .9 -33.4 

Taranaki Male 1414.3 -191 .0 859.3 433.7 486.3 -198.5 

Female 1368.0 -259.1 880.5 429.1 532.2 -217.4 

Manawatu- Male 2874.5 -464.6 1827.0 970.5 1088.4 -436.7 

Wanganui Female 2323.1 -227.7 1436.6 462.4 829.4 -216.9 

Wellington Male 4616.6 -771 .8 2914.1 1594.6 1722.5 -729.2 

Female 3161.7 1 .9 1800.0 248.7 945.5 -89.8 

Table 5.6 Predicted counts and residuals for the linear model with all interactions. 
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131 Effects Constant Sex Age Age Squared 

Estimated from Census Data 8.05820 0.27960 -0.02307 -0.00314 

Estimated from Survey Data 7.77586 0.12859 -0.02769 -0.00212 

132 Effects and interactions that are estimated from the census data and used in the final model . Main effects for Regions. 

Northland Auckland Waikato Bay of Plenty Gisbome Hawkes Bay Taranaki 

-0.04934 1 .27124 0.22523 0.06765 -1 .05010 -0.34719 -0.57259 

Two wa y interactions Sex by Age XXX Sex by Age Squared XXX 
Two wa y interactions, Regions wi th Sex 

-0.02323 -0.00067 -0.05654 0.07819 -0.06833 0.12069 -0.13511 

Two way interactions, Regions with Age 

XXX XXX XXX XXX XXX XXX XXX 
Two way interactions, Regions with Age Squared 

XXX XXX XXX XXX XXX XXX XXX 
Three way interactions, Regions with Sex and Age 

XXX XXX XXX XXX XXX XXX XXX 
Three way interactions, Regions with Sex and Age Squared 

XXX XXX XXX XXX XXX XXX XXX 

Table 5.7 Table of coefficients for the model with the quadratic main effect as the only age effect. 
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0.04849 
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Two more models have been proposed and fitted using the new approach. 

The linear model has flaws which are obvious with the most basic diagnostics. 

Simply by looking at the residuals we have seen that there is a pattern which 

would be better modeled by a quadratic term. The quadratic model with no 

interaction term is also inadequate and looking at the two graphs in Figure 5.1 

it is not hard to see why. The quadratic form is quite different for some 

regions and at least some interaction terms should be included. 

The models introduce in this section are models that SPREE in its traditional 

form could not fit. We have used the GLM approach and shown that where 

the two approaches could both be applied, in the saturated model with a 

quadratic effect, the estimates are the same. We have then applied the GLM 

approach to models that are not able to be fitted with SPREE. 

5.4 A more realistic model 

Eleven age groups and a quadratic age effect. 

The most detailed data that Statistics New Zealand collects is in five yearly 

categories which makes eleven age categories for each region by sex. With the 

new algorithm we are able to model this in a more parsimonious way using a 

quadratic term for the age groups. In general the counts follow a curve which 

could be approximated by a quadratic. 
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Figure 5.3 Graphs of unemployment counts against the eleven age groups for males 
and females. 
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Additional polynomial or other terms could be included but the purpose of 

this paper is not to find the best model, but simply to demonstrate that the 

new algorithm opens up a much wider range of possible small area models 

than available in regression and SPREE. 

Using the same algorithm as in Section 5.2 and the data in Tables 5.8 and 5.9 

we estimate the coefficients in the model, in Table 5.10, and hence the 

predicted values in Table 5.11 below. 

Age 17.5 22.5 27.5 32.5 37.5 42.5 47.5 52.5 57.5 62.5 67.5 

Margin 24760 19475 14254 11325 9965 9067 7564 5214 3654 3269 694 

Table 5.8 The new unemployment margin for the five yearly age groups. The margin for 
sex stays as before. 

From Table 5.8 the independent table can be generated in the same way as 

Table 5.2, to use as data for Step D 

117 



Census data in 5 yearly age groups. Column headings are the centre of 

the age range for that group. 

Region 17.5 22.5 27.5 32.5 37.5 42.5 47.5 52.5 57.5 62.5 67.5 

North M 882 912 968 954 918 869 678 402 180 50 0 

F 525 535 540 535 511 485 484 235 178 52 0 

Auck M 3603 3630 3690 3666 3476 3032 2679 1520 631 174 0 

F 2572 2468 2148 1863 1598 1386 1110  789 523 396 89 

Waikato M 1523 1402 1298 1156 1008 893 600 459 263 68 2 

F 1096 952 774 683 551 476 365 307 215 132 0 

B o P  M 1302 1251 1219 1176 1077 927 771 451 231 73 0 

F 953 909 534 382 270 261 234 220 186 143 52 

Gisborne M 347 333 328 327 312 298 246 121 69 13 0 

F 221 217 220 224 218 187 162 64 47 9 0 

Hawkes M 924 896 843 791 703 601 533 306 195 49 0 

Bay F 675 462 376 249 213 143 128 123 106 83 65 

Taranaki M 690 606 554 485 397 326 220 176 116 40 0 

F 470 426 406 355 308 256 206 142 93 39 3 

Man M 1357 1196 1073 986 861 704 664 362 225 165 0 

Wang F 911 782 683 555 427 316 239 201 158 100 80 

W'ton M 2263 1810 1664 1513 1380 1268 1086 732 321 93 0 

F 1413 1143 796 546 405 365 283 251 204 189 109 

Table 5.9 Counts for unemployment from Department of Work and Income data in five 
yearly intervals 
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�1 Effects Constant Sex Age Age Squared 

Estimated from Census Data 6.20135 -0.41529 0.05591 -0.00131 

Estimated from Survey Data 7.50247 -0.54423 -0.02632 -0.00029 

�2 Effects and interactions that are estimated from the census data and used in the final model. Main effects for Regions. 

Northland Auckland Waikato Bay of Plenty Gisborne Hawkes Bay Taranaki Manawatu-Wanganui 

-1 .54162 0.72169 0.41673 0.69281 -2.42406 0.53471 -0.53682 0.68335 

Two way interactions Sex by Age 0.04182 Sex by Age Squared -0.00055 

Two way interactions, Regions with Sex 

0.53136 -0.16852 0.17345 -0.76242 0.69340 -0.72056 0 .69263 0 .04976 

Two way interactions, Regions wi th Age 

0.07943 0.02992 -0.00755 -0.03641 0.07922 -0.05184 0 .00277 -0.03603 

Two way interactions, Regions with Age Squared 

-0.00091 -0.00035 0.00006 0.00046 -0.00100 0.00066 -0.00009 0.00045 

Three way interactions, Regions with Sex and Age 

-0.03027 0.00867 -0.01273 0.04885 -0.04633 0.04922 -0.04676 -0.00479 

Three wa y interactions, Regions with Sex and Age Squared 

0.00035 -0.00011 0.00015 -0.00062 0.00061 -0.00062 0.00057 0 .00008 

Table 5. 10 Table of coefficients for the full model with categorical variables for region and sex, and linear and quadratic terms for age 
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Predictions in 5 yearly age groups. Column hea dings are the centre of the age 

range for that grou p. 

Region 17.5 22.5 27.5 32.5 37.5 42.5 47.5 52.5 57.5 62.5 67.5 

North M 775 810 789 718 608 481 355 244 157 94 52 

F 598 602 576 524 454 374 293 218 154 108 66 

Auck M 3177 3219 3057 2723 2274 1781 1308 900 581 352 200 

F 3368 2675 2126 1691 1347 1074 857 684 547 437 350 

Waikato M 1439 1239 1033 835 654 496 365 260 179 120 78 

F 1393 1052 800 614 475 371 292 232 185 150 122 

B o P  M 1182 1115 1001 855 696 539 397 278 186 1 18 71 

F 1371 830 537 371 274 216 182 164 158 162 179 

Gisbome M 299 299 281 248 206 161 119 82 54 33 19 

F 149 254 241 214 177 138 100 68 43 25 14 

Hawkes M 858 781 683 575 464 361 269 193 133 88 56 

Bay F 906 528 332 225 165 131 1 1 1  103 102 110  127 

Taranaki M 669 540 429 334 255 192 142 103 73 51 35 

F 583 490 404 326 258 200 152 1 14 83 59 . 42 

Man M 1281 1062 868 698 553 432 332 251 187 138 100 

Wang F 1256 867 618 455 346 271 219 183 158 141 129 

W'ton M 1976 1694 1415 1151 912 704 529 388 277 192 130 

F 1976 1166 738 501 365 286 240 216 208 216 240 

Table 5. 1 1  Predictions for unemployment in five yearly intervals 

We could compare these predictions with the predictions for the saturated 

model either from SPREE using iterative proportional fitting, or via the 

generalized linear model algorithm outlined in Chapter Four. 

The new approach to SPREE has been extended to a model with 11  age 

groups and a quadratic function fitted to this data. This cannot be done in the 

traditional use of SPREE. 
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5.5 Closing comments. 

In this chapter we have shown that the new algorithm can be used in 

situations where SPREE will not work. The change in the modelling approach 

to using linear and quadratic terms or to dropping some of the interactions 

allows more sophisticated, more parsimonious, or both, models to be 

considered. It should now be clear that this approach can be used with other 

data structures and as long as the model can be expressed as a generalized 

linear model, and that there is both census and sample survey data available, 

we can use the algorithm to estimate values of the response variable. The 

algorithm can in fact be used in applications other than those related to small 

area estimation in that if there are important explanatory variables in a model 

that are not measured in the sample data we may be able to estimate the 

coefficients for those terms from other data. 

Statistics New Zealand collects its data for the HLFS in five yearly intervals of 

which there are eleven. It is not currently known how detailed WINZ are able 

to report their data however it would seem that a polynomial function, either 

quadratic or cubic should be adequate, would be a useful approach to 

modelling that many age intervals. As there is no intention to extrapolate to 

other ages polynomial models may well be adequate for the data. 

By interpolating data from the current example we have been able to fit a 

quadratic term to the eleven age groups thus showing that the new algorithm 

can be used in this way. 
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CHAPTER 6 

The relationship between the census and sample survey data 

6. 1 Introduction 

In Chapter Three we developed the new algorithm for a generalized linear 

model approach to small area estimation. It was noted then and reiterated in 

Chapter Four that the response variables for the census data and the sample 

survey need not be exactly the same. In the example used throughout this 

thesis the two measures of unemployment are not the same but Haslett, Green 

and Zingel (1998) stated that they are highly correlated. Ambler, Caplan, 

Chambers, Kovacevic and Wang (2001) also state that the strong relationship 

between the two variables that they use is adequate to justify the use of the 

method, they even draw the scatter plots to demonstrate the strong 

relationship between the two data sources. We will consider this point in 

more detail in this chapter and suggest some general principles under which 

the new approach will give good estimates. These principles will equally 

apply to the classical use of the SPREE method as the new approach is 

identical to SPREE when a saturated model is used with categorical variables. 

We can also use these principles in situations where the new approach is 

applicable but SPREE is not. 

An extension of the analysis can be used to generalize the results and 

investigate which parts of the model are driving the system. 

It should be noted that the correlation here is a measure of linear association 

between the counts in equivalent cells in two tables of the same dimensions 

and not the more usual correlation between pairs of continuous variables. 
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6.2 The relationship between the two data sources 

In describing the new algorithm in Chapter Three we wrote that "a 

generalized linear model will be fitted to census data and then some of the 

lower order parameters in the model will be adjusted in line with sample 

survey data" . It was also noted that "we can partition the design matrix and 

the vector of parameters into two, the parameters that are estimated by the 

survey data and those that are not". Hence we wrote the two models as 

equations (3.5)Error! Reference source not found. and (3 .6) 

Error! Reference source not found. which we reiterate here along with the 

implicit assumption in equation Error! Reference source not found.: 

for the census data 

Error! Reference source not found. 

and 

for the survey data. 

Error! Reference source not found. 

However the survey data is not sufficiently detailed to estimate XA12s so in 

SPREE we assume that 

Error! Reference source not found. 

Expressing the algorithm in this way allows us to investigate the correlation 

between the census and survey data. To simplify the notation initially we will 

define two univariate vectors u and v (each of length I) which can be written 

in the form u = u, + u2 and v = VI + V 2 • 

E ( (U1 + U2 ) ( V 1 + v J) - E (U1 + U2 ) E ( V 1 + V 2 ) 
.JVar (u) .JVar (v) 
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= 

E ( UI VI ) - E ( UI ) E ( VI ) + E ( UI V 2 )  - E ( UI ) E ( V 2 )  + E ( U2 VI ) - E ( U2 ) E ( V I ) + E ( U2 V 2 )  - E ( U2 ) E ( V 2 )  
.jVar (u).jVar (V) 

= [Var (Ul ) Var (vl ) l
� 

( ) 
[var (Ul ) var (V2 ) l

� 

( ) p U , V + p U , V 
Var (u)Var (v) 1 1 Var (u)Var (v) 1 2 

+ [var ( U2) Var (v
J
l
� 

[var (U2 ) Var (V2 ) l
� 

P u? ,v + P U , V 
Var (u) Var (v) 

(
-

J 

Var (u) Var (v) 
( 2  J 

[var (u. ) var (v ) l� 
where W = J 

'J Var (u) Var (V) 
It should be noted that as u = uI + u2 and v = VI + v2 Var(u) = Var(uI) + 

Var(u2) and similarly for v, provided (UI, ID) and (VI, V2) are both independent 2 2 2 
sets. Hence we can show that :Z=:Z= ( wij ) = 1 

i=1 j=l 

We will now define C, a centering matrix (about the mean), such that e = I - � J n , I is an n by n identity matrix and J n is an n by n matrix of ones. 
n 

Since (u - iil (u - ii) = uTe u and as u is a univariate vector quantity, we can 

write Var(u) as �uTe u 
n 

So for the census and survey data we can write:-
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p (Yc '  Ys ) = wllP (XJ\c ' X11\. ) + W12P (XJ31c ' X21\. ) + W21P (X2f32c ,X11\. )  + W22P (X2f32C , X2f32. )  
1 

with w .. = 
'J 

[(X,f3JT C (X,f3,J l [(Xjf3jst C (Xjf3jS )] 2 
[Y/C Yc ] [Y/C Ys 1 i = 1,2 j = 1,2 (6.2) 

We can use equation (6.2) to give us insight into the relationship between the 

census and survey data. 

However equation (6.2) is a relationship between the two sets of data, the 

GLM approach expresses a relationship between the expected values and the 

linear part of the model and also includes a link function. 

To a first approximation we can consider the correlation between the 

transformed data from the two sources rather than the expected values. This 

is only true where the transformed value exists and for some of the 

distributions the transformation cannot be applied to reasonable data points. 

For example zero counts cannot be transformed by the logarithmic 

transformation. However, the effect of adding a small amount to those values 

so that the transformation can be applied will be small when the correlation is 

considered. The literature seems to suggest that the correlation under 

consideration has not been transformed at all. This will have an effect on the 

correlation however again with the typical link functions that are used the 

changes will not be great. 

Let us begin by considering the categorical case. By selecting a suitable 

parameterization the design matrix, X in this case, can always be made 

orthogonal and so the two matrices formed by partitioning X ,  XI and X2 , 

would also be orthogonal. An example of an orthogonal design matrix for the 

nine North Island regions is given in Appendix B. In most cases in this thesis 

a different parameterization has been used as it gives a more intuitive 

meaning to the coefficients, however it is possible to reparameterize the 
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design matrix so that it is orthogonal. If so it can be seen that 

Hence we can simplify the correlation to 

p (Yc '  Ys ) = 
wlJP (XIPIC , XIPl. )  + 

W22P (X2P2c, X2P2. )  (6.3) 

given a suitable parameterization. 

We have shown that equations (3.5)Error! Reference source not found., 

(3.6)Error! Reference source not found. and 

(3.7)Error! Reference source not found. are the model that is required to hold 

for the method to work well. It can now be seen that if equation 

Error! Reference source not found. holds then p (Yc '  Ys ) = 
W P 

(x A 
X 

A ) + 
W 11 I t-'lc' 11-'18 22 

so high correlations between the two data sources may be due to the second 

term if 
W22 

is large. However considering (6.3) we can draw a table relating 

how well the SPREE based methods will work with the correlation between 

the two data sources. 

SPREE 
based 

Estimation 

Table 6. 1 

Correlation between Ye and Ys 
High Low 

Works 
W22P (X2P2c , X2P2. )  large. 

w22P (X2P2C' X2P2. )  large 

Well 
WllP (XlPlc , XlPJ compared to other 

unimportant. term. 

WllP (XlPlC, XlPlS ) small. 

Works 
W22P (X2P2C , X2P2. )  small. 

W22P (X2P2C' X2P2. )  small. 

Poorly 
WUP (XIPlc, XlPJ large 

wnP (XIPIC' XIPls ) large 

compared to other 
term. 

Relationship between "Correlation between Ye and Ys" and probable 
success of SPREE based estimation 

We can see that equation Error! Reference source not found. could be true 

even if Ye and Ys are not highly correlated. Of more concern even if Ye and Ys 
are highly correlated it is still possible for equation 

Error! Reference source not found. to not hold should X,J}'e and X,J},s also be 
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highly correlated. In this situation although the two sets of data are highly 

correlated the effects of the second parts of the two models would be different 

and the estimates may not be good. It should also be noted that even if the 

XA32c and XA32s are highly correlated this does not imply equality and so the 

criterion needed to ensure good estimates is not necessarily met even if they 

are highly correlated. 

The problem that we are considering is not limited to the correlation of the 

different parts of the two models. The weights Wij are measures of the amount 

of the variability that is accounted for by each part of the model. If W22 is 

small, then it is of little importance whether X2P2c and XA32s are highly 

correlated or not as they account for little of the overall correlation. However 

if it is large it becomes much more important that they are highly correlated. 

Now we will consider the more usual situation in which the design matrix is 

not orthogonal. The correlation has four terms in it and we still require 

equation Error! Reference source not found. to hold. We can redraw Table 6.1 

above and split the correlation into the last term and the other three. Much the 

same comments can be made for this as were made earlier. High correlations 

between the data in the two data sources does not guarantee that the actual 

assumption in equation Error! Reference source not found. holds and the 

assumption may hold even if the correlations are quite low. 

Finally the concepts above can be extended to models in which there are 

continuous variables. The relationship between the two data sets are the same 

in this case and the partition of the design matrix can be carried out in the 

same way. The conclusions about the correlations between different parts of 

the models are then identical for continuous variables. 
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6.3 Practical considerations in calculating the correlations. 

To pick up on a point made earlier, there is a linked problem that the two data 

sets are not necessarily easily tested for correlation. In the example that we 

have the census data cqnsists of cell counts for the complete table but the 

sample survey data only gives the new margins. We can check the correlation 

of the counts in the two margins, by summing appropriate cells in the census 

data, but not more than that since information at the finer level is not 

available from the (secondary) survey data. 

We are able to check the correlation of XIPlc and XIPIs by estimating each of 

them. XIPlc can be found by fitting the saturated model to the census data and 

then using the coefficients Plc along with the partition XI to generate the 

counts in the table. XI PIs can be found by using the standard method to 

produce an independent table from the new margins from the survey data. 

If this is lower than the correlation between Ye and Ys then the correlation 

between X2P2c and X2P2s must be higher than the correlation between Ye and 

Ys and the algorithm should produce useful estimates if Ye and Ys are highly 

correlated. 

The example that we have used has considered unemployment measured 

against two different standards, the ILO definition and the WINZ 

administrative definition. Alternatively a variable may have been measured in 

a census and later a survey is carried out to update the information. The 

argument will still apply. As the census data are from an earlier time period 

there are no guarantees that an identical relationship holds in the current time 

period. Using the generalized linear model approach we can see what parts of 

the model are assumed to remain constant for the two data sets irrespective of 

whether the same or a different variable is being measured. Use of the explicit 

model allows the possibility of seeing directly which effects and interactions 

- 128 -



are being carried forward from the census data and allows more explicit 

justification of such action. 

However checking the correlation between Ye and Ys is not simple either as is 

shown in the following example which uses a simple two by two table 

discussed in Chapter 2. 

1 

5 

3 

2 

With the margins 1 

added this gives 5 

3 4 

2 7 

6 5 

Given a new: 

set of margins 

9 4 

5 

8 

We can find X1Plc and X1Pls by calculating the values for the independence 

model from the margins when we assume that the single interaction term is 

zero. This will result in the two tables shown below. 

2.182 1 .818 4 

3.818 3.182 7 

6 5 

and 3.462 1 .538 5 

5.538 2.462 8 

9 4 

We can thus fill out the table below, using the notation that we have used 

above. 

X1P1c X2P2c Ye X1Pls X2P2s Y. 

2.182 -1 .182 1 3.462 

1 .818 1 .182 3 1 .538 

3.818 1 .182 5 5.538 

3.182 -1 .182 2 2.462 

However we are unable to fill in anything in the last two columns. In SPREE 

and in the new algorithm we assume that X2P2s is equal to X2P2c and with that 

information we can calculate our predicted values for Ys. 

We can at least check whether p (X f3 X f3 ) is small as all of the information 
1 le ' 1 1,,, 

required is available. In the example above the correlation is 0.759 which 
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appears to be quite high. The general conclusion is that model diagnostics are 

not always available when secondary sources, such as the WINZ data in our 

example, are used for small area estimation. 

Of course the survey data are available and direct estimates of all cell values 

may exist. These are not acceptable estimates for the small areas as the sample 

sizes in many areas will be small, and in some cases zero, so the estimates are 

unacceptable considered in isolation. However it may be that they are useable 

for finding the correlations that we are interested in as we could reasonably 

expect those areas with zeros or small sample sizes to be areas in which the 

population was also small. If the sampling was clustered we could still use the 

estimates for those areas represented in the clustered sample to derive the 

correlations. 

6.4 A more detailed look at the correlations between parts of the 
model. 

We can further generalize the comments made above by considering other 

partitions of the design matrix. Although the method that we propose 

partitions the matrix into two parts this does not have to be the case. There 

could be a number of sources of data from which parameters are estimated 

and used in the final model. Even if there are still only two data sources it 

may be helpful to consider more partitions of the design matrix. If there are d 

coefficients in the model and hence d columns in the design matrix it can, at 

most, be partitioned into d (1 by 1) column vectors, each of which is associated 

with a parameter in the model. In the models which we are considering d = 1 

as the models are saturated. By generalizing the approach above we can 

consider all of the pairwise correlations which may give us more insight into 

the relative importance of the individual terms in the model. Initially we 

could look only at the census data and identify those variables in the model 

which contribute most to the variability in the census. It would be best if the 
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coefficients for these variables were reestimated by the sample survey data. 

Then if we are able, the correlations between the same variables from the two 

data sources should be considered. Coefficients for variables, for which there 

is a high correlation, can be estimated from the census data but those for 

which the correlation is low should be estimated by the survey data. This is 

not a firm rule as has been shown, and often the choice of which parameters 

can be reestimated by the survey data is made before data collection begins as 

they are the variables or interactions for which sample sizes, in the various 

levels of the variable, are too small. However if the survey is part of an 

ongoing programme of data collection it may be possible to change the survey 

design or collect additional information if this would allow current uses of the 

survey to continue and improve the estimation of small area statistics. 

Defining Xl as the vector formed by the first column of the design matrix, X2 

as the second and so on until Xd and similarly partitioning the vector p of 

coefficients we can rewrite equations (3.5) and (3.6) in the form 

Now we can consider the correlation between the census and survey data 

again. 

The form of the expansion is exactly the same as in the earlier case and so the 

general term in the expansion can be written 
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Hence the correlation can be written as p (Yc 'y. )  = ttw,j p (X,,B,c , Xj,Bj. )  
i=1 j=1 

where the weights Wij are as defined earlier and the ps denote individual 

coefficients rather than vectors. 

Once again we can begin by considering the case when the design matrix can 

be written in an orthogonal form. The correlation simplifies considerably and 

the only terms that would appear in the correlation are those for which i = j. 

We then need to consider the parts of the model which will remain the same 

between the census and survey data and those that change. The terms which 

are highly correlated are the best to carry through from the census data and 

those that have a low correlation are best reestimated. 

If the. design matrix is not orthogonal then all of the pairs of correlations are 

included and with 54 terms in the model in Chapter Four there would be 2916 

correlations to consider. This is clearly not going to be very easy to use. 

However by considering firstly the variables themselves and then their first 

order interactions and so on we can see which variables in the two models are 

highly correlated and which are not. It may be possible to ensure that those 

pairs of variables that are highly correlated are placed in the second part of 

the partition and those that are not are included in the first. Being realistic this 

is unlikely to be possible as we do not have sufficient data and because the 

variables in each part of the partition is controlled by the available margins 

not the whim of the analyst. 

Finally as we have already stated even if terms are highly correlated it does 

not mean that they are equal, which is the assumption that is required. 

6.5 Transformations of variables and the effect on correlations. 

A final point which needs to be mentioned is that the correlations discussed 

generally use the cell counts from the census and survey as data. The 

correlations which we have discussed in this chapter have all been on the log 
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transformed scale. In Chapter Three when we introduced the generalized 

linear model we used a notation which meant that the data, Y, was on the 

transformed scale. In the literature, when correlations are discussed as a 

justification for the use of SPREE estimation, it is implied that the correlation 

is between the variables on the untransformed scale. The correlations are not 

usually affected by a log transformation, if there are no extreme points, and it 

should not cause too many problems. 

When applying a log transformation to data a zero cell count would 

intuitively be a cause for concern as the log of 0 is undefined. In large 

contingency tables a few zero cell counts do not in fact cause a problem in 

modeling the table Feinberg (1980). However these could be a concern when 

investigating correlations and need to be considered. If the correlations are on 

the count scale then they are again of no concern, if they are on the 

transformed scale an adjustment for those counts will be required. 

Whilst this may not be a major concern we should acknowledge that this 

situation exists and note that in the case where a few small areas may be much 

larger in their counts than others, those areas may affect the correlation 

unduly. 

6. 6 Suggestions for model checking based on this. 

We have shown in this chapter that correlation between the two data sources 

is not the necessary requirement for SPREE based estimation to be 

appropriate. We have also noted that the data is not available to check the 

correlations in the different parts of the model which would give some 

support for the use of the method. This does not give any ideas as to a better 

method to decide whether the approach is sensible in a given situation. 

However, there are some insights that can be gained from this chapter which 

may help in the design of the data collection which can then aid some 

checking. 
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If the survey is ongoing then the same design does not need to be used on 

every occasion and it may make sense to check different parameters in 

subsequent surveys or to use different amounts of resource on different 

occasions so that more model checking may be carried out. This introduces 

some difficulty in practice and the advantages and disadvantages need to be 

balanced carefully. Survey data is now being collected for which model based 

small area estimation is a known objective, more work needs to be done on 

survey design when this is one of the objectives. 

In the example which we have used throughout this thesis there is an 

important opportunity to do some sophisticated model checking. In New 

Zealand every five years a full census is carried out. Recent censuses have 

included questions on employment status. This data must create an 

opportunity to check the estimates from other model based methods using 

data from the same period. It would also be possible to consider some of the 

ideas that have been developed in this chapter with respect to the census, 

WINZ and HLFS data. 

6. 7 Concluding remarks 

Haslett et al (1998) commented that as the two variables for unemployment 

that they were considering were highly correlated they could be used in a 

SPREE approach. This assertion seems reasonable and has been used by 

researchers in the field to justify the method. Ambler, et al (2001) talk about a 

strong relationship between the variables" and show scatter plots to support 

this. Longford (2002), in discussing auxiliary information, defines auxiliary 

information as information that is closely related to "strongly correlated with" 

the variable of interest. It should be noted that Longford is discussing a range 

of models for small area estimation for which correlation would be a useful 

measure of the appropriateness of the auxiliary information but as we have 
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shown in this chapter for some models correlation may not be a good 

criterion. 

The use of the new algorithm, and the notation introduced, make the 

conditions required, for the method to work well, more transparent. It has 

been shown that simple correlation between the variable of interest and some 

other variable is not necessarily a good criterion to use to assess the auxiliary 

data being used. It is possible both for the data sources to be highly correlated 

and for the method to give poor results and for the data sources to have low 

correlation but the method to still work well. The relationship is more 

complicated than was suggested and that it is not possible to confirm, or 

otherwise, the applicability of the method simply from the data available. 

We have also shown that the statement that the two variables are correlated 

cannot be confirmed from the data directly. This suggests that any 

investigation of variables that may be used for census data needs to be more 

rigorous than simply considering the correlation. 

There may well be auxiliary data available that allows the statement to be 

checked or the relationship between the variables may be able to be 

investigated in some other way. For the example that we have considered the 

variables are ILO unemployment and unemployment as defined by WINZ. It 

is not hard to confirm that the majority of those unemployed qualify under 

both definitions and hence we would expect the counts to be highly correlated 

and approximately in some fixed ratio. It may be worth investigating those 

individuals who do not qualify under both definitions in particular to ensure 

that they are not correlated with the regional variables. Currently this data is 

not available from SNZ, because of privacy legislation in the Statistics Act, 

and so the checks have not been made. For SNZ and WINZ this may be less of 

a problem. 
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All this does not seem to be particularly useful. We have a simple method to 

check whether the method is likely to give good results. However the data 

that is available is inadequate to apply it. We now have clearer ideas about 

what is important if the method is to work well. Particularly in an ongoing 

survey process such as the HLFS that SNZ carries out the sample may be 

selected differently on different occasions so that particular aspects of the 

model may be checked. 

As a final comment we should acknowledge that it is very likely that some of 

the researchers mentioned in this chapter may not have been using the term 

correlation under quite the strict statistical sense that we have. It may be that 

the implication that the structure of the dependence of the two response 

variables (one from the census and one from the survey) on the explanatory 

variables may be similar and that this is inferred by common sense. It would 

seem sensible to assume that the way WINZ data is affected by region and 

interactions between regions and other variables would be similar to the SNZ 

data. Hence SPREE and our new approach should work in this situation. 

There is however, no statistical evidence to support this proposition. 
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CHAPTER 7 

8ayesian approaches to parameter estimation 

7. 1 Introduction 

As explained in Chapter Four the WINZ data which we are using as the 

census data are actually collected at monthly intervals and there are a number 

of sets of census data available for each analysis. We therefore have 

information not only for the mean value for each cell in the table for the 

census but also on the variability for each of these cells. The number of sets of 

census data that should be used to estimate the variability is a balance 

between using the most up to date data and using sufficient censuses to 

ensure accurate estimation of the census variability. Should there be a trend or 

any cyclic variation these would increase the apparent variability. We have 

chosen to use the previous eight months of census data, because this was all 

that was available to us. This is an arbitrary decision and more careful 

consideration of the WINZ data would make sense in a real analysis. In 

particular, having several years of monthly data, once they are available, 

would allow some assessment of seasonality. 

The sample survey that SNZ carries out for the HLFS is designed in 512 

balanced repeated replicates so 512 independent estimates of the mean are 

available for the new margins and so estimates of the variance can be made 

from these. 

As we have information about the mean and variance for both sets of data it 

would make sense to formally use this information and so we have chosen to 

use a Bayesian analysis using MCMC for most of the analyses from this point 

onwards in the thesis. We do not intend to give a detailed explanation of 
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Bayesian data analysis nor to try to justify the use of Bayesian methods in 

general but we feel that this approach is appropriate for these data because, as 

mentioned above, we have very good estimates of priors for both the mean 

and variability. This will be considered in more detail later in the chapter. 

In this chapter we will briefly introduce the Bayesian approach to statistics 

and show why it is appropriate in this context. We will then demonstrate that 

these techniques will result in the same point estimates for the examples that 

we have already considered under assumptions which seem reasonable. 

Finally we will show how they can give more complete estimates of the true 

error in the estimated counts. 

In the wider context of small area estimation it has usually been assumed that 

the census data is correct and has no error associated with it even when the 

small area estimation is being used to estimate census undercount. If for 

example we acknowledge that there is often census under count then it 

becomes hard to justify the stance that the census values are correct and 

without error. We have already noted that the census data that we have is 

collected regularly and that seasonal patterns are highly likely so variability in 

the census data would be reasonable. Whether in individual cases we are able 

to quantify the variability in the census data is another problem but with the 

data that we are considering there is no difficulty, providing the monthly 

censuses available are essentially measuring the same thing. Further for the 

WINZ data there is not appreciable error in the sense that the data indicate 

the recipients of the unemployment benefits. 

It is also worth noting that the method proposed can be used, as could SPREE, 

when we do not have a complete census but survey data that is sufficiently 

detailed to estimate the coefficients in the model and then a further, less 

detailed, survey which can be used to update some of those coefficients. In 

this case there would clearly be variability inherent in the "census" data and 
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this should be acknowledged in the analysis. SPREE is able to be used to 

include the variability in the census and the sample survey in this data set as 

we can simply repeat the IPF for each combination of census data and survey 

replication. The estimates so produced can then be used to find the mean and 

variance. A rather more computationally efficient modification of this is 

effectively the approach taken by Haslett et al (1998). 

It is a concern that most small area estimation techniques do not take this 

census variability into account at all and so the small area estimates may be 

estimated to be more accurate than is really true. 

7.2 Frequentist and Bayesian statistics 

There has been considerable discussion over the latter half of the last century 

between the traditional, frequentist, statisticians and those who follow a 

Bayesian philosophy. Below is a very brief introduction to the two 

approaches, there are many books which give a complete exposition for 

example Lindley (1985) and Bernardo and Smith (1994). Many of these books 

have been written by Bayesian exponents who tend to expound the 

advantages of their philosophy and illustrate the difficulties of the frequentist 

ideas. The debate became quite heated for a time but there appears, now, to be 

a broader acceptance of the Bayesian method particularly as advances in 

computer software and computer power have made their application to real 

problems possible. 

The frequentist evaluates procedures based on repeated sampling, imagining 

an infinite replication of the same inferential problem and evaluating 

properties over this repeated sampling framework for fixed values of 

unknown parameters. Good procedures perform well over a broad range of 

parameter values in this imagined sampling experiment. In reality of course 
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only one sample is generally taken and this is analysed as if it was one of 

many. 

The Bayesian requires a sampling model and, in addition, a joint prior 

distribution for the parameters. Unknown parameters are considered random 

and all inferences are based on their distribution conditional on observed data 

(the posterior distribution). The Bayesian evaluates the posterior distribution 

for a given data set and hence estimates the parameters of interest. 

There has been much written about the appropriateness of the two schools of 

thought. The frequentist approach gained much popularity in the first half of 

the twentieth century and became the established approach to statistical 

analysis, The Bayesian approach, though it has roots in Bayes theorem from 

the eighteenth century, has been developed in detail more recently and 

therefore had to be shown to be an improvement over other methods. A lot of 

effort and time was spent in discrediting frequentist theories which was not 

necessarily the best way to win the hearts and minds of the majority of 

statisticians. The situation now is somewhat less combative and many 

practicing statisticians will accept the two paradigms and choose an 

appropriate method for each particular situation. Much of the criticism of the 

Bayesian approach is aimed at a number of points. 

It may be hard to accept that the parameters to be estimated should 

be considered as random variables. 

There is a reluctance to formally include subjectively chosen priors. 

It is often difficult to perform the analysis as the calculations 

generally include the evaluation of difficult integrals. 

On the other hand the Bayesians would retort 
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The concept of a fixed population makes little sense in most real 

situations and so parameters related to the populations should 

rightly be considered as random variables. 

Almost all experiments and surveys use subjective information. It 

would be best to formally acknowledge this. 

The interpretation of hypothesis tests and confidence intervals is 

much more sensible in a Bayesian analysis. 

We will sidestep these issues by showing that for the data that we have there 

are good reasons for accepting the Bayesian paradigm. As far as the priors are 

concerned we will show that our data has well defined and easily justified 

prior distributions which we can use. The concept of a population parameter 

as a random variable and not a fixed value, in our context, is sensible. 

Unemployment, whether measured on the International Labour Organisation 

basis or via administrative records in a governmental department, is difficult 

to define and there are always individuals who do not fit the definition easily. 

Thus the actual count of unemployed individuals will depend on subjective 

decisions made by individuals at a particular time and a random variable may 

describe this best. There may also be benefit in modeling change in values 

over time but for the purposes of this thesis we will choose not to as the 

example data is only available for eight months. 

The data that we are using has two features which are somewhat unusual in 

the small area estimation context. 

Firstly, and most significantly, there exist a number of sets of census 

data for the time period of the survey each of which results in 

different parameter. Also the survey is designed so that estimates of 

variance can be found, in this case it is collected in balanced 

repeated replicates. Thus the population parameters certainly vary 
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and we can use the data to suggest appropriate distributions for 

these parameters. 

Secondly we can estimate parameters for the prior distributions 

directly from past data. 

The model that will be used is still that in equations (3.5) 

Error! Reference source not found. and (3.6) 

Error! Reference source not found. along with the assumption in equation 

(3.7)Error! Reference source not found.. Hence we write 

g (E [Vc ]) = Xl!}lc + X2!}2c for the census data and g (E [Vs ]) = Xl!}ls + X2!}2s for the 

survey, as before. The WINZ data forms Vc and we will use eight separate 

sets of census data. The SNZ survey data provides margins for Vs and the 

survey is formed in balanced replicates hence we have the 512 estimates for 

these margins. 

From a purely pragmatic viewpoint the analysis will be carried out using the 

WinBUGS software (v 1 .3 April 2000). In Chapter Eight we will investigate 

fitting conditional autoregressive (CAR) error structures in our model and 

WinBUGS has a built in function for estimating the CAR model which we will 

consider then. A definition of CAR models is left till Chapter Eight. MLwiN is 

able to do the estimation using the Bayesian paradigm but partly because of 

the difficulties that we discussed in section 4.4 · we have not used it for this 

part of the work. MLwiN does not, at present, offer the CAR models. 

WinBUGS is specifically designed for analysis of data in a Bayesian setting. 

Finally we will see that WinBUGS allows a somewhat neater way of 

modelling the survey data as we do not need to predict the values in the table 

assuming independence and generate the new data: we can simply tell the 

program what the new margins are and how the cell values generate these 

margins. The program then takes care of the rest. 
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We have discussed the basic differences between the Bayesian and frequentist 

approaches to statistical analysis and have suggested reasons for using the 

Bayesian paradigm for the data that we have. 

7.3 Bayesian solutions, computing approaches 

One of the problems for Bayesian approaches until recently has been the 

difficulty in applying them in real situations. Finding analytic solutions to 

most problems is difficult. With the advent of more powerful computing at an 

affordable price computer software has been developed to handle Bayesian 

approaches to statistical analysis using simulation based methods most 

notably Markov Chain Monte Carlo (MCMC) methods. MCMC methods are 

not restricted to Bayesian statistics and can equally be applied to frequentist 

analyses. They are based on simulation methods in which a Markov chain 

converges to a stationary distribution and this stationary distribution is 

sampled so that sample statistics can be calculated. Because the sample is 

drawn from the distribution of that parameter, interval estimates can be 

found simultaneously. The common sampling algorithms such as Gibbs and 

Metropolis-Hastings, do not give independent samples but are correlated. 

This effect can be reduced by systematically sampling from the simulations. If 

every tenth or twentieth simulation is saved then the autocorrelation is 

reduced as the autocorrelation may not extend to these lags. Sometimes much 

larger lags are required. This is not generally a problem as the cost is in the 

computing time to generate the additional simulations and this is not very 

high. This process of systematically selecting some of the sample is termed 

thinning. This autocorrelation will not affect the value of the estimate but will 

cause underestimation of the variance. Much has been written on MCMC 

methods see Besag (2001) or Gilks, Richardson and Spiegelhalter (1996) for 

more detail and more references. 
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One advantage of choosing the Bayesian approach using MCMC methods is 

that it is trivial to gain estimates of functions of the parameters in the model, 

hence we can find estimates for the small area counts if they are sums of cells 

in the table and the algorithm will yield accurate estimates of the variance of 

these estimates with little additional effort. 

As mentioned in the last section we have used one such package WinBUGS 

for much of the analysis from this point on. 

We shall first show that we can repeat the analysis that we have already done 

both with the purely categorical variables and then with the quadratic model 

for age. It will be shown that there is no need to have one program to find the 

parameters fh for the census data and then transfer them to the program for 

the survey data as it can all be done in one program. Initially we will 

reproduce the analysis of Chapter Three except we have used data for all 

sixteen Regional Authorities and the data is also subdivided into two ethnic 

groups. This allows a more useful analysis to be carried out and as we are no 

longer using ML wiN the restriction on the number of columns used in the 

worksheet is not relevant. The design matrix is now 192 by 192 and is 

constructed in the same way as for the earlier example. However it is not 

given anywhere in this thesis as it takes up a large amount of paper and is 

unlikely that anyone would want to look at it. 

The model used is the one described in equations (3.5) 

Error! Reference source not found., (3.6)Error! Reference source not found. 

and (3.7)Error! Reference source not found.. The algorithm for this first 

example estimates the model for the census data, (3.5) 

Error! Reference source not found. and the coefficients are recorded and 

presented as data in the model for the survey data (3.6) 

Error! Reference source not found .. In a Bayesian model the definition of the 

priors is required as well as the relationship between the data and the 
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parameters of interest. For the first part of the analysis, finding the coefficients 

for the saturated model for the census data the model is 

Ln (Ji) == Xf3 

Yc - N(Ji, T) 

Pi - N(betaj , taubetaj ) 

betru and taubetru are subjectively estimated from prior information. We need 

to make decisions about the values for T and the taubetai.. These are the 

estimates of the variance (Note WinBUGS actually uses the precision, the 

inverse of the variance, rather than the variance) of the data and the 

coefficients. A detailed discussion of the values used for these is given in 

section 7.5. The programs below use somewhat arbitrary values. 

The program below has been set out in five sections to illustrate the general 

form of a Bayesian analysis in WinBUGS. The three sections in the "model" 

part are each within a loop beginning "for( i in 1 : N )(' . The first part defines the 

data and a distribution, along with definitions of the parameters for that 

distribution. In this case it is proposed that each cell value is given by the 

appropriate value in the data vector Y and that the cells are normally 

distributed with a mean and the precision is the reciprocal of twice the mean 

value. This is chosen arbitrarily at the moment and a more detailed discussion 

of the prior distributions is included later. WinBUGS uses the precision, the 

inverse of the variance to define the normal distribution. Small precisions 

indicate large variance hence a diffuse prior. 

Next we have some statements which define the model that is being used to 

link the data to the unknown coefficients. In this case it is simply stating that 

Ln(Ji) == XJ3 . WinBUGS does not do matrix multiplication by default instead it 

multiplies the individual values and the summation has to be explicitly 

carried out. Next the distribution for the parameters in the linear part of the 
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model is given. In this case little is known and so as is common we use a very 

diffuse normal distribution with mean zero. 

The final parts are the data and the initial estimates of the unknown values. 

The data are fairly obvious and as we have no idea about the unknown values 

initial values of 0 are sensible. We can have more than one set of initial values. 

It is good practice to have at least a second set that are quite different from the 

first so that, assuming they both converge to the same estimates, it is 

reasonable to say that the initial values do not bias the estimates. 

-modei;- -( - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -

#Part 1 Prior distribution for data 

fori i in 1 : N  ) { prec[i] <- 1/(2*mu[ij) Y[� - dnorm(mu[i] , prec[i]) } 

#Part 2 model 

fori i in 1 : N ) { for (j in 1 :N) { mew[i ,iJ <- X[ i ,  j]*betaOJ 

log(mu[i]) <- sum(mew[i, ]) 

#Part 3 Prior distribution for the unknown parameters 

for (i in 1 :N) { beta[i] - dnorm(O, 0.00000001 )  } 

} 

#Part 4 the data 

Iist(N = 1 92, 

X = structure(.Data= c( 

Large design matrix ed ited out of the 

program at this point, 36864 1 's O's or -1 's 

comma separated . 

), 

.Dim = c(1 92, 1 92)), 

Y=c( 

1 92 data values edited out. A count for 

each Region by sex by age by ethnicity. 

), ) 

#Part 5 The initial values for the coefficients beta. 

list( beta= c( 

1 92 0's edited o ut 

- 146 -

The prior distribution for the cell counts 

is normally distributed with a mean mu 

and variance twice the mean. 

The model is (3.5) g (E [Yc ]) = Xllc where 

the link function is the logarithm. 

The coefficients are given relatively 

uninformative priors 

The data part of the program includes 

both the X, design matrix, and the census 

cell values for the table 

The program also requires initial values 



) ) for each coefficient to be estimated. 

These are set at O. 

This program will fit the loglinear model to the census data and estimate the 

coefficients as we have done in MIWin or S-Plus previously. We can then 

manually transfer the coefficients which remain constant, P2C ' to the program 

to reestimate the coefficients for the new margins from the survey data as in 

the program below. 

The prior distribution for the data is derived from the census data. For this 

illustrative program the proposition is that the data are normally distributed 

with a variance which is set to lOO, the precision is the inverse of the variance 

hence 0.01. In fact there are 8 sets of census data and two approaches could be 

applied. Either we could suggest that the most recent is the best to predict 

conditions now and the previous seven can be used to estimate the variability. 

Or the distribution can be assessed from all eight sets of data and hence a 

mean and variance calculated. The latter approach is not generally 

recommended but we will discuss the data that we have and how it can best 

be used in section 7.5 and consider in more detail the appropriate priors to 

use. 

The second part of the program then takes the estimates for the model from 

the first part and carries them through to the model for the survey data and 

reestimates those coefficients which will change, as before. The model in this 

case is 
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fJ2i - N (beta2i , taubeta2i ) These are estimated in the first program 

T and taubetali are estimated as in the first program. 

Note that in this program there is no need to calculate the values in the 

contingency table assuming independence. We can simply give a prior 

distribution for the margins and then define the margins in terms of the 

appropriate sums of the individual cells in the table. To simplify this process 

the sum for each Sex by Age by Ethnicity combination is found and then these 

are summed to give the margins. 
� -moder -c - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
: #Part 1 The prior is defined for the 

#Statements about the survey data, marg. 
for( i in 1 : 7 } { marg[i] - dnorm(margins[i], O.01 }  

for ( i  i n  1 : 1 2) { SAE[ij < - sum(mu[(i*16)-15 : i*1 6]) } 
margins[1] <- sum(SAE[1:6]) 
margins[2] <- sum(SAE[7:12]) 

for (i in 3:5) { margins[ij <- SAE[i-2] + SAE[i+1] + SAE[i+4] + SAE[i+7] } 
margins[6] <- sum(SAE[1 :3]) + sum(SAE[7:9]) 
margins[7] <- sum(SAE[4:6]) + sum(SAE[1 0 : 12]) 

#Part 2 This includes calculation of the offset and its inclusion in the 
model 

for (i in 1 :N) { for 0 in 1 : 1 87){ offs[i.iJ <- Xli. j+5]*betab[ j ] } 
for (i in 1 :N) ( for 0 in 1 :5) { mewa[i,iJ <- Xli , iJ*betaaDJ } 

survey data which is some 

margins of the table 

The relationship between the 

cell values and the margins is 

defined. The SAE variable is the 

sum of each Sex by Age by 

Ethnicity class across the 

regions. This is only found for 

convenience. 

for (i in 1 :N) ( mu[ i ]  <- exp(sum(mewa[i , 1 :5]) + sum(offs[i , 1 : 1 87])) } The log linear model is defined 

# Part 3 
for (i in 1 :5) { betaa[ij - dnorm( O.O,1 .0E-8} 

} 
#Part 4 

list(N = 1 92, 

X = structure(.Data= c( Large design matrix edited out 

of the program at this point, 36864 1 's O's or -1 's comma 

separated. ), 

.Dim = c(1 92,1 92}}, 
marg=c( 
62125, 471 1 8, 
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offset for the coefficients that are 

being carried forward from the 

census model. These are betab[] 

in the program 

Prior for the new coefficients to 

be estimated from the survey 

data. 



-4423-6: 521 76: 1283-{- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
75752, 33491 ), 

betab=c( 1 87 values for the coefficients transferred from 

the earlier results ) 

#Part 5 Two sets of initial values included in this program to check 
convergence. 
list( beta = c( 5, . 1 , .5, .5, .4) ) 
list( beta = c( 3, 0, 0, 0,0. 1 )  ) 

Data as in the previous 

program. 

Two sets of initial values to 

check convergence. 

The values given for betab[i], P2C in the model, in this program are those 

values for the coefficients in the model which have been carried forward from 

the first program acting on the 

Error! Reference source not found .. 

assumption in equation 

The full results from these two programs can be found in Appendix D. The 

results of a Bayesian analysis using MCMC simulations is a vector of values 

from each simulation. In a program with a number of variables and a large 

number of iterations these vectors become large and require computer 

memory to be stored. Storing all values slows the computer down so 

WinBUGS saves only the values for variables that are selected to be 

monitored. WinBUGS can then report a number of results and other 

information for checking convergence of the estimates and other diagnostics. 

Some of these are shown below for the coefficients that are re-estimated from 

the sample survey data. These were called betaa[] in the program and are PIS 

in equation (3.6)Error! Reference source not found . . There are only five 

coefficients which makes the output manageable. The first is the coefficient for 

the overall mean the second is the difference in the means for the sex effect 

and the others are the age effects and ethnicity. 

For the estimates of the individual cell values there are 192 values and the 

output is excessive for this document. 

First we can see the estimates of the centre of the distribution. These are 

calculated from all of the stored values of each variable. 
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The mean and median are given along with standard deviation of the estimate 

and an MC error which is calculated as the standard deviation of means of 

batches of estimates see p50 Gilks et al (1996) for more details. The MC error 

should become very small for large samples if the estimates have converged. 

2.5 and 97.5 percentiles are also given, these estimate a Bayesian 95% credible 

interval which a frequentist would probably loosely interpret as a confidence 

interval. It may not be symmetric. 

node 
betaa[1] 
betaa[2) 
betaa[3] 
betaa[4) 
betaa[5] 

mean 
5.502 
0.31 24 
0.3588 
0.5592 
0.5491 

Table 7. 1 

sd 
0.00433 
0.004483 
0.006734 
0.006373 
0.004753 

MC error 
2.375E-4 
1 .421 E-4 
2.968E-4 
2.578E-4 
1 .893E-4 

2.5% 
5.493 
0. 3039 
0.3457 
0.547 
0.5397 

median 
5.502 
0.3123 
0.3587 
0.5592 
0.5492 

Output from WinBUGS program. 

97.5% 
5.509 
0.3214 
0.37 1 8  
0.571 9 
0.5583 

start 
4001 
4001 
4001 
4001 
4001 

sample 
6000 
6000 
6000 
6000 
6000 

If these estimates are to have any credibility it is important that the chain has 

converged, to assess this we can look at a graph of the estimates in order. 

These are shown below and after a short initial period getting to a stable value 

they deviate very little. We would assume that these have converged, the 

estimates derived from the chain may be the mean, median or mode. It will 

not matter which is used if the distribution is unimodal and symmetric. In this 

work we expect most of the estimates to be normally distributed and so all 

three should be the same. 
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Figure 7. 1 Graphs showing the convergence of samples from a BUGS program 
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Below are also density graphs of the samples and the autocorrelation 

functions. These can also be used for diagnostic purposes and these show a 

well behaved chain with relatively little autocorrelation. A less well behaved 

chain is shown in Appendix D. 

1 50.0 

1 00.0 

50.0 

0.0 

80.0 
60.0 
40.0 
20.0 

0.0 

1 00.0 
75.0 
50.0 
25.0 

betaa[1]  sample: 6000 

� 
5.48 5.49 5.5 5.51 

betaa[3] sample: 6000 

~ 
0.32 0.34 0.36 0.38 

betaa[5] sample: 6000 

0.0 
'-r---.,.-----,.----r---..,..-l 

0.53 0.54 0.55 0.56 

betaa[2] sample: 6000 

1 50.0 

1 00.0 � 50.0 

0.0 

0.29 0.3 0.31 0.32 

betaa[4] sample: 6000 

80.0 
60.0 

~ 40.0 
20.0 

0.0 

0.52 0.54 0.56 0.58 

Figure 7.2 Density curves for the five coefficients 
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Figure 7.3 Autocorrelation plots for the iterations for the five coefficients 

There was no thinning of the simulations in this output and so there is some 

auto correlation shown in the graphs above. It does not extend much beyond 

lag 20 in any of the graphs and by letting the chain run for longer and 

thinning the results this could quite easily be reduced. 

The two programs described above mimic the analysis performed in MLwiN 

in Chapter Four. However the MCMC approach allows us to combine the two 

programs into one by getting the program to estimate the coefficients for the 

census data and for the survey data, at each iteration. This program is given 

below. 
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The model now is a combination of the previous two 

PIS - N (betals ' taubetals ) 
-modei;- -{ - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -Thi�-- - - - -p-;�-g�� - - - - -i�- - - - -�-
for( i in 1 : N )  Y[i) - dnorm(muc[i) , precc[�) 
for( i in 1 : N ) ( for 0 in 1 :N) ( mewc[i,j) <- X[ i, jl*betaOJ } combination of the two 

log(muc�)) <- sum(mewc[i, )) 
for (i in 1 :N) ( beta[i) - dnorm(O.O, 0.000001 ) } 

for( i in 1 : 7 )  marg[i) - dnorm(margins[i) , 0.00000001 ) 

margins(1) <- sum(SAE[1 :6)) 
margins(2) <- sum(SAE[7:12)) 

previous ones. There is 

little difference in the 

program statements but 

for (i in 3:5) ( margins[i) <- SAE[i-2) + SAE�+1)  + SAE[i+4) + SAE[i+7) } functionally there are 
margins(6) <- sum(SAE[1 :3)) + sum(SAE[7:9)) 
margins(7) <- sum(SAE[4:6)) + sum(SAE[10:12)) 

: for (i in 1 : 1 2) ( SAE�) <- sum(mu[(i*16)-1 5  : i*1 6)) } : for (i in 1 : 1 6) ( region[� <

mu[i)+mu[i+16)+mu[i+32)+mu[i+48)+mu[i+64)+mu[i+80)+mup+96)+mu[i+ 
1 1 2)+mu[i+1 28)+mu[i+1 44) 

: 
+mu[i+160)+mup+176) } : # for (i in 1 :N) { for 0 in 1 :  1 87){ offs[i , j) <- Xli , j+5]*beta( j+5 ) } } 

for (i in 1 :N) { for 0 in 1 :5) { mewa[i,j) <- Xp , j]*betaaOJ } 
for (i in 1 :N){ Xbeta[i) <- sum(mewa[i , 1 :5)) offsetp) <- sum(offs[i , 
1 :  1 87)) log(mu[ i )) <- Xbeta�) + offsetp) 

, betaa(1) - dnorm( 5.0, 0 . 1 )  
for ( I  in 2:5) ( betaa[i) - dnorm( 0.0, 0. 1 )  

#data 

list(N = 1 92, #Again the design matrix is 

removed.  
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-
�-':;(

- - -
6ata

-
vaiu

-es -ioi-
-
the-orig-ii-iaf tab-le-removed: - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -

), 
precc=c( values edited out ), 
marg=c( 62777, 45501 , 41 652, 54583, 12042, 74725, 33553 ) 
) 

: list( betaa= c( 5, 0. 1 ,  0.01 , 0.001 ,  0.4) 
: beta = c( 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 

: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
' 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 

0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0), 

: b = c( 

: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 

: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
: 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 

0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 

: 0,0,0,0,0,0,0,0,0,0, 0,0) ) 

There is a significant difference in this last program. The coefficients that are 

carried forward from the model for the census data are no longer constant 

values but they are simulated, at each iteration of the program and hence the 

distribution of the final estimates includes variability not only from the new 

margins but also from the original census data through these varying 

coefficients. The variance of these final estimates should be closer to reflecting 

the true situation assuming that the model is appropriate. 

The simple model proposed above still only uses categorical variables. We 

could also repeat the analysis using a quadratic function as in Chapter Five or 

using the five yearly age groups also discussed in Chapter Five. These require 

small changes to the program above but the main steps are the same. The 

design matrix X needs to be changed in the same way as in Chapters Five. 

This will be considered in more detail in section 7.6. 
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7.4 The data 

In a true Bayesian analysis it would be discouraged to use the data itself to 

estimate priors. The priors are estimates of the state of knowledge before the 

data is collected and they should be adjusted by the data when it is known. If 

both the priors and data are found from the data collection process then the 

analysis will be biased as greater weight is given to these particular data. 

For the data that we have we can use one of the replicates for the data and the 

rest to estimate the prior. For the WINZ data it is entirely reasonable to use 

the most recent data set for the new margin and some previous data sets to 

estimate the variability for the priors. With the sample survey data it is less 

clear as the data is collected in 512 balanced replicates but we could envisage 

one of these being the data and the rest being used to estimate the variability. 

The alternative approach would be to use the mean and variance of all 

replicates for data and for the prior. This approach is not recommended in 

Bayesian analyses as the same data is being used twice and the assumption is 

made that the priors and the data are independent. The effect will be to 

downward bias estimates of variability. In the case of the 512 replicates for the 

sample survey data there would be little difference in practice however when 

only using 8 sets of WINZ data there will be a greater difference here. 

To make the results comparable with the results used earlier in this thesis the 

latter, less rigorous method of estimation for the data and the priors has been 

used. In any practical use of the new approach using a Bayesian analysis 

decisions would need to be made as to the best use of the data available with 

respect to the data and the priors but reusing the data is not recommended. 

For the WINZ data it could be argued that a mean of the three months that 

occur whilst SNZ HLFS data is being collected is best for the data and using 

some previous months would give an estimate of the variability for the prior. 

As far as the HLFS data is concerned, as has been suggested above, it is less 
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clear how it should be used but the difference that would be expected would 

be smaller. Previous quarters of data could be combined to estimate the 

variability in the replicates. What has been developed below puts aside these 

issues in order to illustrate the technique given only eight periods of data. 

Work should be carried out to ensure that the best use of the data is being 

achieved. In the rest of this chapter we will use averages and variances from 

all replicates. 

7.5 Choice of priors 

The programs above have used prior distributions for various parameters and 

for the data. In any Bayesian analysis these priors should be justified. In 

general if there is no information about a distribution then a prior with a 

fairly flat wide distribution is used hence the unknown parameters in the 

generalized linear model may be given a normal distribution with large 

variance. WinBUGS uses the precision instead of the variance, precision is the 

inverse of variance, so this would look like, beta[i] � dnorm(O, 0 .00000001), in 

the program. The exact precision is arbitrary as long as it is small enough to 

give a large variance. The choice of precision can affect the speed of 

convergence without having a marked effect on the estimates, so it may need 

some fine tuning. 

The prior distributions for the new margins are given by the 512 balanced 

replicates in the sample survey. Each replicate gives an estimate for the new 

margin and these distributions are shown in the graphs on the next page for 

the two sexes, three age groups and two ethnicities. 
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Figure 7.4 Histograms of replicates for margins from sample survey data 

From the histograms above and the normal probability plots below there is no 

evidence to suggest that the distribution of the estimates in the replicates is 

not normal. The p values for an Anderson and Darling test of normality are 

given and the smallest is p = 0.131 which again suggests that normal 

distributions would be appropriate Anderson and Darling (1954). 
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Figure 7.5 Normal probability plots for the replicates of the new margins from the 

sample survey data. 

New Margins Mean 

Male 62777.1  

Female 45501 .3 

Age 15 to 24 41652.4 

Age 25 to 49 54583.6 

Age 50 and over 12042.4 

Pakeha and 
74725.0 

Other 

Maori and 33553.0 
Pacific Islander 

Standard . 
D 

. .  Vanance 
eVlation 

2875.5 8268500 

2288.2 5235859 

2640.8 6973825 

2508.2 6291067 

1336.6 1786500 

3523.0 1241 1529 

1914.0 3663396 

Variance 
Coefficient 

of 
Mean 

Variation 

131 . 7  0.0458 

1 15.1  0.0503 

167.4 0.0634 

115.3 0.0460 

148.4 0. 1110 

166.1 0.0471 

109.2 0.0570 

Table 7.2 Means and variances for new margins from 512 replicates of 

survey data 
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The ratios of variance to mean and the coefficients of variation give some 

indication of a constant ratio. We could set the prior for each value in the 

margins with the mean and variance as calculated or use the mean and use an 

average coefficient of variation of around 130 as an estimate of the ratio. We 

have used the actual estimates of both the mean and variance. 

Table 7.2 clearly indicates that the new margins should not be treated as 

Poisson variables. The variances are much too large to be considered equal to 

the mean. There are a number of mechanisms which can lead to over

dispersion such as this. They are often related to large inter-cluster variability. 

The complex cluster design of the HLFS may well introduce this over

dispersion. It is common in generalized linear models to assume that the 

variance is linearly related to the mean and not equal 

This is one solution to the problem and we could assume that 0'2 
::::: 1 30 and 

continue the analysis. The generalized linear model is very flexible and the 

link function is not dependent on the distribution. The logarithmic link 
function is the canonical link for the Poisson distribution and hence has some 

desirable properties but it is not restricted to that distribution. The suggestion 

that a log linear model is appropriate for data in a contingency table still 

stands, we would expect the effects to be multiplicative and so the logarithmic 

transformation is sensible. It appears from the discussion above that the 

margins from the survey data are normally distributed and we will see below 

that this assumption is not unreasonable for the cell counts in the complete 

table of WINZ data. 

In the Bayesian setting using WinBUGS we are also able to set each margin, or 

cell count, with its own mean and precision so we no longer need to assume 

some relationship between mean and variance. 
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The cell counts in the census data present rather more problems. Here there 

are only 8 replicates and there are up to 1776 cells if we consider 74 Territorial 

Authorities, two sexes, three age groups and four ethnicities. If we look at the 

nine North Island Regions broken down by the two sexes and three age 

groups then there are 54 cells in the table. One approach is to calculate the p 

values for the test of normality for each set of eight values and then to look at 

the distribution of these p values. Under the null hypothesis that the cell 

counts are each normally distributed, across the eight censuses, the p values 

would be uniformly distributed. The results for the table with 54 cells are 

given below. 
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Figure 7.6 Quantile-Quantile plot and histogram of probabilities reported by 
Anderson Darling tests for normality for the 54 cell contingency table 
used in the earlier example. 

We can see that the p values are skew down and the quantile quantile plot 

suggests this as well. The test used to generate these p values was Anderson 

and Darling which tests whether the data comes from a specified distribution 

in this case the normal distribution Anderson and Darling (1954). The pattern 

of p values was the same for the Kolmogorov Smirnov statistic and Cramer

von Mises. 

None of this is evidence that the cell counts are not normally distributed and 

so we have used normal priors for the cell counts. It should be made clear that 

- 161 -



the possibility of seasonal changes in the unemployment have not been 

investigated. With only eight months of data these would be difficult to 

identify but with more monthly data this should certainly be considered. 

However the method used for estimating the small area counts would be the 

same but the priors and data would be affected. Thus again we should say 

that the data analyses in this thesis are intended to illustrate the new 

approach and not to find the best model. 

As discussed above in making this decision we have moved away from the 

Poisson or multinornial count models that are the normal assumption in 

contingency tables of count data. The development of the log linear model for 

a contingency table presented in Chapter Three made no distributional 

assumptions in suggesting that an additive model on the log scale was 

appropriate. We could appeal to the central limit theorem and with large 

sample sizes in most cells of the table we could expect the Poisson cell counts 

to be approximately normal. Or we could simply use a model which proposed 

that the cell counts were normally distributed and that the model was linear 

in the log scale. 

7.6 Bayesian solution with a quadratic function. 

The same program as in section 7.3 can be used for the model with a quadratic 

function, we only need to change the design matrix so that the appropriate 

colunm vectors, for both the main effects and interactions, have the age and 

the age squared in them as opposed to a one. When using three age groups 

the quadratic model and the earlier model with two age effects give the same 

results as we have seen in Chapter Five. This is as expected as the quadratic 

model has two parameters for age as does the model with categorical 

variables. The model for the nine North Island regions with data for 11 five

yearly age groups between 15 and 65 has also been fitted as in Chapter Five. 
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The results for these two models are the same as for those presented in 

Chapters Four and Five. 

7. 7 Variance estimation 

In this thesis we have said little about the estimation of the variance of cell 

counts. In SPREE the usual measure of accuracy of the estimates is an estimate 

of the mean square error with respect to the survey design Purcell (1979) and 

Ghosh and Rao (1994). 

Remembering the definition of variables from Chapter Three 

7t the past cell relative frequencies representing the association 

structure. Generally found from the census data. 

the marginal constraints representing the allocation structure, 

generally found from the sample survey data. 

p the cell estimates resulting from applying the IPF algorithm to 7t 

and �. 

Along with the following subscripts 

h small domains 

variables of interest 

g associated variable categories 

We can express the estimated (est) means squar� error (mse) as 

est[mse (p I n)] = V (p 1 7t) + (E (p I n) - P  ) (E (p I n) - P  r (7.1 )  

where P denotes another estimate of the cell counts at the time of the 

survey based on long term averages. 

Haslett, Green and Zingel (1998) developed an estimator for the variance 

which could be used for the data available in the present example. Haslett 

(2003) has provided the following derivation. 

It is better to consider the true cell counts P to be a superpopulation 

parameter rather than a parameter fixed with respect to the survey design, as 
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P depends on a distribution that depends on the stochastic properties of 7t as 

well as p rather than only on the survey design itself. 

Letting & denote expectation with respect to the r; superpopulation 

distribution, and E denote the usual expectation with respect to the survey 

design, with v, and Vd denoting the corresponding variances we then have 

the following alternative interpretation of est[ mse (p I n)] as an approximately 

unbiased estimate of the combined superpopulation and survey design 

variance of p. 
Taking the joint expectation of equation (7.1) first over the design (for which 7t 

is fixed) then over the superpopulation and assuming that the variance term 

is design unbiased yields: 

&E [ est[mse(p I n)]] = & [  Vd (p I n)] + &E [ (13 (p I n) -P ) (13 (p I n) -pr ] 
Replacing 13 (p I n) in the bias term by E (p I n) of which it is an estimate and 

approximating (E (p I n) -p) by (E (p I n) -P ) (assuming that the long term 

averages are close to the true values) we can write: 

� & [  Vd (p I n)] + EE [  (E (p I n) - P ) (E (p I n  ) - Pt] 
= E [Vd (p I n)] + E [ (E (p I n) -P) (E (p I n) -ptJ  
= E [Vd ( p  I n)] + v, ( E  (p I n)) (7.2) 

from the usual formula for conditional variance (see for example CR. Rao 

(1973)) 

= EE [ (p - E& (p )) (p -EE (p )f J 
which is the unconditional combined variance of p under the superpopulation 

and over the design. 

If the small area estimates are sums of cells in the table, the variances will be 

sums of the appropriate variances. 
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The first term on the right hand side of equation (7.2) is the estimated survey 

variance of p given the most recent census association structure 7t which can 

be estimated via balanced repeated replicates sub sampling Wolter(1985). This 

is achieved by varying the margins of the table used to generate the SPREE 

estimates while leaving the underlying body of the table fixed. The second 

term is the estimated model variance of E (p 1 7t) gained from varying the 

association structure for the given survey margins. It is convenient that both 

of these terms can be estimated using the same underlying algorithm as 

SPREE estimation itself. Hence they are computation ally simple and efficient 

relative to considering all combinations of internal structure and margins. . 

In the Bayesian context the estimation of the variance is somewhat simpler as 

the distribution of all parameters of interest are generated by the simulations. 

If the priors include appropriate estimates of the precision for both the 

margins found from the sample survey data and for the cell values from the 

census data, then the distributions of the small area estimates will reflect these 

and the standard deviation reported by WinBUGS should be close to those 

calculated by the method above. 

7.8 Conclusions 

The Bayesian approach to statistics has very briefly been introduced and we 

have shown why the data that we are using is appropriate for this approach. 

Using the same model as in the analysis in Chapter Four we have shown that 

the Bayesian approach and BUGS software package result in the same 

estimates as those from the other packages that we have used and have been 

shown to be the same as the SPREE estimates using the IPF algorithm. 

The nature of the data has made the choice of priors quite simple. The 

estimates formed by the MCMC approach to the Bayesian model allow the 

variability in the estimates to be found with ease. Even in the initial, two step, 

program where the coefficients in the GLM for the census data are estimated 
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and then these are used as part of the data to estimate the other coefficients 

for the survey data the variability in the estimated coefficients is carried 

through to the second step as part of the prior for those variables. In the final 

version of the program the two sets of data are fitted in the same program and 

the variability in the estimates of the coefficients for the census data is carried 

through to the estimation of the coefficients for the survey data by default. 

Hence the estimates of the variability in the predicted counts should reflect all 

of the variability inherent in the data. This is not true in most small area 

estimation procedures since neither MCMC nor the method of Haslett(2003), 

as in section 7.7, is used. 

We now have the structure and the software to extend the models that we can 

use in new directions. The generalized linear model is very flexible in its 

application and by extending it to random effects as well as fixed effects an 

even wider range of possibilities emerge. We will illustrate some of these 

possibilities by introducing a conditional autoregressive (CAR) model to 

allow for spatial correlation between cells in the table. The CAR model will be 

discussed in detail in the next chapter. 

In Chapter Nine we will also use the Bayesian approach in extending the 

tables to include counts of employed and we will show that this is the same as 

modeling the relative risk of unemployment. 

These two extensions are in no way exhaustive of the opportunities, they 

simply show two possible extensions to the model that can be applied when 

using the new approach that we have proposed. 
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C HAPTER 8 

Spatial models, a conditional autoregressive (CAR) approach 

B.1 Introduction 

Much of the background material in this chapter is covered in "Statistics for 

Spatial Data" by Cressie N. (1993) Wiley. Some sections will be specifically 

referenced where further detail may be required. 

Data collected in a wide range of situations have long been recognised as 

having spatial variation. Initially most research was focused on reducing the 

effect of spatial dependence in the results. R.A. Fisher at Rotharnstead 

Experimental Station in England in the 1920's and 30's went to great lengths 

to reduce the effects of spatial variability in field trials largely by data 

collection design. Ideas such as replication, randomization and blocking were 

introduced. Since that time the emphasis has moved to explicitly modeling 

the spatial variation both in the types of agricultural experiments that Fisher 

was involved with and in a wider range of problems. This wider range of 

problems includes applications in geostatistics, particularly mining, 

atmospheric science, soil science, epidemiology, public health and analysis of 

data from satellites. Ghosh, Natarajan, Stroud and Bradley (1998) and Rao 

(2003) describe spatial approaches to small area estimation including the use 

of models with spatial autocorrelation though they do not use auxiliary data. 

This range of applications continues to expand rapidly. 

Most data analysis is performed on the assumption that the data collected are 

independent observations, in a spatial analysis this assumption is relaxed to 

allow for sites "close" to each other to be more "similar" than sites widely 

spaced. Measures of similarity and closeness will depend on the application. 
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These measures then need to be translated into the value of a variable. We 

will explain these terms as they relate to our data later in this chapter. 

In relaxing the assumption of independence other less restrictive assumptions 

are introduced. We will assume that there is a correlation between adjacent 

sites. This correlation may change as "distance" between site centres changes. 

This distance may be Euclidean. Alternatively the correlation could be fixed 

for neighbours so that it is nonzero between areas with common boundaries. 

This thesis will define adjacency to mean sites with common boundaries. This 

is one of many possible definitions of spatial interdependence but it will 

suffice to show that the new approach that we are proposing can include 

models of this type. A brief discussion of some other possible adjacencies is 

included in section 8.7. 

Spatial data are commonly categorised into a number of types. 

Three commonly used are: 

• data with a continuous spatial index such as geo-statistical data where 

variables change continuously, 

• those with a lattice index where a regular or irregular grid is drawn on 

the area and observations are based on the grid "squares", 

• spatial point processes where the variable of interest is the location of 

"events" which are clustered by some mechanism. 

Lattice data can be either regular or irregular depending on whether the space 

is divided into a regular pattern, such as a grid placed on top of a city map, or 

an irregular pattern, often imposed by geographical boundaries. As the 

Regional Authority boundaries in New Zealand are based on watersheds, and 

as these are not regular, we will consider irregular lattices. 

This chapter will consider correlation based on geographical adjacency, hence 

regions next to each other will be considered similar, but there are other 
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similarities which could be exploited. Individual cells in the table are defined 

by sex, age and ethnicity variables as well as geographic regions. Members of 

an ethnic group could be considered similar as could males or females. Even 

some age groups may be related. These possibilities raise many modeling 

issues. The intention in this chapter is only to show that the models can be 

fitted and the parameters estimated. We will look briefly at some model 

comparison but that is not the focus of this work. 

In spatial models there is often a problem of what to do with areas which are 

on the edge of the lattice. Like the surface tension on the surface of a liquid 

estimates are pulled in towards the areas within the lattice with no effect from 

outside. We will suggest that this is of no concern in our case because the 

boundaries of the set of regions considered is not arbitrary but the boundary 

problem may need to be considered in the more general setting. 

8.2 The CAR model 

Gaussian conditional autoregressive (CAR) processes have been used in 

spatial statistics to describe the association between random variables 

observed at fixed sites in some Euclidean space Cressie (1993). An additional 

term is added to the model which is zero unless the sites are adjacent. In the 

case of adjacent sites the additional term is normally distributed. For 

examples of recent work see Besag and Kooperberg (1995) and Pettit, Weir 

and Hart (2002) 

The spatial dependence is modeled by the covariance matrix which includes 

terms for adjacent areas. This matrix must be symmetric (if i is adjacent to j 

then j must also be adjacent to i). 

(8. 1)  

where 
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Y is the vector of data values subscripted for census or survey as 

appropriate 

Il is a vector of means of the distributions of the 

C is the (I x I) matrix of cij where Cjj = 0, C;k = 0 where i and k are 

is the variance of y; 

conditional on the neighbours 

M is the diagonal (I x I) matrix diag ( '12 " . " ,,2 ) 
Note that in the case where adjacency of areas is used in the model C is not an 

adjacency matrix, but a function of the adjacency matrix, the number of 

neighbours and possibly unequal variances depending on M. 

8.3 Implementation in WinBUGS 

The models that we have fitted in WinBUGS are of the form 

with appropriate subscripts for census and survey data as discussed in 

Chapter Three. 

is the data i.e. y; 

are the ith row of Xl and X2 as defined in Chapter Three 

a + bi is the conditional autoregressive component 

v is defined in the literature as a vector of pseudo errors 

or equivalently 

n 

y; - f.J; == ICij (y; - f.J; ) + v; 
j=1 

For the implementation of WinBUGS 

y; - p; = a + h; and we can write 

n 

a + b; = ICij (a + bj ) + v; 
j=1 
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Define 

Then 

Hence 

Ci = (CiP , , ,Cin f , {-I if i = j 
cij '= . . , 

cij if l ::j:. )  and 
C; = (Ci1 '  •• , Ci•i-1 ' -I, Ci,i+l '  .. Cin ) T 

Vi = a (l -c;l) - (c;f b = -(c;f (al + b) 
v = -(I -C) (al + b) 

where 1 is an I x 1 vector of l 's  

and b is  the I x 1 vector of b'  s 

(8.2) 

Noble and Haslett (2001), Noble, Haslett and Amold (2001). 

So it can be seen that there is a deterministic relationship between V (as 

defined in the literature) and a and b as defined in WinBUGS. 

8.4 Specification of the CAR model in WinBUGS 

The specification of the CAR model in WinBUGS requires the adjacencies to 

be defined. The four parameters of the car. normal distribution are the adjacency, 

the weights, the number and the precision. Thus the statement reads 

Where 

b[1 : 1 92] - car.normal(adjO,weightsD,numD,tau) 

adiO This is a string of comma separated numbers denoting the cells 

adjacent to a given cell. The first part of the string in the 

example used in this chapter is: 2, 1,3, 2,4,6,7,8, 3,5,6, 4,6, 

3,4,5,8, 3,8, 3,6,7,9, 8, 11,12,13,14, 10,12, 10,11,14, 

10,14,15,16, 10,12,13,15, 13,14,16, 13,15 The spaces have 

been added to read it more clearly. The string indicates that 

cell 1 is adjacent to 2, cell 2 is adjacent to cells 1 and 3 etc. In 

this example this string is repeated 12 times with 16 added to 
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each number each time so that each sex by age by ethnicity 

combination is paired with adjacent regions. 

weightsD Are weights which may be applied to each adjacency, these 

could be related to distance etc. In the example here they will 

all be 1 to simplify matters. 

numO This is a houskeeping variable for the program to interpret the 

adj [] variable. It gives the number of neighbours for each area 

which the program uses internally. 

tau This is the precision of the spatial variable. 

One point to note is that the car. normal distribution is pararneterized to include a 

sum to zero constraint on the random effects. This means that a separate 

intercept term must be included in the model. In WinBUGS it is 

recommended that this be assigned an improper uniform prior which is 

defined by the dflatO statement in the program. The dflatO distribution 

corresponds to an improper prior on the whole real line, being in effect a 

uniform prior of infinite width. T his is an improper prior as it does not 

integrate to one. Besag and Kooperberg (1995) show that this 

parameterization is equivalent to the unconstrained parameterization with no 

separate intercept. 

A full example of a program, in fact the one used for the data analysis in the 

next section, is included in Appendix C. 

The model that is being applied is the same as has been used previously for 

the census and survey data but the model for the survey data has the 

additional CAR terms. 

Ln(Jlc )  = X1PIC + X2P2C 

Ln(Jls ) = X1PIS + X1PIS + a + b 
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PlC - N (betaIC ' taubetalC ) 
P2C - N (betazc ' taubetazc ) 
PIS - N (betaIS ' taubetalS ) 
a - U ( -00, 00) Note this replaces the constant term in PIS ' 

Xl no longer includes a column of ones. 

b - MVN (0, r.) as reviewed in Besag and Kooperberg (1995). 

Note a and b are defined as in section 8.3. 

Once more there are a number of modeling considerations which should be 

addressed if this model, or one related to it, is to be used in a practical 

situation. The CAR part of the model has only been added to the sample part 

of the model, alternatively it could be added to the census part or both. If we 

believe that the census data accurately models the regional effects then there 

is no advantage in modeling the correlation between the regions. If on the 

other hand we believe that the census data does not reflect the regional 

differences in the variable of interest then modeling the correlation between 

adjacent regions may improve the estimates. The sampling variability of the 

survey data will be smoothed by borrowing strength from the adjacent 

regions and so the estimates should be more stable with the CAR model. 

The program is essentially the same as the one in Chapter Seven with the 

additional section defining the CAR model as below. 
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-for-((in-2:5) { - -tieta-aOf:-diiorm(6�6.-f.OE-8Y - - - - - - - - - - - - - - -u�icl;;��ti��- -p-;i�;�-f��- -i���- -�i -th�-

betaa[1] - dflatO 

b[1 : 1 92] - car.normal(adiO. weightsO. numO. tau) 

tau - dgamma(.001 . .  001 )  sigma<-1/sqrt(tau) } 

new coefficients as in the previous 

chapter. 

The intercept term beta[l] is given 

the dflatO prior as described above. 

CAR normal prior 

Prior distribution for tau for the 

car .normal distribution 

Choice of a suitable prior for the precision, tau, of the spatial variable is less 

clear than the priors for the other parameters that we have discussed. Active 

research continues in the area of specification of priors for variance 

parameters at present Browne and Draper (2001). A gamma distribution is 

commonly used but the choice of parameters of the distribution is largely 

subjective. Two equal parameters give a mean of the distribution of one and 

this is common, but the variance is the second parameter over the first 

squared and this will change the probability of selecting values close to zero 

or far from it. If the spatial effect is in fact negligible values close to zero are 

desirable Kelsall and Wakefield (1999). 

The choice of the gamma distribution may historically have been for 

convenience as it is a conjugate prior and analytically this was advantageous. 

Modem software makes this less important hence there may be better priors 

to use. Such distributions as uniform within a defined range and half normals 

are being used and this aspect should be considered in more detail. There has 

been some discussion recently, on the BUGS email discussion group, on the 
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exact meaning of an uninformative prior and it is erroneous to believe that 

simply because the distribution is fairly flat it will be uninformative. The 

gamma distributions used for the precision parameter of the CAR term have 

low density across a wide range of the positive real numbers, but they do 

have a maximum and the position of this maximum along with the 

probability that the precision could be close to zero can affect the outcome. 

Greater weight at some point may affect the results even if it is only slightly 

greater. An assessment of the robustness of the estimates to varying priors 

should always be carried out. If the prior is supposed to be uninformative 

then using other uninformative priors should give similar final estimates. 

We have chosen values which gave clear changes in the estimates but which 

were not closely dependent on the priors chosen. We would reiterate that the 

intention of this thesis is to show how these more sophisticated models 

become possible using our approach whereas under SPREE they are not. 

If the new approach was to be used in practice and a spatial variable such as 

this was to be included then the choice of priors is certainly important. With 

data such as ours, which is collected regularly, past data can be used and over 

time the spatial component would not be expected to change quickly. Hence 

we can try different priors with the past data and find ones which, over time, 

smooth the estimates in an appropriate manner. It is possible that these priors 

may change over time but we would not expect them to change suddenly 

unless there were administrative, or legislative, changes which introduced a 

sudden change to the data. In a 11 one off" analysis it would be more difficult 

to justify the choice of a prior which was at all informative as with only a 

single set of data there would be no information to use. An uninformative 

prior with some weight close to zero may be the best solution in this case. 
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8. 5 An Example 

We shall apply the conditional autoregressive model to the sixteen Regional 

Authorities data for both islands of New Zealand. We will subdivide the 

population into two sexes, three age groups and two ethnic groupings. 

The census data, from the NZDWI is used to estimate the parameters in the 

saturated loglinear model for the two by three by two by sixteen contingency 

table for sex, age, ethnicity and Regional Authority categories. The survey 

data gives new margins for the sex, age and ethnicity variables and the overall 

mean. In the results presented in Table 8.1 the original census data is given 

along with the estimates for counts using the new algorithm with categorical 

variables, the latter being equivalent to SPREE. No spatial dependence is 

included. Finally estimates are given using the new algorithm and a CAR 

model to include spatial dependence. In the results below these are called 

"Census", "SPREE" and "CAR" respectively. 

The adjacency matrix, which defines "similar" cells, is constructed by defining 

regions that have a mutual boundary as being similar. This is then applied to 

sex by age by ethnicity sub groups within each region. That is Northland male 

Pakehas aged 15 to 24 are considered to be similar to Auckland male Pakehas 

aged 15 to 24 etc. The matrix is symmetric so the reverse of the above is also 

true. In this analysis we have assumed that the North Island is separate from 

the South Island, that is, there is no adjacency between any North and South 

Island regions. In New Zealand the southern region of the North Island, 

Wellington, and the northern region of the South Island, Marlborough, are 

very different in terms of their population and work related activities. The 

diagram below shows these adjacencies. 
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Figure 8.1 Map of regions and diagram showing the adjacencies used. 

The prior for the precision of the spatial dependence is as discussed above 

with a gamma (0.001, 0.001) distribution. This has a mean of one and a 

variance of 1 000. 
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North Island South Island 

Region Census SPREE CAR Region Census SPREE CAR 

Northland 9600 5857 5969 Tasman 1614 1139 1086 

Auckland 39699 26057 26544 Nelson 1859 1337 1274 

Waikato 14278 9383 9530 Marlborough 1789 1249 1187 

Bay of 12606 7874 8003 West Coast 2043 1431 1354 

Plenty 

Gisborne 3722 2157 2178 Canterbury 19354 14058 13378 

Hawkes Bay 8018 5087 5170 Otago 8260 6001 5702 

Taranaki 5627 3867 3924 Southland 4690 3288 3119 

Manawatu- 11112 7437 7556 

Wanganui 

Wellington 17909 12051 12278 

Table 8. 1 Unemployment counts by region. Census counts from NZDWI data, and 
estimates using the new algorithm (SPREE) and using the new algorithm 
including an autoregressive error structure. 

Statistics New Zealand report standard errors for counts in a region for the 

direct estimates from the survey data (not given here) in the range 4% to 10%, 

for the SPREE estimates they are 0.3% and for the model including the CAR 

error term they are in the range 0.6% to 1 .4%. 

Tables 8.2 and 8.3 shows counts for each method subdivided by age group 

ethnicity and sex for the Regions in the North and South Islands. in 
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Northland 

Auckland 

Waikato 

Bay of Plenty 

Gisbome 

Hawkes Bay 

Taranaki 

Manawatu 
Wanganui 
Wellington 

Table 8.2 

North Island 
Male Female 

Ethnicity Pakeha and Other Maori and Pacific Island Pakeha and Other Maori and Pacific Island 
Age 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 

SPREE 474 1070 238 616 1069 106 419 623 153 444 574 73 
CAR 398 1057 270 595 1183 139 529 640 98 401 485 61 

SPREE 2555 6105 930 2028 2563 553 2454 4229 744 1974 1681 241 
CAR 2144 6039 1060 1962 2839 730 3097 4335 479 1786 1422 201 

SPREE 1177 1706 349 792 1000 306 1266 1125 286 676 626 73 
CAR 988 1685 398 768 1107 404 1598 1153 185 612 530 61 

SPREE 755 1227 287 802 1228 308 825 820 245 65 635 77 
CAR 634 1212 328 774 1360 406 1042 843 158 601 536 64 

SPREE 146 243 53 279 487 90 143 147 26 217 289 38 
CAR 123 241 59 270 538 120 181 150 17 196 244 31 

SPREE 595 961 210 483 673 197 557 506 134 369 382 46 
CAR 498 925 239 467 746 259 705 519 87 334 323 39 

SPREE 625 770 169 240 274 140 603 567 119 176 463 22 
CAR 524 761 192 232 304 185 761 580 76 159 138 18 

SPREE 1060 1504 316 543 663 267 1042 964 233 411 387 47 
CAR 889 1486 358 526 734 353 1316 987 149 372 326 39 

SPREE 1814 2697 521 852 983 369 1597 1577 340 682 540 79 
CAR 1520 2664 592 823 1088 488 2019 1614 219 617 456 66 

Comparison of the census data with estimates from a SPREE type analysis and the new approach including a conditional 
autoregressive error structure, North Island regions. Prior for the precision of the CAR parameters was Gamma(0.5, 0.005) 

- 179 -



South Island 
Male F 

Ethnicity Pakeha and Other Maori and Pacific Island Pakeha and Other Maori and Pacific Island 
Age 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 

Tasman SPREE 155 350 69 23 38 50 158 215 40 17 20 3 
CAR 156 334 60 20 45 59 161 219 32 15 13 2 

Nelson SPREE 221 334 72 37 50 49 236 238 49 28 21 1 
CAR 221 319 63 33 59 59 240 242 40 25 14 1 

Marlboroug h SPREE 184 322 76 47 57 57 181 206 50 35 31 3 
CAR 184 308 66 40 67 68 184 209 42 32 21 3 

West Coast SPREE 217 765 86 30 44 64 182 235 52 26 28 2 
CAR 218 444 76 26 52 76 184 240 42 22 19 1 

Canterbury SPREE 2426 3388 688 400 441 484 2671 2422 51 1 352 251 24 
CAR 2438 3234 598 344 520 578 2704 2466 417 297 172 19 

Otago SPREE 1095 1578 336 126 136 231 1051 1056 201 98 81 12 
CAR 1100 1505 293 108 160 276 1066 1073 165 83 56 10 

Southland SPREE 516 756 187 126 174 148 545 525 116 101 85 9 
CAR 518 722 163 108 205 177 552 534 95 85 58 8 

Table 8.3 Comparison of the census data with estimates from a SPREE type analysis and the new approach including a conditional autoregressive 
error structure, South Island regions. Prior for the precision of the CAR parameters was Gamma(0.5, 0.005) 
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Figure B.l gives a clearer comparison of the SPREE and CAR estimates with 

different gamma priors for the precision of the CAR parameters. 

Parameters for Tau 

Prior 

Gamma(O.01, 0.01) 

Mean 1 

Variance 100 

sigrna = 0.02949 

Prior 

Gamma(O.l, 0.01) 

Mean 10 

Variance 1000 

sigma = 0.009335 

Prior 

Gamma(O.5, 0.0005) 

Mean 100 

Variance 2000000 

sigma = 0.006429 

Graph of Estimates including a CAR structure vs 

Estimates without. 
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Figure B.2 Graphs of estimates with and without the conditional autoregressive term. 
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The graph below shows the estimates with and without the CAR part in the 

model for the gamma 0.01, 0.01 prior of the precision parameter without the 

values greater than 750. When the larger values are included the scales on the 

axes are such that the detail is lost. The larger values are removed and so the 

fanning out of the estimates is more obvious. This is not unexpected given 

that the linear model is on a logarithmic scale. 
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Figure 8.3 The first graph from figure 8.2 with large values removed to show 

the structure better. Regions 1 to 1 6  are identified. 

In general the estimates for the North Island Regions change by a similar 

proportion in each sex by age by ethnicity combination compared with the 

SPREE estimates without the CAR term. The South Island estimate for the 

same sex by age by ethnicity combination changes in the opposite direction. 

The CAR terms form blocks of nine and seven almost identical values for each 

sex by age by ethnicity combination, for the two Islands. This is due to not 

having any adjacency between the two Islands and, I suspect, the high degree 

of interlinking between the small' number of regions. Modelling the North 

Island alone did not change the pattern for that island in the CAR terms. 
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In section 8.7 we will discuss correlations between regions which may not be 

strictly spatial, in these cases there may be adjacencies which cross between 

the islands. 

The model can be fitted but the results do not seem to be particularly useful in 

this example. Including the 74 Territorial Authorities may give more room for 

sensible correlations between the smaller areas. 

The choice of the prior for the variance if the CAR term is important and 

much more work would be needed to ensure that it was appropriate. In the 

graphs in figure 8.1 we have demonstrated that the choice of prior does affect 

the estimates in the example. I don't believe that we are in a position to make 

firm decisions on the appropriate prior for this model at this stage. We have 

mentioned earlier that we only had eight months of data for the census and it 

would be more useful to use more months of census data to look at the 

seasonal patterns which we would expect to be found in this sort of data and 

then to consider the CAR terms in more detail. 

The method proposed in this thesis can be used to fit CAR terms to the model. 

8. 6 Edge Effects 

As mentioned in the introduction to this chapter edge effects can cause 

concern in spatial modeling. The problem arises when the area under study is 

part of a larger area. In this case there are data for points outside the area 

under consideration which are probably unknown. If in the diagram below 

we are interested in the larger area with small areas one, two, three, four and 

five then if we are considering small area one it will be it will be influenced by 

two, three and four but not five if we are considering shared boundaries. 

However small area one is also likely to be influenced to some extent by areas 

six, seven and eight for which there may be no data. The influence may also 

be somewhat different if different political structures or administrative 
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organization exists in the larger areas which have common boundaries with 

our small area one. 

Figure 8.4 Map of small areas within a region (shaded) 

with other small areas around. 

For the unemployment data in this thesis this is not a problem as the areas are 

two islands which are .not influenced by the areas around them since there are 

none, only sea. Should we be considering other variables such as mean 

temperature then the effect of the oceans bounding some areas would need to 

be considered. 

The choice of adjacencies between the two islands may be a matter of some 

debate. We could assume that the two islands were independent of each other 

as a simple assumption, in which case the CAR part of the model should be 

applied to each island separately. 

8. 7 Adjacencies other than simple geographic 

This chapter has concentrated on spatial correlation between neighbouring 

regions with a common boundary. With the data that we have for 

unemployment it is easy to surmise that there may be other correlations, and 

hence other adjacencies, such as those within a gender or ethnicity. It is 
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perfectly reasonable to suggest that counts of unemployed females may be 

similar in different regions and similar for ethnic groups. Also there may be 

correlations within age groups. These effects may well be stronger than the 

relatively crude geographic adjacency that we have considered here. Even 

within the geographic adjacencies there may be stronger reasons for 

considering regions with similar industries to be adjacent even though they 

may be geographically separated. 

The governmental regions discussed here are defined with other variables in 

mind, not unemployment, so the adjacency may not be well modeled using 

those boundaries. 

The approach that we have taken in this chapter can easily be adapted for 

other kinds of correlations as they only depend on the definition of adjacency 

and the construction of the adjacency matrix. 

If we are considering correlations other than simple spatial effects then the 

division between the islands may not be a factor. For example if we were to 

hypothesize that unemployment rates amongst young Maori women were 

similar throughout the country then we may consider them to be adjacent, in 

this case the physical separation of the two islands may not be relevant. 

8.8 Conclusions 

The new approach that we have proposed has been used to fit a CAR model 

to adjust the cell counts so that a predefined correlation structure is included 

in the model. We have shown that models such as this are possible with the 

new approach. 

The choice of correlation structure is subjective. It is important that if models 

such as these are used in practice then a great deal of work is needed to justify 

the use of the model and to define a suitable correlation structure. In small 

area estimation boundaries between geographic areas and divisions between 
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levels of categories, such as age groups, are subjectively chosen. These both 

most often represent an arbitrary choice and in fact the underlying variable is 

continuous. In those circumstances an autoregressive structure can smooth 

the effect. 

The analyst would hope that using these sorts of models would have the 

effect of smoothing the estimates and over time they should appear more 

stable than the direct estimates or the ordinary SPREE estimates. This would 

enable some checking of the estimates as the direct estimates from the survey 

data are unbiased but more variable. If the bias in the synthetic estimates is 

acceptable then they should be close to the mean of the direct estimates but 

smoother. 

This chapter has demonstrated that the new approach offers more modeling 

possibilities than SPREE using the IPF algorithm. It allows both the use of 

auxiliary data in the form of administrative records and to gain strength from 

close neighbours to improve the estimates. Whilst it is feasible to do the 

equivalent analysis first fitting the SPREE model and then fitting a CAR 

model to the SPREE estimates the ease with which it can be done 

simultaneously in the new approach and, using the Bayesian paradigm the 

ease with which estimates of the variance can also be found, are useful 

improvements. The variance estimates are found as a byproduct of the 

sampling as discussed in Chapter Seven and include by default all of the 

sources of variation if they are included in the priors of the modeL 

As far as the example presented is concerned there seem to be some 

drawbacks in the way that the CAR model has been applied. I think that there 

are too many links between adjacent regions, and the division between the 

two islands, to make sensible adjustments. The result is the similar 

adjustments to blocks of cells and the compensatory increase and decrease in 

the two islands. This does not seem to be reasonable for this data. The regions 
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are large and all include both urban and rural areas, the variables in the 

model may capture the important differences between these regions and so 

there is little to be gained by including the CAR term. 

It is more likely that the CAR model would prove useful if we consider the 74 

smaller Territorial Authorities and define 11 adjacencies" between the larger 

urban centres, and between some of the predominantly rural areas even 

though they are not contiguous. 
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CHAPTER 9 

A relative risk and odds ratio approach 

9. 1 Introduction 

An alternative approach to modeling unemployment is to consider the risk of 

being unemployed in different regions. The risk is defined as the ratio of 

unemployed over the employable population. An alternative, the relative risk 

is often used in medical and epidemiological studies. It is defined as the ratio 

of two associated risks. In the medical scenario these are commonly the risk of 

contracting a disease under two different scenarios. For the data that we are 

modeling we could imagine a relative risk of unemployment in Auckland and 

Wellington or any other pair of regions. The comparison does not need to be 

regional, there is a relative risk for males and females and for different age 

groups or ethnicities. 

The statistical benefit of doing this is that the relative risks are much more 

similar across regions than the number of unemployed which is directly 

related to regional population size. 

We will define two possible ratios (one risk measured in two ways). The first 

is the ratio of unemployed to the total population for each Region by sex by 

age by ethnicity combination and the second is the ratio of unemployed to 

employed in each combination. The latter is termed an odds ratio as the two 

groups are disjoint but their union forms the population. These ratios could 

be applied at any level of categorisation but it makes most sense to apply 

them at the lowest level of agregation in the table. We will consider both of 

these in this chapter and show that they are closely related. This will enable us 

- 188 -



to apply the new algorithm which we have proposed to the relative risks 

approach and show that it is a simple extension of the method. 

As previously the algorithm that we have proposed is not restricted to 

categorical variables and any of the analyses such as the quadratic model for 

age, or the CAR model could be applied to the relative risk data. We will only 

consider the simpler situation where we apply the algorithm to the categorical 

data and find a relative risk for each cell in the table but the idea is readily 

extendible. The immediate effect of finding the relative risk is to smooth the 

data, as regions with high counts of unemployment are generally regions with 

high counts of employed and those with low counts of unemployment have 

small populations and hence small counts of employed. Those regions that are 

truly unusual will be better identified in this way as the effect of different 

sized populations is ameliorated. Counts can still be recovered from the 

estimated relative risk given the appropriate multipliers if needed. 

There are a number of equivalent ways of expressing the model and we will 

discuss those in the next section along with how to estimate the parameters. 

The census data that we have available from WINZ does not have any 

information about the employed people in a region as this organisation is not 

concerned with those in the employed group. We will use national census 

data of population in each region subdivided by the sexes, age and ethnic 

categories that we have previously used as margin totals. The alternative (and 

equivalent) structure is to increase the size of the original table so it contains 

both employed and unemployed counts and fit an equivalent overall log 

linear rather than logistic type model. See for example Bishop Fienberg and 

Holland (1975) 

The SNZ HLFS data includes both employment and unemployment counts so 

the true relative risk can be calculated in this case. 
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9.2 Relative risk models 

We shall begin by considering the risk model in which the count of 

unemployment ( Nu )  in a cell is divided by the population for that cell ( Np )  

rather than the number of employed ( Ne )' The subscripts u, e and p will be 

used in this sense throughout this chapter. Of course there is a simple 

relationship between these three variables and one could be dispensed with, 

but the exposition below will be easier to follow if we use all three. Using the 

notation from earlier chapters we have written our model:-

g (E [ve l) = X,fl,c + X2fl2c 

and g (E [Ys ]) = X,fl,s + X2fl2s 

for the census data 

for the survey data. 

To make the notation simpler wi will explicitly state the link functions in each 

model. So for the log linear model so we can write:-

Ln (E [N uc ]) = X,fl,c + X2fl2c for the census data 

for the survey data. 

The method developed does not require that it be a log linear model and there 

may be instances when some other form of the GLM may be appropriate. 

In this section we are interested in a model for both employed and 

unemployed, and at this stage the distinction between the census and sample 

survey data is not important. However the estimation procedure will be the 

new algorithm that we have proposed using both the census and sample 

survey data. We will make comment where the different sources of data are 

relevant. We will also modify the partition of the X matrix and the vector of 

parameters p to explicitly show the constant term. We can then write the 

model as: 

(9.1)  

We now wish to extend the model to incorporate both employment and 

unemployment counts, continuing to consider log linear models. 
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Let N r be the vector of the ratios with ith element (Nul J . Npl 
(9.2) 

Equivalently (9.3) 

where (9.4) 

As mentioned previously the intuitive advantage of this model is that it 

models something more stable ie departures from the average rates, for 

example of employment or unemployment, over small areas or cells, rather 

than the conditional probability of belonging to some cell given that a person 

is employed, or unemployed as in model 9.1 .  

If Np = INp (i.e. equal population sizes in all cells) then models (9. 1) and (9.3) 

are identical provided the underlying processes for Nu and Np have the same 

statistical distributions. Note that model (9.2) (or equivalently (9.3)) treats N p as a vector of fixed constants. Extension to the case where N p (like Nu ) is 

treated as random provides a wider set of models. These are discussed below. 

Before leaving model (9.3) however, note that Np might be the sum of 

employed and unemployed in each cell or where only one of employed or 

unemployed numbers is available for all cells, it may be the population count 

(employed + unemployed + other) in each cell. From this point of view it 

provides an extension over model (9.1) even when some information on 

employed and unemployed numbers is unavailable, provided some 

reasonable measure of cell population size is available. Because model (9.3) 

uses information not used in model (9.1 ), if population size information is 

known and reliable, estimates for small areas (for example of unemployed) 

will generally be more accurate under model (9.3). Note too that changes in Np between earlier census and current survey can also be incorporated into 
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model (9.3). Immigration and emigration between cells can be explicitly 

accounted for by incorporating the new estimate of the population from the 

survey data N ps ' into the estimates of the parameters. The same principle 

applies when the two estimates are of closely related variables as in the data 

that has been used in this thesis 

When Np is treated as random rather than fixed, equation (9.2) still applies 

but it cannot be rewritten in the form of equation (9.3) without introducing a 

random quantity into the right hand side. 

Let Nr2 be the vector with ith element Nu; Np; -Nu; 
An alternative is then to reparameterise (9.2) as 

Ln (E [N r2]) = l,u(r2) + X1Pl(r2) + X2P2(r2) (9.5) 

Because Nu; = � where PiO = 
NUi , equation (9.5) can be rewritten as Np; - Nu; 1 - PiO NPi 

Logit(E[PoD = l,u(r) + X1Pl(r) + X2P2(r) 

where Logit (Po ) has ith element Ln (�) 
1 - Pio 

(9.6) 

So equation (9.5) is a logistic regression model (with continuous and/or 

categorical explanatory variables). It is also a relative risk model because in 

each "cell" it measures the relative risk of being unemployed. 

Note however, that models (9.3) and (9.5) differ in another respect namely 

that Nu and Po have different distributions. In the simplest case Nu is related 

to the Poisson and Po to the binomial, but where replicate sample survey, or 

census, information is available in each "cell" the distributions may, for 

example, be normal with different variances in each cell. Replicate 

observations give a direct estimate of the variance instead of relying on the 

variance function of the Poisson or binomial distributions. The actual 

distribution may be close enough to a Normal distribution in both cases but 
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unless the replicate sample is large the direct estimate may not be better than 

the variance function. 

Where both Nu and Ne are known in each " cell" then the relative risk model is 

preferable. If the total for each cell includes an "other" category then the 

relative risk of being unemployed (relative to employed) is not estimable, 

unless the total population is also known, and model (9.3) is likely to be 

preferable. If all categories, employed, unemployed and other are available in 

each cell, a log linear model (or a model involving a transform of the 

generalizable linear model type) is best, because it makes use of all of the 

available information. 

In all cases immigration and emigration from cells (or their analogue, changes 

in the values of explanatory variables, for continuous explanatory variables) 

can be allowed for in estimates by incorporating N ps ' or its affine transform, 

as part of the appropriate model estimates. In the case of the relative risks 

model estimation of Nu proceeds from the model estimates of Po via 

Nu; = p;oNp; for each cell i. In other cases Nu is explicitly part of the model. 

In fact although the logistic model for the risks is intuitively attractive it is 

easier to program the count model of the expanded table with both employed 

and unemployed. The two approaches are equivalent (see above, Chapter 3 

and Bishop Fienberg and Holland(1975) for further detail) so it makes no 

difference which is used, given the marginal totals. 

9.3 A simple example 

To demonstrate the differences, and hopefully the advantages, in using a 

relative risks approach we will begin by considering the two by two by two 

table with four cells of "unemployed" and four cells of "employed". We will 

assume that we have the best data available from the survey, that is the new 

margins for the unemployed along with the total counts of employed plus 
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unemployed for all four cells. This is shown in Figure 9. 1 below. The census 

data would be known for all cells in the table as before. With this data 

available the margins for the employed group can be found by simple 

arithmetic, these are used in the program to estimate the parameters in the 

model. 

For the two by two by two table the model can be written as 

Unemployed 

Known Known 

Known Known 

Figure 9. 1 Survey data available for the relative risks model. 

For a simple example let the data in the original table be 8, 6, 5, 4 for the 

unemployed and 75, 58, 40 and 25. The new margins from the survey are 19, 

25, 20 (and 24 which is unnecessary as 19 + 25 has to be the same as 20 + 24), 

90, 60, 50 and 30. The program for this analysis is in the Appendix C and the 

results are below. The analysis was repeated with three sets of initial values 

and it can be seen in the "History" graph for beta[l] below that one of the 
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chains took some time to converge. One of the sets of initial values was some 

way away from the final estimates and so the chain wandered around the 

space before converging. This is a positive result as it suggests that the chain 

is moving widely around the space and so is less likely to have converged at a 

local maximum. As all three sets of starting values converged to the same 

estimates these estimates are robust to the starting values. The coefficient 

beta[1] is the constant term in the model for the census data. The graphs for 

the other parameters monitored were similar in form to this. 

beta[1)  chains 1 :

3 

3

.

0 

F 
'''!II.I.�''''lilf9i1'l 

2.0 .�' . •  'Y''W'V'1-f'W � 1 .0 

0.0 

200000 400000 
iteration 

Figure 9.2 History graph for the constant term in the model for the census data 

Whilst it may be a concern that convergence was slow for one of the chains 

note that the initial values for the coefficients in the two models were unlikely 

and so the fact that all three did eventually converge to the same values is 

encouraging. 

The complete results of the simulations are given below. The tables of the 

model coefficients beta[ ] and beta[ ] are for the census and survey data 

respectively. There is only one coefficient carried forward from the census 

data to the new model and seven coefficients are found from the new 

margins, in this case. 

start 400000 thin 500 
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sample 600 
node mean sd MC error 2.5% median 97.5% 

beta[1] 2.746 0.05834 0.002992 2.626 2.752 2.849 
beta[2] 0 .1 652 0.05582 0.00321 0.05399 0. 1 642 0.282 
beta [3] 0.303 0.05402 0.002742 0 . 1971 0.3002 0.4186 
beta[4] -1 .087 0.05732 0.002971 -1 .202 - 1 .082 -0.9873 
beta [5] -0.02215  0.05694 0.002958 -0.1 336 -0.022 0.08804 
beta[6] -0.03017 0.05588 0.003197 -0. 1382 -0.02841 0.08644 
beta(7) -0.05326 0.05314 0.002722 -0. 1 55 -0.05791 0.061 1 1  
beta [8] 0.04435 0.05719 0.002931 -0.06731 0.04429 0 . 1567 

start 400000 thin 500 

sample 600 
node mean sd MC error 2.5% median 97.5% 
Betaa[1] 3.031 0.01476 7.329E-4 3.001 3.031 3.06 
Betaa[2] 0 . 1 237 0 .02225 8.982E-4 0.08041 0. 1 236 0.1676 
Betaa[3] 0. 1 624 0.01838 7.865E-4 0 . 1267 0. 1616  0.2007 
betaa[4] 0.6562 0.02465 0.001 077 -0.70 1 1  -0.6568 -0.6094 
Betaa[5] 0.04741 0.035 0.00156 -0. 1 1 29 -0.04868 0.01 997 
betaa[6] 0.2151  0.03839 0.001 536 -0.2897 -0.2144 -0.1 367 
betaa[7] 0.3026 0.02318  8.824E-4 -0.3496 -0.3006 -0.2567 

Finally the new cell counts are given below. 

start 400000 thin 500 

sample 600 
node mean sd MC 2.5% median 97.5% 

error 
mu[1] 8.57 1 . 1 26 0.05029 6.604 8.522 1 0.95 
mu[2] 1 0.35 1 .318  0.05333 7.781 1 0.27 1 3.2 
mu[3] 1 1 .37 1 . 1 3  0.05494 9. 1 36 1 1 .4 1 3.57 
mu(4) 1 3.56 1 .24 0.06703 1 1 .3 1 3.56 16 . 13  
mu[5] 81 .37 1 .487 0.06195 78.4 8 1 .41 84.26 
mu(6) 49.67 1 .61 0.06527 46.56 49.79 52.81 
mu(7) 38.59 1 .457 0.0646 35.7 38.56 41 .46 
Mu(8) 16 .38 1 .575 0.07464 1 3.21 1 6.44 1 9.38 

The analysis given is no different in practice to the analysis of a two by two by 

two table in which the third dimension is another variable such as ethnicity 

not employment status. Figure 9.1 shows the simple situation and the 

principle can be extended to any table. The addition of the "employed" 

category simply adds an additional dimension to the original table. We have 

shown, in section 9.2, that this is a relative risks model if the third dimension 

is the employment status. The data for the employed group may not be 

available in the same administrative register for the census data and the new 

margins may require additional data but these issues are dependent on the 

application and can be dealt with on an individual basis. 
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9.4 The data 

-------- ---

Looking again at the New Zealand unemployment data that we have 

considered in other sections of this thesis we would need estimates of the 

employed in each cell of the table as well as unemployed to be able to carry 

out the analysis using a relative risk approach. Currently census data is not 

available for the employed group parallel to the unemployed data that WINZ 

can provide. Statistics New Zealand hope that soon they will have data 

available from the Inland Revenue Department, the collectors of personal tax, 

from which estimates could be made. For the purposes of this exercise we 

have used estimates of the population numbers from the census and from the 

HLFS estimates of the proportion or numbers of employed. Using the census 

data estimates of the employed can be found by simple subtraction. Similarly 

for the new margins the estimates of the employed are found by subtraction 

from the estimates of the total population. In this case we decided to only 

include some of the values for the margins as in the example in the previous 

section. If the numbers of males and females is known then the total is also 

known so the count for one of the age groups is unnecessary as is the count 

for one of the ethnicities. The overall total is known either from the two sexes 

or the two categories of ethnicity so WinBUGS is able to estimate all of the 

parameters. 

The table is now 384 by 384 and the design matrix is constructed in the same 

way as previously. Other than these differences there are no changes from the 

previous programs that we have used. The program is given in Appendix C 

9.5 Results 

The results are given in the tables below. For each region the SPREE estimate 

and relative risks results are given. The SPREE estimate was found using the 

new algorithm. The tables are split into the regions on the two Islands. 
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North Island 
Male Female 

Ethnicity Pakeha and Other Maori and Pacific Island Pakeha and Other Maori and Pacific Island 
Age 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 

Northland SPREE 516 675 172 534 777 256 658 556 162 258 460 72 
ReI Risk 468 1055 297 663 1152 143 401 593 185 461 598 97 

Auckland SPREE 3511 4081 605 2373 2976 519 4713 3469 586 1384 1815 174 
ReI Risk 2519 6025 1156 2185 2766 433 2342 4028 895 2057 1750 317 

Waikato SPREE 1097 1382 376 714 1087 292 1128 1007 328 498 614 76 
ReI Risk 1161 1684 435 854 1077 132 1207 1072 347 704 652 94 

Bay of Plenty SPREE 961 1096 272 866 549 452 932 749 164 658 543 90 
ReI Risk 744 1212 358 864 1325 175 787 783 295 693 662 101 

Gisbome SPREE 183 234 38 248 275 157 156 133 23 236 290 28 
ReI Risk 143 241 65 301 524 76 136 140 33 227 302 50 

Hawkes Bay SPREE 590 866 160 435 493 324 566 592 119 301 508 27 
ReI Risk 588 924 262 520 725 93 531 483 161 384 398 61 

Taranaki SPREE 529 769 183 227 236 142 515 521 122 163 200 16 
ReI Risk 616 761 208 257 295 38 575 540 142 183 171 29 

Manawatu SPREE 993 1262 330 547 591 276 957 860 256 337 420 40 
Wanganui ReI Risk 1043 1486 393 585 715 92 992 921 179 429 402 64 
Wellington SPREE 1595 2573 543 788 703 486 1610 1520 197 467 583 86 

ReI Risk 1788 2661 647 921 1059 160 1524 1505 407 712 562 103 

Table 9. 1 Estimates found by SPREE and the relative risks model for North Island regions. 
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South Island 
Male F 

Ethnicity Pakeha and Other Maori and Pacific Island Pakeha and Other Maori and Pacific Island 
Age 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 15 - 24 25 - 49 50 and over 

Tasman SPREE 205 254 81 48 33 19 172 130 41 22 26 2 
ReI Risk 154 346 87 25 41 5 151 204 49 19 20 4 

Nelson SPREE 222 459 96 50 37 21 147 177 43 26 30 2 
ReI Risk 218 331 90 40 54 4 225 228 59 30 22 2 

Marlborough SPREE 212 355 72 57 64 26 154 182 42 35 48 2 
ReI Risk 183 319 97 50 61 8 172 197 61 35 32 5 

West Coast SPREE 293 435 91 48 37 27 169 176 42 27 23 2 
ReI Risk 214 459 109 32 48 8 173 224 64 28 29 4 

Canterbury SPREE 2108 4131 1071 370 415 258 1633 1919 474 333 339 29 
ReI Risk 2392 3343 855 433 474 72 2544 2310 615 369 264 33 

Otago SPREE 1239 1659 463 159 122 94 744 723 187 122 108 11 
ReI Risk 1081 1555 418 135 147 23 1001 1009 240 103 84 16 

Southland SPREE 115 1807 54 17 2098 437 458 3306 106 221 6 8 
ReI Risk 509 747 233 135 187 39 519 501 140 106 89 12 

Table 9.2 Estimates found by SPREE and the relative risks model for South Island regions. 
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It is hard to make much sense of these results in the table form above but a 

graph of the relative risks estimates against the SPREE estimates suggests that 

the majority change little but that a few have quite large changes. 
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Figure 9.3 Graph of relative risks model vs SPREE, numbered points are noted 

below. 

The points on the graph that have been labeled one to seven appeared, by 

inspection, to be points where the relative risks model and SPREE do not 

predict similar values. 

Relative 

Risks SPREE 

Point Estimate Estimate Description 

1 747 1807 Southland, Male, 25 to 49, Pakeha and other 

2 187 2098 Southland, Male, 25 to 49, Maori and PI 

3 501 3306 Southland, Female, 25 to 49, Pakeha and other 

4 2519 3511 Auckland, Male, 15 to 24, Pakeha and other 

5 3343 4131 Canterbury, Male, 25 to 49, Pakeha and other 

6 2342 4713 Auckland, Female, 15 to 24, Maori and PI 

7 6025 4081 Auckland, Male, 25 to 49, Pakeha and other 
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Auckland and Southland are represented three times each. The Auckland and 

Canterbury results reflect the suggestion made earlier that areas which have 

particularly large or small populations may not be well estimated if the total 

population is not taken into account. This may also explain the Southland 

results where the changes are even greater in percentage terms. SPREE seems 

to be overestimating them by a large amount. 

There are probably a number of other points which deserve careful 

consideration if the intention is to justify a model. Repeating comments made 

earlier if the method was to be used to produce estimates of unemployment 

for public release more work is required to validate the model for this data. 

We did not expect to change everything by a large amount because the 

estimates must still conform to the fixed numbers in each margin. Adding in 

the information about the total population should improve the estimates, and 

it is where the total population is very different that large changes have 

occurred. 

9. 6 Discussion 

In this chapter we have introduced the concept of relative risk as an 

alternative approach to modeling the unemployment data. We have shown 

that the methods that we have introduced in this thesis can to be applied to 

this model as effectively as to the other models that have been used. 

SPREE estimation using the IPF could be used for fitting relative risk models 

as we have shown that the relative risks model can be fitted simply by 

modeling the enlarged table including both employed and unemployed. The 

Bayesian approach that we have used in this chapter has some advantages 

that we have discussed earlier. The approaches in Chapters Five and Eight are 

examples of possible extensions. There is the potential to use combinations of 

the techniques eg to combine the relative risks model with the spatial 

----- � 
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autoregressive type errors or to use continuous variables in the relative risk 

model. 

The combination of models gives the analyst a much wider range of tools to 

apply to a particular situation. We have not used any of these more 

complicated models but there are no reasons in principle why these 

approaches cannot be included along with the relative risks in an analysis, 

without any further extension of the theory being necessary. 

Relative risk approaches have commonly been used in epidemiology and in 

small area estimation in disease mapping Rao (2003) but they do not seem to 

have had much use with unemployment data. This seems a little surprising as 

there does not seem to be a conceptual difference between the risk of 

contracting a disease the risk of becoming unemployed. 

The real difference between modeling the counts and the relative risk is in the 

definition of the extreme values. With the count data large centres have large 

counts simply because the population is large. With the risk data large values 

are those areas with high unemployment relative to their size. 
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C HAPTER 1 0  

Conclusions 

10.1 Introduction 

In this thesis we have achieved a number of things. 

We have repeated the work of Marker (1999) in placing the 

common methods of small area estimation into a single model 

formulation, that of a linear regression model. We have simplified 

his notation. 

By extending the model to a GLM we have included SPREE with 

the other methods which had not previously been done. 

By expressing SPREE in the form of a GLM we have shown that 

there is an alternative algorithm which can be used to estimate the 

cell values in the contingency table formed by the categorical 

variables which are typical of the SPREE approach. 

This new approach 

allows the underlying concept of SPREE to be applied in a wider 

range of situations as it is not restricted to categorical variables; 

the underlying process is clearer and this helps to understand 

the IPF algorithm; 

it makes the assumptions inherent in SPREE more transparent 

and hence enables practitioners to assess their validity in any 

particular analysis; 

it has facilitated an investigation of the relationship between the 

two data sources and shown that commonly held beliefs, 
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relating to correlation between data from different sources, are 

not necessarily accurate; 

Although we have fitted saturated models, as is typical in 

SPREE the new approach is better able to identify the important 

variables in the modeL 

We have used a Bayesian approach to the estimation which has 

allowed us to estimate the errors in the estimated cell counts. 

Conditional Autoregressive and Relative Risk models have been 

applied to illustrate the wider range of models that can be used 

with the new approach. 

The work has been extensively illustrated with an example using 

data from Statistics New Zealand and the Department of Work and 

Income in New Zealand. 

We shall cover each of these in a separate section and then make a few general 

comments and make suggestions of areas which require further work. 

10. 2  The linear regression framework 

In Chapter Two we introduced the simple linear model and showed that most 

of the traditional small area estimation methods can be written in this form. 

This work had previously been done by Marker but by expressing the model 

in a simple form and then using this form throughout the chapter we have 

simplified the notation. Some of this is a little contrived as the original 

method may have been expressed in a simple way and to show that it is in 

fact an example of a linear regression model requires some algebraic 

manipulation which loses some of the original simplicity. The Vital Rates 

method in section 2.2.1 is an example of this. The use of the relative birthrates 

in different areas to indicate population change is a simple concept but the 

expression of this method in the framework is less simple. 
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Most of the early methods of small area estimation were devised with a 

particular application in mind and for specific data structures. By expressing 

these methods in terms of one model it makes it easier to apply the principles 

to new situations and new data sets. These methods are not widely used now 

but were part of the development of more modern approaches. All of the 

methods improve on the direct estimates by utilizing auxiliary information. 

Broadly speaking there are two sources for this auxiliary information. It may 

arise from other areas within the same data set or from additional data most 

commonly administrative records. 

Most of these traditional methods use administrative data either from a 

census or from other administrative records or both. Commonly they use 

more recent related data to update an earlier census. The available auxiliary 

data has determined the form of the method used and most are quite specific 

to their application. 

10.3 The extension to Include SPREE 

The main advantage of writing the traditional methods in the form expressed 

in Chapter Two is that it is easily extendable to the GLM. This allows SPREE 

to be included in the general form. This had not previously been done. 

We have expressed SPREE in terms of equations 

Error! Reference source not found., Error! Reference source not found. and 

the assumption in Error! Reference source not found. that is: 

We would write g (E [Ye ]) = Xl131c + X2132c for the census data 

Error! Reference source not found. 

for the survey data. 

Error! Reference source not found. 
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We see that the SPREE model, via the IPF algorithm, is making the 

assumption that the second term in each of the models above is the same, that 

is 

X2P2C = X2P2s 

Error! Reference source not found. 

SPREE is restricted to categorical variables which define cells in a contingency 

table. The new approach removes this restriction to categorical variables and 

hence allows a much wider range of models. We have fitted a quadratic term 

to the age variable in our example in Chapter Five and considered CAR error 

structures in Chapter Eight neither of which could be fitted using the IPF 

algorithm. Thus we have shown that this approach allows the broader the 

range of models that we suggested. These are only two of a much larger 

group of possible models that could be used with this new approach. 

An additional advantage of this new approach is the way it reveals the 

underlying process in SPREE. A senior SNZ statistician saw a draft version of 

some of this work and immediately declared that for the first time he 

understood what SPREE, using the IPF algorithm, was doing. It is not easy to 

see which cross product ratios will remain constant in the IPF algorithm and 

what the interpretation of those cross product ratios is. It is much easier to see 

which terms in the model can be re-estimated from the survey data and so see 

which are being estimated from the census data. This allows us to at least 

intuitively critique the assumption even if, as has been shown in Chapter Six, 

it is not easy to check it rigorously. 

An important aim of statistical methods is to understand the underlying 

process. Explaining the results of sophisticated techniques to users is often 

difficult so a method which makes this clear has advantages. It is of note that 

in Nelder and Wedderbum (1972) an entire section is written expounding the 

advantages of the generalized linear model as a tool for teaching statistics. 
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Whilst not suggesting that this thesis should be compared in any way with 

that paper I support the idea that understanding the processes involved in an 

analysis is important. If these processes are easily understood then there are 

advantages to all users. Education can be considered in its broadest sense and 

if the method improves the understanding of the analyst then it should be 

encouraged. The generalized linear model approach to SPREE estimation 

makes the procedure much clearer and thus should help analysts to 

understand their work and make it easier to explain to others. 

10.4 The wider application of the new algorithm 

This new algorithm is more general than SPREE using the IPF algorithm. 

SPREE is confined to contingency tables and so all variables must be 

categorical. The concept underlying SPREE is to model the census data and 

then use some of the structure from that model in a new model for the survey 

data. Structure that is found in the survey data is used, where there is 

insufficient data the structure from the census data is used. This is achieved 

by using the IPF algorithm to adjust the cell counts in the table of census data 

to fit the new margins from the survey. 

By explicitly modeling the data using the log linear model we have shown 

that the new margins are sufficient statistics for the terms in the model 

associated with those margins when the other terms are estimated from the 

census data. This process could be applied to a much wider range of problems 

than just small area estimation. Models could be developed using a small 

amount of data collected and then estimating terms from a model for similar 

data. 

The new approach has allowed new modeling strategies to be employed and 

a few examples of these have been presented. Whilst it may be possible to use 

the IPF algorithm as part of a modeling process which includes some of the 
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extensions which we have suggested the application is very simple using the 

new approach. The examples in Chapters Five, Eight and Nine are 

possibilities which hopefully signpost the sorts of models which could be 

applied. 

The Bayesian approaches to estimation which we have used in the latter part 

of this thesis are not easily applied to traditional SPREE estimation. They do 

have some advantages which we have illustrated by the ease of fitting the 

CAR models in the Bayesian paradigm and also the ease with which variance 

estimation is achieved. The potential also exists to combine information from 

more than two data sources in the Bayesian approach which could well be 

useful as there are moves by many statistical agencies to collect data from a 

range of administrative registers. There is also the possibility of being able to 

use more than one survey instrument. These advances will no doubt generate 

their own problems but this approach at least suggests a direction to begin. 

10. 5  The assumptions in SPREE and the relationship between the two 

data sources 

The assumption made when SPREE, using IPF, is used is that there is some 

structure in the table of census values which is assumed to be the same in the 

equivalent table of values that could be found from the survey if there was 

sufficient data. This structure is determined by various ratios and cross 

product ratios of cell counts in the table. We have shown that this is 

equivalent to some terms and interactions in the log linear model for the 

survey data being assumed to be equal to the equivalent terms and 

interactions in the model for the census data. 

Our approach using the log linear model has shown that the structure in the 

table can be expressed as coefficients in a model and that some of these 

coefficients are assumed to be the same for the census and survey data. 
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We have found that it has sometimes been assumed that the correlation 

between the cell counts in the table for the census data and the equivalent, but 

unknown, cell counts in the survey data is a useful indicator of the 

effectiveness of the method. This correlation may be found by considering 

past results. By writing the method in terms of the log linear models it has 

been shown that this is not a good measure of how well the method will 

work. 

The new approach casts more light on the relationship between the two 

sources of data. We have shown that correlation between the census and 

survey data does not necessarily mean that the method would work well. 

There are circumstances in which the method can work well when the 

correlation is low and conversely the method may work poorly when the 

correlation is high. 

We have shown that the assumption being made is X2�2C ::: X2�2s and that 

given the data available it is not possible to check this. The ease with which 

this assumption can be written when the algorithm is used in this form is an 

advance. It enables a closer inspection of the assumption being made and 

there may be situations in which it can be partly assessed for accuracy. 

The part of the model expressed in X2�2 is largely made up of higher order 

interaction terms. Depending on the data sources it may be possible to 

compare some or all of these higher order interactions to gain a better 

understanding of the efficacy of the method. 

Using the IPF algorithm the assumption is defined in terms of cross product 

ratios in a large contingency table. Assessing how well the assumption holds 

is not easy firstly because the data is not available as has been explained but 

also because the interpretation of the cross product ratios in a large table are 

not intuitive. 
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Finally we would note that we suspect that some authors have probably used 

the term correlation to suggest that the internal structure in the two tables is 

similar rather than in the strict statistical sense of the term. This has not 

always been made explicit in the literature and we would suggest that if this 

is the case it should be made clearer. 

10. 6  Bayesian approaches and variance estimation 

A substantial part of this thesis has used a Bayesian approach to the analysis. 

In Chapter Seven we explained why we felt that a Bayesian approach was 

sensible for the data that was available. The use of Bayesian methods has 

increased rapidly in recent years with increasing computer power which has 

allowed MCMC methods of analysis to be used. There is an increasing 

acceptance of these approaches in many application areas as they may be 

simpler to apply. 

The form of the data that has been collected suggests plausible prior 

distributions for the data and model parameters. The repeated census data is 

unusual and gives estimates of variability directly. The design of the sample 

survey is such that variance estimates are also readily available. 

One advantage for us was that the conditional autoregressive models which 

we wanted to investigate were easily fitted in WinBUGS. Whilst this may 

have been the initial attraction to using a Bayesian analysis it was clear from 

the start that the data leant themselves to this approach. 

Another advantage, which was not part of the decision to move to a Bayesian 

approach, is that by using MCMC techniques the estimation of the variance of 

the estimates is an automatic byproduct of the process. The simulation, once it 

has converged, results in a large number of draws from the posterior 

distribution for each parameter in the model and these can be stored if 
necessary. Thus there is a large sample from the distribution and it can be 
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used to estimate the variance by simple calculation from the sample. This is 

true not only for the parameters in the model but any defined functions of 

them. In this way the individual cell counts can be simulated along with sums 

of them in our case the regional totals. By including these in the simulations 

variance estimates of these quantities are immediately available. We had not 

initially considered the variance estimation problem and by taking the 

Bayesian approach this was neatly solved. 

10. 7  Conditional autoregressive and relative risk models 

In Chapters Eight and Nine two extensions to the basic model have been 

illustrated. These are two of a wide range of possible models, and 

combinations of models, which could be applied using the new approach. The 

applicability of these or other model stop particular data sets will depend on 

the situation but we have shown how they can be fitted in principle. 

10. 8  Comments about the data used in this thesis and practical 

considerations 

It has been said a number of times through this work that the example used to 

illustrate the ideas is intended only to show that the techniques can be used 

on a real data set and that we have not followed through the analysis as we 

would if the objective was to produce small area estimates for unemployment 

in the regions. 

The data that we have used in our examples is not ideal for the purpose of 

estimating unemployment counts as we only had eight months of census data 

available. We would expect unemployment figures to be seasonal, 

particularly in some parts of the country where seasonal crops are grown, it 

would be an improvement to have at least one year of data so that a sensible 

model could be fitted to the census data. More than one year of data would be 

desirable to assess the seasonal model but this was not available to us. 
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However this does not negate the work that we have done as this will simply 

change the coefficients in the model for the census data which are carried 

forward to the model for the survey data and improve estimates by reducing 

variability among census "replicates" .  

The approach which has been described in this thesis is  a method of obtaining 

synthetic estimates which will be biased if the coefficients which are carried 

forward from the model for the census data are not exactly correct. It is hoped 

that the bias will be small and these estimates would be useful to use along 

with the unbiased direct estimates from the survey, where they exist, to form 

a composite estimate. Much has been written about these forms of estimates 

see Longford (2002) for a detailed exposition. 

Composite estimates can be formed directly from the survey and auxiliary 

data however for these to be useful the bias in the estimates from the auxiliary 

data must be small. The method that we propose does not require the bias to 

be small as long as the bias is related to the terms in the model that are re

estimated from the survey data. For example it is easy to imagine auxiliary 

data that consistently over or under estimates the counts by the same amount. 

This would simply change the value of the constant term in the model and 

hence would be of no concern as this will always be estimated from the 

survey data. 

10. 9  Final conclusions and suggestions for future work 

As this piece of work reaches its conclusion it becomes ever clearer that the 

end is simply an arbitrary point in time and that there are many areas of 

investigation that should be followed up. The thesis has proposed a new 

approach to SPREE estimation and shown that this approach has some 

advantages over the earlier algorithm. A few examples have been given 
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however these have simply been indicative of the possibilities available with 

the new approach. 

There has been no attempt to actually answer the question "Can we use this 

method to produce good estimates of unemployment at the small area level?" 

As has been explained above the data which we had was not conducive to 

answering this question in an effective way. 

There are a number of specific areas of further work which should be carried 

out. These are all applications of the new approach and so do not represent 

any new work. A number of suggestions are included below. 

• A full analysis of the 74 Territorial Authorities is now possible. We had 

problems earlier due to computing power but with more recent 

machines this problem can be attempted. Haslett, Green and Zingel 

(1998) found estimates of the variance of the SPREE estimates as 

discussed in Chapter Seven but using slightly different data. The 

Bayesian estimates of variance should be checked on the same datasets 

to see if they agree with their estimates 

• Access to raw data for the survey to look at correlations and parameter 

estimates in the survey data using the same model as for the census. 

Although they will not be estimated very accurately they will be 

unbiased and so should be able to be compared at least qualitatively. 

• Use of census data to assess the accuracy of the estimates using various 

methods. Data has been collected in the recent census in New Zealand 

which would make it possible to compare the estimates with an 

accurate figure. 

• Considerations in the survey design which may make checking the 

models better. The work in Chapter Six on checking the assumptions 

was inconclusive in strategies to use for checking the assumptions. It 

- 213 -



does enable the analyst to investigate the important variables in the 

census data and to adjust the survey design to check that these 

variables are behaving correctly in the survey data. 

• In Chapter Eight we considered a simple model for spatial adjacency. 

There are other definitions of proximity such as similar ethnicities, or 

more subjectively regions with similar employment profiles, which 

may yield more useful results when incorporated in a CAR error term. 

• The relative risk models have only been considered as far as ensuring 

that it is possible to use the method to fit them. The data used was not 

very sophisticated and it was not expected that they would yield useful 

results from a practical point of view. However the approach could be 

expected to be valuable given good estimates of the counts of 

employed or good estimates of the totals of employed and unemployed 

for each combination of the other categorical variables. These models 

also have the potential to estimate a number of categories of 

employment such as part time employed, there is no restriction on the 

table being divided in two by the categorization so there can be a 

number of possibilities which better represent the true employment 

situation. Of course to achieve this information is needed on all of these 

categories. This may require the combination of data from a number of 

sources, IRD the income tax department in New Zealand, WINZ, SNZ 

and others. This brings with it many problems such as data matching 

and variable reliability of the different data sources, but in principle 

there is nothing to prevent the approach being used. The Bayesian 

methods which we have used are particularly appropriate when the 

sources of data are of different levels of reliability. The priors can be 

adjusted to take this into account. 
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• Composite estimation using these estimates and the raw survey 

estimates this would ensure that in the few areas where there were 

large sample sizes the estimates were close to the survey estimates and 

that where there were small sample sizes the SPREE type estimates 

would dominate. One problem of this is that totals may not agree with 

national totals but the small area estimates could be rescaled to allow 

for this. 
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Appendix A 

Detailed calculations from Chapter 3 

The Iterative Proportional Fitting Algorithm Examples 

From Section 3.3 The simple example on SPREE by the iterative proportional 

fitting algorithm. 

Page 50 

There follows a simple example to illustrate IPF. In the simplest case with a 2 

x 2 table we start with everything known viz:-

1 3 With the 1 3 4 Given a new: 5 

margins 

5 2 added this gives 5 2 7 set of margins 8 

6 5 9 4 13 

First 1 .25 3.75 5 

Iteration 

5.7143 2.2857 8 

6.9643 6.0357 13 

Continuing the iterations with the example above gives the following results. 

1 .6154 2.4852 4.1006 1 .9697 3.0303 5 

7.3846 1 .5148 8.8994 6.6383 1 .3617 8 

9 4 13 8.6080 4.3920 13 

2.0594 2.7598 4.8192 2.1367 2.8633 5 

6 .9406 1 .2402 8.1808 6.7872 1 .2128 8 

9 4 13 8.9239 4.0761 13 

2.1549 2.8098 4.9647 2.1702 2.8298 5 

6.8451 1 .1902 8.0352 6.8151 1 .1849 8 

9 4 13 8.9853 4.0147 13  
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2.1738 

6.8262 

9 

2.1774 

6.8226 

9 

2.8194 

1 .1806 

4 

2.8214 

1 .1786 

' 4  

4.9932 

8.0066 

13 

4.9988 

8.0012 

13 

2.1768 

6.8206 

8.9974 

2.1779 

6.8216 

8.9995 
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2.8232 

1 .1794 

4.0026 

2.8221 

1 .1784 

4.0005 

5 

8 

13 

5 

8 

13 



From Section 3.7 

Page 75 

IPF fitting for a 2 x 2 x 2 table 

Original 19  25 

Table 20 18  

: 1  5 � I  2 15 24 

8 

5 23 20 

Iteration 1 

19  25 

22.5043 21 .4956 

8 1 1 .2 

3.2 1 .6 24 24 

6.9565 5.2173 

4.3478 3.4782 20 20 

Iteration 2 

19  25 

19  25 

6.75425 13.0258 

2.70170 1 .86084 24.3426 24 

5 .8732 6.0679 

3.6707 4.0453 19.6573 20 

Iteration 3 

19  25 

19.0332 24.9667 

6.65916 12.8425 

2.66366 1 .83464 24 24 

5.9756 6.1737 

3.7347 4.1 158 20 20 

Iteration 4 

19  25 

19  25 

6.64753 12.8596 

2.65901 1 .83709 24.0032 24 

5 .9652 6.1819 

3.7282 4.1213 19.9967 20 

Iteration 5 

19  25 

19.0003 24.9996 

6.64662 12.8578 

2.65865 1 .83684 24 24 

5 .9661 6.1829 

3.7288 4.1219 20 20 
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Iteration 6 

5.9660 
3.7287 

6.1830 
4.1220 

6.64651 12.8580 
2.65860 1 .83686 

- 227 -

1 9  25 
19  25 

24.0000 24 

19.9999 20 



The Generalized Linear Model Calculations 

From Page 76 

To estimate the log linear model for this table we first need to calculate the log 

probabilities as shown below. 

Log of the 1 .60943 

Counts 0.69315 

2.07944 1 .79176 

1 .60943 1 .38629 

The log linear model can be expressed as:-

Ln (E [Pijk J) = U + u1{i) + u2(j) + U3(k) + U12(ij) + U13(ik) + U23(jk) + U123(ijk)  

Where 

U The overall mean 

U1(l) = -U1(2) Main effect due to Employment Status 

half of the difference of the averages for the left and right sides of the table. ie 

Ih((2.07944 + 1.60943 + 1.60943 + 0.693147)1/4 - (1.79176 + 1 .38629 + 1.94591 + 0)1f4 ) 

Main effect due to Sex 

Main effect due to Ethnicity 

1 .94591 

0 

1.3894 

0.108438 

0.467209 

0.327305 

The interactions are calculated as the average deviance from the two associated main effects 

U12(1 l) = -U12(J2) = -UJ2(2J) = UJ2(22) Interaction between Sex and Employment 

Status 

Ul3(l I) = -Ul3(12) = -UI3(21) = U13(22) Interaction between Sex and Ethnicity 

U23(1 1) = -U23(12) = -U23(21) = U23(22) Interaction between Employment Status 

and Ethnicity 

-0.120635 

0.0192688 

-0.248342 

Finally the three way interaction can be seen to be the remaining deviance given all of the 

other effects. 

UI23(1 1 1 ) Three way interaction 0.136770 
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From Section 3.8 

Page 78 

Logistic Model 
Male Female Male Female 

Counts Maori Employed 5 7 

Unemployed 2 1 

Other Employed 8 6 7 8 

Unemployed 5 4 Column totals bold 

13 10 

Pro babilities 0.714286 0.875 

(pijk) 0.285714 0.125 

0.615385 0.6 

0.384615 0.4 

The Logits of the top row can be found 

Logits Ln( 0.6 1 5 3 85 ) 
1 - .6 1 5385 

Similarly. 

405465 

Similarly Similarly 

0.916292 1 .945910 
= 0.47001 

The interpretation of the effects in this model is different from that in the log 

linear model, however the four effects can be calculated in a similar way in 

each. 

u 

U12(1 1) = -U12(l2) = -U12(21) = U12(22) 

The overall mean 0.9344192 

First main effect 0.2412682 

Second main effect 0.4966817 

Interaction 0.2735407 

These can be compared with the appropriate values in the first log-linear 

model above. 

0.9344192 = 2 x 0.467209 

0.2412682 = 2 x 0.120635 

0.4966817 = 2 x 0.248342 

- 229 -



and 0.2735407 = 2 x 0.136770 

Calculation of of new coefficients for a new margin when the IPF algotrithm 

would converge in one step. 

Looking at the new table we will have the following: 

New Margin 

Probabilities 

a 1 1 2  a 12 2  
a 212 a 2 22  

a 1 1 1  a 1 2 1  
a2 1 1  a 2 21 

� ITIIJ 
0.31 8 0.364 
0 . 1 14  0 .204 

Hence it can be seen that am + al12 = 0.318 etc 

From the model 

and 

Total = 44 

Note: The exact form of these depends on the parameterisation. In this case if j 

and k are either -1 or 1 hence only the signs change. With other 

parameterisations the form will change but the solution follows the same 

process. 

Combining the three equations above yields: 
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Note: the first factor has only the unknown effects and the second factor has 

only the known effects. So by substitution the second factor will be a constant 

hence 

=> 

or 

Taking the other three values from the new margins three more linear 

equations will result and hence the four equations in four unknowns can be 

solved simultaneously to give the unknown effects. 

These effects can be combined with those that stay constant to constitute the 

new model and hence the estimates of the values for the new table found. 

For the example above:-

0.3 1 8  (ii+iil+iij+iiij' ) 
=> = e  (0.327+0.0 19-0.248+0.137) -( 0.327 +0.0 19-0.248+0. 137) e + e 

and hence 

Similarly 

=> 

1 1 

1 - 1  

1 

1 -1 

1 

1 

- 1  

- 1  

U + U; - Uj - Uij = 0.05 1 5  

U - u; - uj + uij = 0.08 1 6  

1 U 0 . 1 547 

-1 
A 

0. 1 8 1 5  U; 
= 

A 

-1 uj 0.05 1 5  

1 
A 

0.08 1 6  uij 

and U = -2.26 1 u; = -0. 1 56 uj = 0.475 uij = 0.077 

The full set of parameters for the new table is then 
A A U U; Uj Uk Uij U;k Ujk 

-2.261 -0.156 0.475 0.327 0.077 0.019 -0.248 

U;jk 

0.137 

Using these and the design matrix allows the new table to 

constructed. 
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- 1 .63 

- 1 .784 

-2 .5 1 2  

- 1 .8 1  
= 

-2 . 1  

- 1 .63 

-3 .426 

-3 . 1 96 

1 1 1 1 1 -2.26 1 

1 - 1  - 1  -1  1 -1  -0. 1 56 

1 1 - 1  - 1  1 - 1  -1  0.475 

-1 -1 1 1 - 1  - 1  0.327 

1 1 - 1  1 - 1  - 1  -1  0.077 

1 - 1  1 - 1  - 1  1 - 1  1 0 .0 1 9  

1 1 - 1 - 1  - 1  - 1  1 1 -0.248 

- 1  - 1  - 1  1 1 - 1  0. 1 37 

0. 1 959 

0. 1 680 

0.08 1 1 

Exponentiate these and the result is 
0 . 1 637 

0. 1 225 

0 . 1 959 

0.0325 

0.0409 

8 .62 1 

7.390 

3 .569 

7.20 1 
and multiplying by 44, the grand total, gives 

5 . 3 8 8  

8.62 1 

1 .43 1 

1 .8 0 1  

These can be compared with the results of the iterative proportional fitting on 

page 75 and we can see that within the rounding errors in only using 3 

decimal places for the coefficients in the GLM the results are the same. 

It should be noted that there was an analytic solution to the GLM in this case 

but this will not always be the case. When there is an analytic solution the IPF 

algorithm converges in one step. More generally the IPF algorithm will not 

converge in one step and in those cases there will not be an analytic solution 

to the GLM problem. In that case an iterative solution to find the coefficients 
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for the GLM will be required such as the iterative generalized least squares 

algorithm which is used in MLwiN. 

The matrix used in calculating the unknown parameters comes easily from 

the design matrix when it is partitioned into the known and unknown 

parameters. 

A A A A A U Ui Uj Uk Uij Uik Ujk Uijk 

1 1 1 1 1 1 1 1 

1 -1 1 -1 1 -1 1 -1 

1 1 -1 -1 1 1 -1 -1 

1 -1 -1 1 1 -1 -1 1 

1 1 1 1 -1 -1 -1 -1 

1 -1 1 -1 -1 1 -1 1 

1 1 -1 -1 -1 -1 1 1 

1 -1 -1 1 -1 1 1 -1 

The example above is particularly easy as the unknown parameters form four 

linear equations in four unknowns and are thus easily solved. In the more 

general case the constraints formed by the fixed parameters may leave some 

non linear equations to be solved. These may have a closed form and can thus 

be solved however, it is easier to fix the "known" parameters and to then 

estimate the model for a table which reflects the new margins but does not 

have any of the internal structure defined by the known parameters. This will 

then estimate the unknown parameters in the model. 

For example if we take the 2 by 2 by 2 example above but the new known 

margins are now the margins for employment status and sex with no 

interaction as in the diagram below:-
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I 2 • 

EQ -- ----� - -- - -- - --- -- - -

19 - - - - 2 5 
- - --- --- - - -

Figure Appendix A.I A 2 x 2 x 2 table with new margins. 

Using the notation above the parameters that will remain the same in this case 

will be Uk, Uij, Uik, Ujk, and Uijk and those to be estimated are u , Ui , and Uj. 

+ e ;; e U I e - ii j e ii le e - ri ij e U ile e -i; j/c e - ii ij/c + e U e U i e - i; j e - li  le e - ii Ij e -U ile e ri jk e It ijk 

= eU eii, (eiij eiiij (eiik e " ,. eiijk e 'lijk + e -iik e-I'ik e -iijk e -iiijk ) + e -Uj e -iiy" (eiik eii,. e -iijk e -iiijk + e -Ilk e -U,. eujk eUijk )) 

= i i' (/j kJ 
+ e -Uj k2) as everything in kI and k2 are known. 

This is nonlinear and four other similar nonlinear relations can be formed. 

These are not independent as the sums of the two margins are equal so there 

are five equations with the constraint that the cell values add to the correct 

margins. Their solution is not possible analytically so we would have to resort 

to other methods. This should not come as a surprise as the alternatives are 

iterative procedures and if there was an analytic solution to the problem in 

general then there would be no need for the iterative solutions. 

If we consider the loglinear model for the original table 
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1 1 1 1 -2.248 

- 1  1 - 1  - 1  1 - 1  0 . 1 08 

1 1 - 1  - 1  - 1  - 1  0.467 

1 - 1  - 1  1 1 - 1  - 1  1 0.327 
y =  

1 1 1 - 1  1 - 1  - 1  - 1  -0. 1 2 1  

1 - 1  - 1  - 1  1 - 1  0 .0 1 9  

- 1  - 1  - 1  - 1  1 1 -0.248 

1 -1  -1 -1 1 1 - 1  0 . 1 37 

We now need to reestimate the coefficients which are changed for the new 

margins by building a 2 by 2 by 2 table with the given margins and no 

interactions and then estimate the three unknown effects given that all other 

effects are the same as before. This can be achieved by taking the new margins 

and generating the cell values in the table assuming independence. In this 

case the two new margins will generate the table: 

19 25 

8.636 

10.364 

11.364 

13.636 

20 

24 

Which then need to be halved to produce the top and bottom "layers" and 

apply the log transformation. 

The model above can be rewritten with the design matrix and the vector of 

coefficients partitioned into two parts. The first part is related to the 

parameters that are updated by the new data and the second is those 

parameters that stay the same. For the original table: 
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1 1 1 1 1 

1 - 1  1 - 1  - 1  - 1  
0 .467 

1 1 - 1  - 1  1 - 1  - 1  [ -2.248

J -0. 1 2 1  
1 - 1  1 - 1  - 1  - 1  1 

y =  0 . 1 08 + 0.0 1 9  
1 1 - 1  1 1 -1  -1  -1  

0.327 -0.248 
- 1  - 1  1 -1  1 - 1  1 

0. 1 37 
1 - 1  - 1  - 1  -1  1 

1 - 1  -1  -1  1 1 - 1  

The new coefficients can be calculated from the reconstructed table, which 

become the new data Y, and values calculated for the second term above 

which is commonly called an offset. 
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Appendix B 

Design Matrices Construction and C hecking. 

Many of the design matrices used in this thesis have been quite large but they 

all have structure which has made it easier to construct them. An example is . 

given below of the construction of a 192 by 192 design matrix for the 16 

Regional Authorities with one column for gender, three age groups and two 

ethnicities. This one has been used extensively in the later chapters. 

I have found it best to begin by looking at that structure and an Excel 

spreadsheet numbering each column of the matrix and stating which effect 

that column defines has been helpful. 

1 Constant 6 Regionl (RI) 21 SAl 26 SRI 41 AIR15 56 A2Rl 
2 Gender (S) 7 R2 22 SA2 27 SR2 42 AIR2 57 A2R2 
3 Age 1 (AI) 8 R3 23 SE 28 SR3 43 AIR3 58 A2R3 
4 Age 2 (A2) 9 R4 24 AlE 29 SR4 44 A1R4 59 A2R4 
5 Ethnicity 10 25 A2E 30 45 60 

(E) 
11 31 46 61 
12 32 47 62 
13 33 48 63 
14 34 49 64 
15 35 50 65 
16 36 51 66 
17 37 52 67 
18 38 53 68 
19 39 54 69 
20 R15 40 SR15 55 AIR15 70 A2R15 

71 ER1 86 SAlE 88 SA1R1 103 SA2R1 118 A1ER1 133 A2ER1 
72 ER2 87 SA2E 89 SA1R2 104 SA2R2 119 A1ER2 134 A2ER2 
73 ER3 90 SA1R3 105 SA2R3 120 A1ER3 135 A2ER3 
74 ER4 91 SA1R4 106 SA2R4 121 A1ER4 136 A2ER4 
75 92 107 122 137 
76 93 108 123 138 
77 94 109 124 139 
78 95 110 125 140 
79 96 111 126 141 
80 97 112 127 142 
81 98 113 128 143 

- 237 -



82 
83 
84 

99 
100 
101 

114 
115 
116 

129 
130 
131 

144 
145 
146 

85 ER15 102 SA IRIS 117 SA2R15 132 AIER15 147 A2ER15 

148 SERl 163 SAIERl 178 SA2ERl 
149 SER2 164 SAIER2 179 SA2ER2 
150 SER3 165 SAIER3 180 SA2ER3 
151 SER4 166 SAIER4 181 SA2ER4 
152 167 182 
153 168 183 
154 169 184 
155 170 185 
156 171 186 
157 172 187 
158 173 188 
159 174 189 
160 175 190 
161 176 191 
162 SER15 177 SAIER15 192 SA2ERl 

5 

With this information it is easy to generate the design matrix after entering 

the first 20 columns in the above example. Matlab and Excel have been used 

for the generation. In Matlab the first columns are generated by using the 

repetitive pattern and in Excel the first entries can be typed in and the 

copying and pasting used. In Excel the rest of the matrix can be constructed 

by multiplying columns together. In Matlab the multiplication can be done in 

blocks. A series of Matlab commands to generate a design matrix are given 

below. 

Matlab statements for the 192 x 192 design matrix. 
A=ones(192,192); 
A=-9*A; 
A(:,l)=[ ones(l92, 1)]; 
A(:,2)=[ ones(96, 1); -1 *ones(96,1)] 
A(:,3)=[ ones(32, 1);zeros(32, 1);-1 *ones(32, 1);ones(32,1);zeros(32,1);-1 *ones(32, 1)]; 
A( :,4)=[ zeros(32, 1);ones(32, 1 );-1 *ones(32, 1); zeros(32, 1 );ones(32, 1 );-1 *ones(32, 1)]; 
A(:,5) = [ones(16, 1);-1 *ones(16, 1);ones(16,1);-1 *ones(16, 1);ones(16,1);-1 *ones(16,1); 
ones(16, 1);-1 *ones(16,1);ones(16, 1);-1 *ones(16,1);ones(16, 1);-1 *ones(16,1)]; 
for i=1:15 T=[zeros(i-l,1);1;zeros(15-i,1);-1] A(:,i+5)=[T;T;T;T; T;T;T;T; T;T;T;T] end 
A(:,21)=A(:,2).*A(:,3); 
A(:,22)=A(:,2).*A(:,4); 
A(:,23)=A(:,2).*A(:,5); 
A(:,24)=A(:,3).* A(:,5); 
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A(:,25)=A(:,4).* A(:,5); 
for i=1 :15 A(:, i+25)=A(:,2).*A(:,i+5); end 
for i=1:15 A(:, i+40)=A(:,3).*A(:,i+5); end 
for i=1 :15 A(:,i+55)=A(:,4).*A(:,i+5); end 
for i=1 :15 A(:,i+70)=A(:,5).*A(:,i+5); end 
A(:,86)=A(:,2).* A(:,3).* A( :,5); 
A(:,87)=A(:,2).*A(:,4).*A(:,5); 
for i=1:15 A(:,i+87)=A(:,2).*A(:,3).*A(:,i+5); end 
for i=1 :15 A(:,i+l02)=A(:,2) .*A(:,4).*A(:,i+5); end 
for i=1:15 A(:,i+117)=A(:,3).*A(:,5).*A(:,i+5); end 
for i=1 :15 A(:,i+ 132)=A(:,4).* A(:,5) .*A(:,i+5); end 
for i=1:15 A(:,i+ 147)=A(:,2).*A(:,5).*A(:,i+5); end 
for i=1 :15 A(:,i+162)=A(:,2).*A(:,3).*A(:,5).*A(:,i+5); end 
for i=1 :15 A(:, i+177)=A(:,2).*A(:,4).*A(:,5) .*A(:,i+5); end 
SA=sparse(A); 
spy(SA) 

The final; two commands write the matrix in a "sparse format" which can 

then be looked at with the spyO command. 

o 

20 

40 

60 .� ... --... 

80 

1 00 

120 

140 

1 60 

1 80 

o 50 100 
nz = 51 52 

150 

This only shows entries that are non zero and so there is no distinction 

between l's and -l's. However, as a start at checking that the matrix is correct 

it is useful particularly with these larger ones. 
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There are more sophisticated ways of producing these design matrices and 

larger loops to generate multiple blocks of columns are possible however this 

seemed to be a good compromise between saving time and being sure it was 

correct. 
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An example of an orthogonal design matrix. 

This is relevant to Chapter Six where orthogonal design matrices are briefly discussed. 

c � � rt a � � 6 � 0 � � � H H H H H H H H al al al al al al � � � � � � � � � � � � � � � � � � � � � � � � � � 
2 2 3 4 5 6 7 8 rl r2 r3 r4 r5 r6 r7 r8 rl r2 r3 r4 r5 r6 r7 r8 lr lr lr 1r lr lr 1r lr 2r 2r 2r 2r 2r 2r 2r 2r 

1 2 3 4 5  6 7 8  1 2 3 4 5  6 7 8  

1 -1 0 0 0 0 0 0 0 8 1 -1 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 -8 

1 1 -1 0 0 0 0 0 0 7 -1 1 -1 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 -7 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 -7 

1 -1 0 0 0 0 0 6 -1 -1 1 -1 0 0 0 0 0 6 -1 -1 0 0 0 0 0 6 -1 -1 0 0 0 0 0 -6 1 1 0 0 0 0 0 6 -1 -1 0 0 0 0 0 -6 

1 1 -1 0 0 0 0 5 -1 -1 -1 1 -1 0 0 0 0 5 -1 -1 -1 0 0 0 0 5 -1 -1 -1 0 0 0 0 -5 1 0 0 0 0 5 -1 -1 -1 0 0 0 0 -5 

1 -1 0 0 0 4 -1 -1 -1 -1 -1 0 0 0 4 -1 -1 -1 -1 0 0 0 4 -1 -1 -1 -1 0 0 0 -4 0 0 0 4 -1 -1 -1 -1 0 0 0 -4 

-1 0 0 3 -1 -1 - 1  -1 - 1  -1 0 0 3 -1 - 1  -1 -1 - 1  0 0 3 -1 -1 - 1  -1 -1 0 0 -3 1 0 0 3 -1 -1 -1 -1 -1 0 0 -3 1 

1 -1 0 2 -1 -1 -1 -1 -1 -1 1 -1 0 2 -1 -1 -1 -1 -1 -1 0 2 -1 -1 -1 -1 -1 -1 0 -2 1 1 0 2 -1 -1 -1 -1 -1 -1 0 -2 1 

1 1 -1 -1 -1 -1 -1 -1 -1 -1 1 -1 1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 1 1 1 1 1 -1 -1 -1 - 1  -1 -1 -1 -1 1 1 1 1 1 

1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 1 1 1 -1 -1 -1 -1 -1 -1 -1 -1 1 1 1 1 1 1 1 

o 2 0 0 0 0 0 0 0 8 0 2 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 16 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 16 

1 0 2 0 0 0 0 0 0 7 -1 0 2 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 14 -2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 14 -2 

1 1 0 2 0 0 0 0 0 6 -1 -1 0 2 0 0 0 0 0 6 -1 -1 0 0 0 0 0 0 0 0 0 0 0 0 0 12 -2 -2 0 0 0 0 0 0 0 0 0 0 0 0 0 12 -2 � 
1 0 2 0 0 0 0 5 -1 -1 -1 0 2 0 0 0 0 5 -1 -1 -1 0 0 0 0 0 0 0 0 0 0 0 0 10 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 0 0 10 -2 -2 -2 

o 2 0 0 0 4 -1 -1 -1 -1 0 2 0 0 0 4 -1 -1 -1 -1 0 0 0 0 0 0 0 0 0 0 0 8 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 0 8 -2 - 2  -2 -2 

o 2 0 0 3 -1 -1 -1 -1 -1 0 2 0 0 3 -1 -1 -1 -1 -1 0 0 0 0 0 0 0 0 0 0 6 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 6 -2 -2 -2 -2 -2 

1 0 2 0 2 -1 -1 -1 -1 -1 -1 0 2 0 2 -1 -1 -1 -1 -1 -1 0 0 0 0 0 0 0 0 0 4 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 4 -2 -2 -2 -2 -2 -2 

1 0 2 -1 -1 -1 -1 -1 -1 -1 0 2 -1 -1 -1 -1 -1 -1 -1 0 0 0 0 0 0 0 0 2 -2 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 2 -2 -2 -2 -2 -2 -2 -2 

1 1 0 2 -1 -1 -1 -1 -1 -1 -1 -1 0 2 -1 -1 -1 -1 -1 -1 -1 -1 0 0 0 0 0 0 0 0 -2 -2 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 -2 -2 -2 -2 -2 -2 -2 -2 

1 -1 -1 0 0 0 0 0 0 0 8 -1 -1 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 -8 

1 -1 -1 0 0 0 0 0 0 7 -1 � � 0 0 0 0 0 0 1 - 1  0 0 0 0 0 0 -7 1 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 -7 

-1 -1 0 0 0 0 0 6 -1 -1 -1 -1 0 0 0 0 0 6 -1 -1 0 0 0 0 0 -6 1 1 0 0 0 0 0 -6 1 1 0 0 0 0 0 -6 1 0 0 0 0 0 -6 1 

-1 -1 0 0 0 0 5 -1 -1 -1 -1 -1 0 0 0 0 5 -1 -1 -1 0 0 0 0 -5 1 0 0 0 0 -5 1 1 0 0 0 0 -5 1 1 0 0 0 0 -5 1 

1 1 -1 -1 0 0 0 4 -1 -1 -1 -1 -1 -1 0 0 0 4 -1 -1 -1 -1 0 0 0 -4 1 0 0 0 -4 1 1 0 0 0 -4 1 0 0 0 -4 1 1 
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-1 -1 0 0 3 -1 -1 -1 -1 -1 -1 -1 0 0 3 -1 -1 -1 -1 -1 0 0 -3 1 0 0 -3 1 0 0 -3 0 0 -3 1 1 

-1 -1 0 2 -1 -1 -1 -1 -1 -1 -1 -1 0 2 -1 -1 -1 -1 -1 -1 0 -2 0 -2 1 0 -2 1 0 -2 1 1 

-1 -1 1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 -1 1 1 -1 1 1 1 -1 1 1 1 

-1 -1 - 1  -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 

- 1  - 1  0 0 0 0 0 0 0 8 -1 1 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 - 8  0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 8 

-1 -1 0 0 0 0 0 0 7 -1 -1 1 0 0 0 0 0 0 -7 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 -7 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 7 -1 

-1 -1 0 0 0 0 0 6 -1 -1 - 1  1 0 0 0 0 0 -6 0 0 0 0 0 6 -1 -1 0 0 0 0 0 -6 0 0 0 0 0 -6 0 0 0 0 0 6 -1 -1 

- 1  - 1  0 0 0 0 5 -1 - 1  - 1  -1 1 0 0 0 0 -5 1 1 0 0 0 0 5 -1 -1 -1 0 0 0 0 -5 0 0 0 0 -5 0 0 0 0 5 -1 -1 -1 

- 1  - 1  0 0 0 4 -1 -1 - 1  - 1  -1 0 0 0 -4 1 1 0 0 0 4 - 1  -1 -1 -1 0 0 0 -4 0 0 0 -4 0 0 0 4 -1 -1 -1 - 1  

- 1  - 1  0 0 3 -1 -1 - 1  -1 -1 -1 0 0 -3 1 0 0 3 -1 -1 -1 -1 -1 0 0 -3 0 0 -3 1 0 0 3 - 1  -1 - 1  -1 - 1  

- 1  1 - 1  0 2 - 1  - 1  -1 - 1  -1 -1 - 1  0 -2 1 0 2 -1 -1 -1 -1 -1 -1 0 -2 0 -2 0 2 -1 -1 -1 -1 -1 -1 

1 -1 -1 1 -1 -1 -1 - 1  - 1  -1 -1 -1 -1 1 1 1 1 -1 -1 -1 -1 -1 -1 -1 -1 -1 1 1 -1 -1 - 1  -1 - 1  -1 -1 

1 -1 - 1  - 1  -1 -1 - 1  -1 -1 - 1  - 1  -1 1 1 1 1 1 1 1 1 - 1  -1 - 1  -1 -1 -1 - 1  -1 1 1 1 1 1 1 1 1 - 1  -1 -1 - 1  -1 - 1  -1 - 1  

1 -1 0 2 0 0 0 0 0 0 0 8 0 - 2  0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 6  0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 -M  
1 - 1  0 2 0 0 0 0 0 0 7 -1 0 - 2  0 0 0 0 0 0 -7 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 14 - 2  0 0 0 0 0 0 0 0 0 0 0 0 0 0 -14 2 

-1 0 2 0 0 0 0 0 6 -1 -1 0 -2 0 0 0 0 0 -6 0 0 0 0 0 0 0 0 0 0 0 0 0 12 -2 -2 0 0 0 0 0 0 0 0 0 0 0 0 0 -u 2 2 

-1 0 2 0 0 0 0 5 -1 -1 -1 0 -2 0 0 0 0 -5 1 1 0 0 0 0 0 0 0 0 0 0 0 0 10 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 0 0 -W 2 2 2 

-1 0 2 0 0 0 4 -1 -1 -1 -1 0 -2 0 0 0 -4 1 0 0 0 0 0 0 0 0 0 0 0 8 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 0 -8 2 2 2 2 

-1 0 2 0 0 3 -1 -1 -1 -1 -1 0 -2 0 0 -3 1 1 0 0 0 0 0 0 0 0 0 0 6 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 0 -6 2 2 2 2 2 

1 -1 0 2 0 2 -1 -1 -1 -1 -1 - 1  0 -2 0 -2 1 1 1 1 0 0 0 0 0 0 0 0 0 4 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 0 -4 2 2 2 2 2 2 

-1 0 2 1 -1 -1 -1 -1 -1 -1 -1 0 -2 -1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 2 -2 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 -2 2 2 2 2 2 2 2 

-1 0 2 -1 -1 -1 -1 -1 -1 -1 -1 0 -2 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 -2 -2 -2 -2 -2 -2 -2 -2 0 0 0 0 0 0 0 0 2 2 2 2 2 2 2 2 

-1 -1 -1 0 0 0 0 0 0 0 8 1 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 -8 0 0 0 0 0 0 0 8 0 0 0 0 0 0 0 8 

-1 -1 -1 0 0 0 0 0 0 7 -1 1 1 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 -7 1 0 0 0 0 0 0 7 -1 0 0 0 0 0 0 7 -1 

- 1  -1 - 1  0 0 0 0 0 6 - 1  - 1  1 0 0 0 0 0 -6 1 1 0 0 0 0 0 -6 1 1 0 0 0 0 0 -6 1 1 0 0 0 0 0 6 -1 -1 0 0 0 0 0 6 -1 - 1  

-1 -1 - 1  0 0 0 0 5 -1 -1 - 1  0 0 0 0 - 5  0 0 0 0 -5 0 0 0 0 -5 0 0 0 0 5 -1 - 1  - 1  0 0 0 0 5 -1 -1 -1 

- 1  -1  - 1  0 0 0 4 -1 -1 -1 - 1  0 0 0 -4 1 0 0 0 -4 0 0 0 -4 1 0 0 0 4 -1 -1 -1 - 1  0 0 0 4 -1 -1 -1 -1 

- 1  -1 - 1  0 0 3 - 1  -1 - 1  -1 -1 0 0 -3 1 1 0 0 -3 0 0 -3 0 0 3 -1 -1 -1 -1 -1 0 0 3 -1 -1 -1 -1 -1 

-1 -1 - 1  0 2 -1 -1 -1 -1 -1 -1 1 0 -2 1 0 -2 0 -2 1 1 0 2 -1 -1 -1 -1 -1 -1 0 2 -1 - 1  - 1  - 1  -1 - 1  

- 1  - 1  - 1  -1 -1 - 1  -1 - 1  - 1  - 1  - 1  1 1 -1 1 -1 1 -1 -1 -1 -1 -1 -1 -1 1 -1 -1 - 1  -1 - 1  -1 - 1  
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Appendix C 

Computer programs used i n  the thesis with chapter 
references. 

EG 2 Chapter 3. 

model; { 

fori i in 1 : N ) { precc[ij <- muc[i] 
Yc[i] - dnorm(muc[i] , 1000) 

# Multiply X with beta. This is elementwise multiplication. 
fori i in 1 : N ) ( 

for 0 in 1 :N) { 
mewc[i,n <- X[ i, jJ*betaU] 

} 
#Model log(mu) = X.beta sum(**) sums the elementwise values from previous 
log(muc[i]) <- sum(mewc[i, ]) 

} 
# Priors for beta 
for (i in 1 :N) { beta[i] - dnorm(O.O, 0.000001 ) } 

#The next block sums appropriate blocks of the mu's to give the margins. 
for (i in 1 :4) { margin[i] - dnorm(margins[i] ,1  000) } 

margins[1] <- mu[1] + mu[3] + mu[S] + mu[l] 
margins[2] <- mu[2] + mu[4] + mu[6] + mu[8] 
margins[3] <- mu[1] + mu[2] + mu[3] + mu[4] 
margins[4] <- mu[5] + mu[6] + mu[7] + mu[S] 

#Generate the "offsets" 
for (i in 1 :N) { offs�.4]<- X[i,3)*beta[3] 

for 0 in S:S){ offs[i, jJ <- Xli, j)"beta[ j ) 
} 

#mewa are the contributions for the 3 coefficients for each row, they are also summed later 
for (i in 1 :N) { mewa[i,1) <- X� , 1 )*betaa[1) 

mewa[i ,2] <- Xli , 2)*betaa[2) 
mewa[i,3] <- Xli , 4)*betaa[3) 

#model log (m us) as the sum of the two parts, mewa from the new coefficients, Xbeta[i] and offs from the known 
betas offset[i]. 
for (i in 1 :N){ 
Xbeta[i) <- sum(mewa[i , 1 :3]) 
offset[i] <- sum(offs[i , 4:S]) 
log(mu[ i ]) <- Xbeta[i] + offset[i] 
} 

# Define distribution of unknown coefficients betaa[ij 
betaa[1] - dnorm(O, 0.0000 1 )  
betaa[2] - dnorm(O, 0.00001 ) 
betaa[3j - dnorm(O, 0.0000 1 )  
betaa[4j - dnorm(O, 0.00001 )  

#data 

list(N = 8, 

X = structure(.Data=c( 
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1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 
1 ,-1 , 1 , 1 ,-1 ,-1 , 1 ,-1 , 
1 , 1 ,-1 , 1 ,- 1 , 1 ,-1 ,-1 , 
1 ,-1 ,-1 , 1 , 1 ,- 1 ,-1 , 1 ,  
1 , 1 , 1 ,-1 , 1 ,-1 ,-1 ,-1 , 
1 ,-1 , 1 ,-1 ,-1 , 1 ,-1 , 1 ,  
1 , 1 ,- 1 ,- 1 ,- 1 ,-1 , 1 , 1 ,  
1 ,-1 ,-1 ,-1 , 1 , 1 , 1 ,-1 ), 

.Dim = c(8,8)), 
Yc=c(8,6,5,4,5,7 ,2, 1 ), 
margin = c(1 9,25,20,24) 

#iNITS 

list( 

betaa= c(O, 0, 0, 0) , 
beta = c( 0,0,0,0,0,0,0,0) 
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SPREE Equivalent model Census data and new margins. 

model; { 
fori i in 1 : N ) { precc[ij <- 2/muc[i) Y[i) - dnorm(muc[iJ,precc[i) ) 

# Multiply X with beta. This is elementwise multiplication. 
fori i in 1 : N ) { for 0 in 1 :N) { mewc[i,iJ <- X[ i, jJ*betaUJ 

#Model log(mu) = X.beta sumr·) sums the elementwise values from previous 
log(muc[i]) <- sum(mewc[i, ]) 

, } 
# Priors for beta 

for (i in 2:N) { beta[i) - dnorm(O.O, 0 . 1 )  } 
beta(1) - dnorm(6,O. 1 )  

for ( i  i n  1 :5) { precmarg[i) <- 1/margins[i) marg[i) - dnorm(margins[iJ,precmarg[i]) 

for (i in 1 : 1 2) { SAE[i) <- sum(mu[(i* 16)-1 5:i· 16]) 

margins[1) <- sum(SAE[1:6]) 
margins[2) <- sum(SAE[7 : 12]) 
margins[3] <- sum(SAE[1 :2]) + sum(SAE[7:8)) 
margins[4] <- sum(SAE[3:4]) + sum(SAE[9: 1 0J) 
margins[5] <- SAE[1) + SAE(3) + SAE(5) + SAE(7) + SAE(9) + SAE(1 1 )  

for ( i  in 1 : 16) { region[i) <- mu[ij + mu[i+16) + mu[i+32) + mu[i+48) + mu[i+64) + mu[i+80) + mu[i+96) + mu[i+1 1 2) + 
mu[i+ 1 28) + 

mu[i+1 76) } 

for (i in 1 :N) { for 0 in 1 :5) { mewa� ,iJ <- X�,jJ*betaam } } 
for (i in 1 :N) ( for 0 in 1 : 1 87) { offs[i,iJ <- X[i,j+5)'betaD+5) } 

for (i in 1 :N) { Xbeta[i) <- sum(mewa[i, 1 :5)) 

for (i in 2:5) { betaa[i) - dnorm(O.O, 0 . 1 )  
betaa(1) - dnorm(5,O. 1 )  

#data 
Iist(N = 1 92, 

offset[i] <- sum(offs[i, 1 :  1 87]) 
log(mu[iJ) <- Xbeta[i) + offset[ij 

mu[i+1 44) + mu[i+160) + 

Y=C(605 . 0 5 ,  3 2 6 4 . 94 ,  1 5 04 . 4 9 ,  965 . 14 ,  187 . 13 ,  7 5 9 . 77 ,  7 9 9 . 17 ,  1 3 5 4 . 9 0 ,  2 3 1 7 . 7 8 ,  
1 9 8 . 52 ,  
2 8 1 . 8 5 ,  2 3 5 . 5 8 ,  2 7 7 . 5 0 ,  3 1 0 0 . 51 ,  1399 . 44 ,  659 . 6 1 ,  
1 1 5 5 . 93 ,  3 8 0 8 . 4 0 ,  1 4 8 8 . 4 7 ,  1505 . 3 8 ,  522 . 8 8 ,  907 . 04 ,  4 4 9 . 7 7 ,  1 0 2 0 . 15 ,  15 9 9 . 3 6 ,  4 4 . 0 6 ,  

70 . 3 1 ,  87 . 52 ,  5 6 . 6 3 ,  7 5 0 . 2 6 ,  2 3 6 . 3 4 ,  2 3 6 . 2 5 ,  
1 6 8 7 . 13 ,  962 6 . 4 6 ,  2 6 90 . 56 ,  1934 . 8 5 ,  3 83 . 2 5 ,  1476 . 16 ,  1 2 14 . 6 2 ,  2 3 7 1 . 6 9 ,  4 2 5 3 . 1 5 ,  
552 . 44 ,  
5 2 7 . 03 ,  507 . 8 9 ,  7 3 3 . 6 2 ,  5 3 4 2 . 05 ,  2487 . 8 0 ,  1192 . 5 5 ,  
2 4 7 5 . 7 9 ,  5 9 3 7 . 8 7 ,  2 3 1 6 . 52 ,  2 8 4 5 . 12 ,  1127 . 1 3 ,  1 5 5 8 . 8 7 ,  634 . 1 1 ,  1 5 3 6 . 2 2 ,  2 2 7 8 . 2 5 ,  87 . 2 8 ,  
116 . 4 9 ,  1 3 1 . 11 ,  1 0 2 . 3 7 , 1 0 2 2 . 42 ,  3 1 5 . 94 ,  4 0 2 . 77 ,  
3 5 2 . 8 1 ,  1 3 8 0 . 0 9 ,  5 1 8 . 3 1 ,  4 2 6 . 15 ,  77 . 8 8 ,  3 1 1 . 12 ,  2 4 9 . 8 8 ,  4 6 8 . 2 1 ,  7 72 . 3 2 ,  1 0 2 . 9 3 ,  
107 . 2 6 ,  1 1 3 . 05 ,  1 2 8 . 13 ,  1 0 1 9 . 6 7 ,  4 97 . 9 0 ,  277 . 6 9 ,  
23 0 . 2 8 ,  1204 . 8 0 ,  6 6 5 . 9 5 ,  6 7 0 . 93 ,  196 . 13 ,  4 2 8 . 74 ,  3 04 . 4 1 ,  5 8 2 . 2 2 ,  8 0 5 . 03 ,  1 07 . 8 8 ,  
1 0 7 . 57 ,  124 . 0 0 ,  1 3 8 . 8 8 ,  1054 . 5 9 ,  503 . 53 ,  3 2 3 . 18 ,  
4 0 7 . 4 8 ,  2 3 8 4 . 9 8 ,  12 3 1 . 03 ,  8 02 . 06 ,  1 3 8 . 6 3 ,  54 1 . 5 1 ,  58 6 . 26 ,  1 0 1 2 . 8 4 ,  1 5 5 2 . 7 2 ,  1 5 3 . 8 6 ,  

2 2 9 . 74 ,  1 7 5 . 77 ,  176 . 5 0 ,  2 5 9 6 . 15 ,  1 0 2 1 . 8 2 ,  529 . 6 4 ,  
6 3 3 . 55 ,  2 8 1 9 . 3 9 ,  9 6 5 . 8 2 ,  9 5 0 . 19 ,  3 0 9 . 88 ,  527 . 4 3 ,  2 5 1 . 5 8 ,  5 8 7 . 1 1 ,  973 . 53 ,  24 . 8 0 ,  
4 0 . 02 ,  4 9 . 3 4 ,  36 . 63 ,  5 0 3 . 1 1 ,  13 9 . 9 5 ,  143 . 6 5 ,  
747 . 3 7 ,  5072 . 6 2 ,  1 3 4 9 . 4 3 ,  9 8 3 . 9 8 ,  176 . 0 0 ,  606 . 6 8 ,  6 7 9 . 8 7 ,  1 1 5 6 . 04 ,  1 8 9 1 . 02 ,  2 5 7 . 8 8 ,  

2 8 5 . 6 9 ,  247 . 3 1 ,  2 8 2 . 13 ,  2 90 5 . 5 9 ,  1267 . 0 1 ,  629 . 5 2 ,  
1 0 1 0 . 8 5 ,  2 9 6 1 . 76 ,  1 1 0 2 . 4 8 ,  1118 . 64 ,  5 0 9 . 7 5 ,  673 . 18 ,  2 8 7 . 4 3 ,  68 2 . 6 1 ,  9 5 1 . 68 ,  3 4 . 63 , 

36 . 3 4 , 54 . 6 8 , 4 8 . 7 5 , 442 . 4 8 , 143 . 1 5 , 149 . 5 9 ,  
1 7 2 . 05 ,  8 3 9 . 0 1 ,  3 2 3 . 17 ,  2 7 5 . 8 9 ,  2 9 . 5 0 ,  151 . 4 8 ,  1 3 3 . 9 4 ,  2 6 2 . 4 7 ,  3 8 4 . 00 ,  4 5 . 27 ,  
54 . 9 5 ,  56 . 8 8 ,  5 9 . 0 0 ,  5 7 6 . 7 9 ,  226 . 53 ,  13 0 . 7 0 ,  
121 . 63 ,  3 9 9 . 0 8 ,  1 2 1 . 7 6 ,  127 . 8 9 ,  63 . 3 8 ,  75 . 9 9 ,  3 6 . 3 8 ,  77 . 8 1 ,  13 0 . 56 ,  4 . 63 , 
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2 . 1 3 ,  5 . 8 0 ,  2 . 8 8 ,  4 0 . 0 8 ,  2 0 . 3 7 ,  1 5 . 2 5 
) ,  

marg=c( 
62777, 45501 , 
41652, 54583, 
74725 
), 
) 

#iNITS 

list( 

beta = c( 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0 ,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0), 

betaa = c(O,O,O,O,O) 

************************************************ 

model; { 
#Ys is the sample data - distributed Poison with means mus 

for( i in 1 : 7 ) { margf{i]<-marg[i] 
marg[i] - dpois(margr[i]) 

w2 <- sqrt(2) 
w1 <- 1 - w2 

for (i in 1 :7) { margrm<- max((margins[i] - w1*margf[i])/w2,1 )  
margins[1]<-sum(SAE[1 :6]) 
margins[2]<-sum(SAE[7: 1 2]) 
margins[3]<-SAE[1] + SAE[2] + SAE[7] + SAE[8] 
margins[4]<-SAE[3] + SAE[4] + SAE[9] + SAE[10] 
margins[5]<-SAE[5] + SAE[6] + SAE[1 1 ]  + SAE[1 2] 
margins[6]<-SAE[1] + SAE[3] + SAE[5] + SAE[7] + SAE[9] + SAE[1 1 ]  
margins[7]<-SAE[2] + SAE[4] + SAE[6] + SAE[8] + SAE[10] + SAE[12] 

for (i in 1 : 1 2) { SAE[i]<-sum(mu[(i*1 6)-1 5:i*16]) } 
#Generate the "offsets .. (offs are a 1 92 by 1 87 matrix, each row is summed later to give the offset) 
for (i in 1 :N) { for O in 1 : 187){ offs�,il <- X[i , j+5]*betab[j ] } } 
#mewa are the contributions for the 5 coefficients for each row, they are also summed later 
for (i in 1 :N) { for 0 in 1 :5) { mewa[i,il <- Xli , il*betaaOl } } 
#model log (mus) as the sum of the two parts, mewa from the new coefficients and offs from the offset 
for (i in 1 :N){ log(mu[ i ]) <- sum(mewa[i , 1 :5]) + sum(offs[i , 1 :  1 87]) + b[i] } 
# Define distribution of unknown coefficients betaa 

betaa[1] - dflatO 
for (i in 2:5) { betaa[i] - dnorm( 0.0, 0.1 )  } 

b[1 : 1 92] - car.normal(adm, weights[], num[], tau) 
tau - dgamma(1 ,  1 )  sigma<-1/sqrt(tau)  
} 
#data 

Iist(N = 1 92, 

Dim = c(192,192» , 
marg=c( 62777, 4550 1 , 41 652, 54584, 1 2042, 74725, 33553), 

betab=c(0.4071 30684, 1 .868427822, 0.894371 834, 0.76101 946, -0.61 3398189, 0.304888339, -0.075503581 , 
0 .624522371 , 1 .07824282, -1 .60030457, -1 .471 540467, -1 .341729148, -1 .41 281209, 0.932581453, 
0.0053 1 5636, -0.250450775, -0.0541 69847, -0.1 67789806, -0.038335777, 0.049000249, -0.1 1 0442518, -
0.1 52903928, -0.095928472, -0.086768054, -0.074426372, -0.02739161 1 ,  -0.031 51 1 732, -0.03531 8339, -
0.0241 73933, 0.09143954 1 , 0.145637528, 0.0684231 54, 0.1 54050947, 0.039586646, 0.075964469, -
0.087744076, -0.014571 071 , 0.097763495, 0.01 1 771 352, 0.007253497, 0.036067675, 0.088523206, 
0.073767051 , 0.099922218,  -0.2293021 79, 0.066255636, -0.068252504, -0. 1 38489828, 0.092563412, -
0.020823439, 0.215314478, 0.1 55597869, -0.002457967, 0.024529188, 0.1 35922252, 0.014737804, -
0.062780314,  -0.02534937, -0.028429568, -0.002131 589, -0.068252504, -0.07626669, 0.029120218, -
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0. 1 1 0167982, -0. 1 571 68395, -0.4401 92352, -0.225224391 ,  -0.245908888, -0.424534694, -0.828666685, -
0.351 808644, -0.02031 8805, -0.1 24450436, -0.091288707, 0.427926831 ,  0.472779671 ,  0.252758495, 
0.462037338, 0.41 2225804, 0.51 0564624, 0 . 1 14557775, 0.1 34489178, 0 . 161 020196, 0 .1 08006214, 
0.05562827, 0.049492633, 0.081 634324, 0.04901 5239, 0 .055625612,  0.047601 348, 0 .049849354, -
0.082633207, -0.1 52229683, -0.050504064, -0. 1 30590633, -0.0938821 68, -0.064928737, 0 .143076998, 
0.0920967, 0.059207753, 0.094322374, 0.072491 16,  0.064753571 ,  -0.020469713 ,  0.022894599, 
0.0501 79869, -0.0647401 32, -0.096191848, -0.064746375, -0.1 24536469, -0.072823753, -0. 1 04228353, -
0 .1 504401 39, -0. 1 73558378, -0.00921 5927, -0.047425184, 0.05222705, -0.004356085, 0.057070355, 
0.013261893, -0.01 7709379, 0.086249033, -0.007230574, -0.006060762, 0.0099381 26, 0.034285347, 
0. 1 1 2629852, -0. 1 36981 332, 0.0747397, -0.071 934666, -0. 109719408, -0. 1 12672403, -0.09361 7847, -
0 .007754004, -0.041 066491 , 0.01321 8078, 0 .1 29528142, 0.014286, 0.0572903 1 1 ,  0.063433323, 
0.0658381 93, 0 . 144671 922, 0 .1 5048028, 0. 1 1 3725453, 0.041 86245, 0.021 534296, 0 . 134679125, 
0.070744323, 0.002548924, 0.018800163, 0.061 24736 1 ,  -0.066332735, -0.1 79279514,  -0.066436161 ; -
0.071 355907, -0.094785788, -0.061 083354, -0. 1 4874883, -0.05715291 1 ,  -0.04661 1 367, -0.037064495, -
0 . 1 37240048, -0.068391335, -0.01 7108143, -0.030948976, -0.031 972477, 0.039599282, 0.142734563, 
0.049603694, 0.1 28795126, 0.092499333, 0.061 940529, -0.1 37565706, -0.094151 998, -0.021671023, -
0.052561686, -0. 1 05204978, -0.025070143, -().021 987832, -0.008638045, -0.043544363, 0 .058995735, 
0.074446091 , 0.061 007695, 0 . 158090215 ,  0.070946572, 0.065153907) 

adj=c(2, 1 ,3,2,4,6,7,8,3,5,6,4,6,3,4,5,8,3,8,3,6,7,9,8, 1 1 , 12, 13 , 14 , 10,12, 10, 1 1 , 14 , 10, 14 , 15, 1 6, 10 , 12 , 13 , 15, 1 3, 14 ,16 , 13  
, 1 5, 18 , 17 , 19, 1 8,20,22,23,24,1 9,21 ,22,20,22,1 9,20,21 ,24, 1 9,24,19,22,23,25,24,27 ,28,29,30,26,28,26,27 ,30 
,26,30,31 ,32,26 ,28,29,31 ,29,30,32,29,31 ,34,33,35,34,36,38,39,40,35,37 ,38,36,38,35,36,37 ,40 ,35,40,35,38 
,39,41 ,40,43,44,45,46,42,44,42,43,46,42,46,4 7 ,48,42,44,45,4 7 ,45,46 ,48,45,47,50,49,51 ,50,52,54,55,56,51, 
53,54,52,54,51,52,53,56,51,56,51,54,55,57,56,59,60,61,62,58,60,58,59,62,58,62,63,64,58,60,61,63,61,62,64,61,63,66 

,65,67,66,68,70,71,72,67,69,70,68,70,67,68,69,72,67,72,67,70,71,73,72,75,76,77,78,74,76,74,75,78,74,78,79,80,74,7 

6,77,79,77,78,80,77,79,82,81,83,82,84,86,87,88,83,85,86,84,86,83,84,85,88,83,88,83,86,87,89,88,91,92,93,94,90,92, 

90,91,94,90,94,95,96,90,92,93,95,93,94,96,93,95,98,97,99,98,100,102,103,104,99,101,102,100,102,99,100,101,104,9 

9,104,99,102,103, 105,1 04,107,108, 109, 110,106, 108,106,107, 1 10,106,110, 111, 112, 1 06, 108, 109,1 11,109, 110,112,109 

,11 1,114,113,115,114,116,118,1 19,120,115,117, 118,116, 118, 115,116,117,120, 1 15,120,115, 118,119,121, 120,123, 124 

,125,126,122,124,122,123,126,122,126,127,128,122,124,125,127,125,126,128,125,127,130,129,131,130,132,134,135 

,136,131,133,134,132,134,131,132,133,136,131,136,131,134,135,137,136,139,140,141,142,138,140,138,139,142,138 

,142,143,144,138,140,141,143,141,142,144,141,143,146,145,147,146,148,150,151,152,147,149,150,148,150,147,148 

,149,152,147,152,147,150,151,153,152,155,156,157,158,154,156,154,155,158,154,158,159,160,154,156,157,159,157 

,158,160,157,159,162,161,163,162,164,166,167,168,163,165,166,164,166,163,164,165,168,163,168,163,166,167,169 

,168,171,172,173,174,1 70,172,170,171,174,170,174,175,176,170,172,173,175,173,1 74,176,173,175,178,177,179,178 

,180,182,183,184,179,181,182,180,182,179,180,181,184,179,184,179,182,183,185,184,187,188,189,190,186,188,186 

,187,190,186,190,191,192,186,188,1 89, 191,189,190,192, 189, 191), 

weights = c(1 , 1, 1, 1 ,  1 , 1 ,  1 ,  1 ,  1, 1 ,  1, 1, 1, 1, 1, 1 ,  1, 1, 1, 1, 1, 1 ,  1, 1, 1 ,  1 , 1 ,  1, 1, 1, 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 ,  1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 ,  
1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 , 1 ,  1 , 1 ,  1 , 1 , 1 ,), 

num = c(1 , 2, 5, 3, � 4, 2, 4, 1 , 4, 2, 3, 4, 4, �  � 1 , 2, 5, 3, 2, 4, 2, 4, 1 , 4, 2, 3, 4, 4, 3, 2 , 1 , 2, 5, 3, 2, 4, 2, 4, 1 , 4, 
2 , 3, 4, 4, 3, 2, 1 , 2, 5, 3, 2, 4, 2, 4, 1 , 4, 2, 3, 4, 4, 3, 2, 1 , 2, 5, 3, 2 , 4, 2, 4, 1 , 4, 2, 3, 4, 4 , 3, 2 , 1 , 2, 5, 3, 

#iNITS 

2, 4, 2 , 4, 1 , 4, 2, 3, 4, 4, 3, 2, 1 , 2, 5, 3, 2 , 4, 2, 4, 1 , 4, 2, 3, 4, 4, 3, 2, 1 , 2, 5, 3, 2, 4, 2, 4, 1 , 4, 2 , 3 , 4, 4 ,  
3, 2, 1 , 2 , 5, 3, 2, 4, 2, 4, 1 , 4, 2, 3, 4, 4, 3, 2, 1 , 2 , 5, 3, 2, 4, 2, 4, 1 , 4, 2, 3 , 4 , 4, 3, 2, 1 , 2, 5, 3, 2, 4, 2, 4, 
1 , 4, 2, 3, 4, 4, 3, 2, 1 , 2, 5, 3, 2, 4, 2, 4, 1 , 4, 2, 3, 4, 4, 3, 2  ) 

list( betaa= c( 5, . 1 ,  .5, .5, .4» 

list(betaa=c(1 0, 1 0, 1 0, 1 0,10» 
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Re/ative risk models chapter 9 
model; { 
fort i in 1 : N ) { Y[i) - dnorm(mucp),precc[i) ) 

fort i in 1 : N )  { for G in 1 :N) { mewc[i,j) <- X[ i, jJ*beta[j) log(muc[i)) <- sum(mewc[i, )) 
beta(1 ) - dnorm(7,0.001 )  
beta(2) - dnorm(-1 ,0.00 1 )  

for ( i  i n  3:N) { beta[i] - dnorm(O.O, 0.000001 )  } 
for (i in 1 :  1 0) { marg[i) - dnorm(margins[i] .precmarg[i)) 
for (i in 1 :24) { SAEES[i] <- sum(mu[(i*1 6}-1 5:i*16)) } 

margins[1] <- sum(SAEES[1 :6)) 
margins[2] <- sum(SAEES[7: 12)) 
margins[3] <- sum(SAEES[1 :2)) + sum(SAEES[7:8)) 
margins(4) <- sum(SAEES[3:4]) + sum(SAEES[9: 1 0)) 
margins[5] <- SAEES[1] + SAEES(3) + SAEES(5) + SAEES(7) + SAEES(9) + SAEES(11 )  
margins[6] <- sum(SAEES[13 :18]) 
margins[?) <- sum(SAEES[19:24)) 
margins(8) <- sum(SAEES[1 3:14)) + sum(SAEES[19:20)) 
margins(9) <- sum(SAEES[15: 16)) + sum(SAEES[21 :22)) 
margins(10) <- SAEES[1 3) + SAEES[1 5) + SAEES[1 7) + SAEES(19) + SAEES(21) + SAEES(23) 

for (i in 1 : 16) { region[i) <- mu[i) + mu[i+1 6) + mu[i+32) + mu[i+48) + mu[i+64) + mu[i+80) + mu[i+96) + mu[i+1 1 2) + 
mu[i+1 28) + mu[i+144) + mu[i+160) + mu[i+1 76) } 

for (i in 1 :N) { for G in 1 : 10)  { mewa[i,j) <- X�,aOlJ*betaam } } 
for ti in 1 :N} { for O in 1 :374) { offs[i,j] <- X[i,bu])*beta[bull 
for (i in 1 :N) { Xbeta[i] <- sum(mewa[i ,1 : 10)) 

offset[ij <- sum(offs[i,1 :374)) 
log(mu[�) <- Xbeta[i) + offset[i) 

betaa(1) - dnorm(7, 0.001) 
betaa(2) - dnorm(-1 ,0.00 1 )  
for ( i  i n  3: 1 0) { betaa[i) - dnorm(O.O, 0.00001) 
} 
#data 

list(N = 384, 

Y=c(605.05,3264.94,1504.49,965.14,187.13,759.77,799.17,1354.90,2317.78,198.52,281 .85,235.58,277.50,3100.51,1399.44,659 

61,1155.93,3808.40,1488.47,1505.38,522.88,907.04,449.77, 1 020 .15, 1599 .36,44. 06,70.31,87 .52,56. 63,750.26,236.34, 

236.25,1687.13,9626.46,2690.56,1934.85,383.25,1476.16,1214.62,2371.69,4253.15,552.44,527.03,507.89,733.62,53 

42.05,2487.80,1 192.55,2475.79,5937.8 7,2316.52,2845.12, 1 127.13, 1558.87,634.11, 1536 .22,2278.25,87.28,116.49,13 

1 .11, 102.3 7, 1022. 42,315. 94,402. 77,352.81, 1380.09,518.31,426.15,77.88,31 1 .12,249.88,468.21,772.32, 1 02. 93,107.26 

,113.05,128.13,1019.67,497.90,277.69,230.28,691.53,211.91,280.65,122.38,149.00,61.90,148.19,256.03,7.52,6.48,12 

.72,12.13,1 17. 17,37.76,63.49,407.48,2384.98,1231 .03 ,802.06,138.63,541 .51,586.26,1012.84,1552.72,153. 86,229.74, 

1 75.77,176.50,2596.15,1021.82,529.64,633.55,2819.39,965.82,950.19,309.88,527.43,251 .58,587.11,973.53,24.80,40. 

02,49.34,36.63,503.1 1,139.95,143.65,747.37,5072.62, 1349 .43,983.98,176.00,606.68,679.87,1 156.04,1891 .02,257.88, 

285.69,247.31,282.13,2905.59,1267.01,629.52,1010.85,2961.76,1102.48,1118.64,509.75,673.18,287.43,682.61,951.6 

8,34.63,36.34,54.68,48.75,442.48,143.15,149.59,172.05,839.01,323.17,275.89,29.50,151 .48,133.94,262.47,384.00,45 

.27,54.95,56.88,59.00,576.79,226.53,130.70,121.63,399.08,121.76,127.89,63.38,75.99,36.38,77.81,130.56,4.63,2.13, 

5.80,2.88,40.08,20.37,15.25,3743.95,49623.06,16875.51,7356.86,1046.88,5236.23,4559.83,12217.10,19037.22,1898. 

48,2064.15,1814.42,1403.50,27773.49,12475.56,4875.39,2039.07,18627.60,5956.53,4144.62,1143.13,2156.96,1075. 

23,3172.85,5738.64,216.94,281.69,313.48,207.37,3301.74,1395.66,865.75,13246.87,141844.54,44465.44,24239.15,3 

897.75,16672.84,14507.38,28560.31,59051.85,5822.56,6029.97,5314.11,4717.38,71239.95,26919.20,14454.45,3851 .  

21,33769.13,9748.48,7233.88,1909.88,3599.13,1782.89,5176.78,10154.75,366.72,476.51,551 .89,363.63,5553.58,188 

8.06,1478.23,13831.19,93833. 91,33866.69 ,23525.85,3384.13,14706.88,11397.12,23140. 79,39661 .68,4581.07,4658.7 

4,4956.95,3808.87,53907.33,20839.10,10383.31,2557.72,1 0534.47,3858.09,3459.35,1 159.63,1667.00,791 .10,1977.8 

1,3352.97,138.48,125.52,238.28,157.88,1768.83,607.24,749.51,3683.52,50572.02,16307.97,7126.94,1025.38,5364.4 

9,4605.74,12034.16,20795.28,1706.14,2059.26,1587.23,1378.50,27523.85,13813.18,4535.36,2733.45,21339.61,6567 

. 18,5013.81,1353.13,2602.57,1 148.42,3727.89,6767. 47,212.20,304.98,295.66,210.37,3399.89,1461 .05 ,851.35,15106. 

63,154434.38,47372.57,26903.02,4100.00,18439 .32,15392.13,30978.96,64200.98,6205 .12,6624.31,5681 .69,4942.87, 

76479.41,2901 1 .99,14963.48,6236.15,41968.24,121 19.52, 1 0254.36,2978.25 ,5203.82,2219 .57,6487 .39,12715.32,424. 

37,541.66,658.32,452.25,5759.52,1847.85,1666.41,14483.95,109621.99,37555.83,26574.11,4008.50,17381 .52,13470 

.06,27509.53,46138.00,4841.73,5720.05,5444.12,3973.00,64825.21,25051.47,12038.30,3019.37,13035.92,4291 .24,3 

964.11,1407.63,2058.01 ,814.62 ,2221.19 ,3778.44 ,170.38 ,154.88 ,225.20 ,139.12 ,1709.92 ,556.63,505.75), 

precc=c( ), 
marg=c(62777, 4550 1 ,  41 653, 54583, 74725, 1 22331 0, 1 331877, 467442, 1 235291 ,  2149834 ), 
precmarg=c( ), 
a=c(1 ,2,3,4,5,6,22,23,24,25), 
b=c(7 ,8,9, 1 0,1 1 , 12 , 13 , 14 ,15 , 16 ,17 ,18,1 9,20,21,26,27 ,28,29,30,31 ,32,33,34,35,36,37 ,38,39,40,41 ,42,43,44,45,46,47, 

48,49,50,51 ,52,53,54,55,56,57 ,58,59,60,61 ,62,63,64,65,66,67 ,68,69,70,71 ,72,73,74,75,76,77,78,79,80,81 , 
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#iNITS 
list( 
beta = e( 

82,83,84,85,86,87,88,89,90,91 ,92,93,94,95,96,97,98,99, 100,101 , 1 02,103, 104 , 1 05,1 06, 1 07,1 08,1 09, 1 10,1 
1 1 , 1 12 , 1 13 , 1 14,1 1 5, 1 16 , 1 17, 1 1 8,1 1 9, 120,1 2 1 , 1 22, 123, 1 24, 1 25, 1 26, 1 27, 128,1 29,1 30, 1 3 1 , 1 32 , 133,134,13 
5 , 136,137,138,1 39,140,1 4 1 , 1 42, 143,144,145,146, 1 47, 1 48, 149, 1 50, 1 5 1 , 1 52,1 53 , 154 , 155,1 56,157,158,159 
,160, 161 , 162,163,164, 165, 166,167,168,169,170, 171 , 172, 1 73, 1 74, 1 75, 1 76, 1 77, 178, 1 79, 1 80,1 81 , 182,183, 
1 84, 1 85, 186, 1 87, 1 88,1 89, 190, 1 9 1 , 1 92 , 1 93, 1 94,1 95, 1 96, 197, 1 98, 1 99,200,201 ,202,203,204,205,206,207,2 
08,209,210,21 1 ,21 2,21 3,21 4,215,216,217 ,21 8,21 9,220,221 ,222,223,224,225,226,227,228,229,230,231 ,23 
2,233,234,235,236,237,238,239,240,241 ,242,243,244,245,246,247 ,248,249,250,251 ,252,253,254,255,256 
,257,258,259,260,261 ,262,263,264 ,265,266,267 ,268,269,270 ,271 ,272,273,274,275,276,277 ,278,279 ,280, 
281 ,282,283,284,285,286,287 ,288,289,290,291 ,292,293,294,295,296,297,298,299,300,301 ,302,303,304,3 
05,306,307,308,309,31 0,31 1 ,312,31 3,314,31 5,316,317 ,31 8,31 9,320,321 ,322,323,324,325,326,327,328,32 
9,330,331 ,332,333,334,335,336,337 ,338,339,340,341,342,343,344,345,346,34 7 ,348,349,350,351 ,352,353 
,354,355,356,357,358,359,360,361 ,362,363,364,365,366,367,368,369,370,371 ,372,373,374,375,376,377, 
378,379,380,381 ,382,383,384 ) , 

7,-1 ,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 
0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0,0,0,0,0,0, 0,0,0,0), 

betaa = e(7 ,-1,0,0,0,0,0,0,0,0) ) 
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Appendix D 

Examples of Wi nBUGS output. 

In Chapter Seven, Section 7.3, there is an example of output from WinBUGS 

which shows good convergence and simulations which are behaving 

appropriately. This is not always the case. In fitting models to the contingency 

tables the coefficients are correlated with each other as an adjustment to one 

can be offset by adjusting another with little change in the final estimates of 

cell counts. 

Below is an example of less well behaved chains with a few comments as an 

introduction to the possible problems which may arise. 

We can see in the traces below that although betaa[l] has converged the other 

graphs are wandering around and have not. They follow patterns of 

increasing and decreasing values. The density curves show poor mixing of the 

chain. They have a number of modes which suggest that the chain is "stuck" 

in a particular range and then moves on to another. The values are highly 

correlated to large lags. These are all indicative of poor convergence and 

problems with the estimates. It can be seen with the estimates themselves that 

the standard deviations and MC errors are quite large and looking at the 

traces it is not hard to see why. 
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betaa[5] sample: 20000 
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1 .0 11111111111111111111111111111111111 0.5 
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-0.5 
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betaa[5] 

o 20 40 

lag 

node mean sd MC error 2.5% median 97.5% start sample 

betaa[1] 6 .089 0.004 1 5  3.281 E-5 6.081 6.089 6.097 20000 

betaa[2] 0.4316 0 .1331 0.01 1 1  0 . 1613  0.4259 0.71 1 9  20000 

betaa[3] 1 . 1 38 0.2023 0.01696 0.6739 1 . 163 1 .474 20000 

betaa[4] 1 .057 0.4238 0.03562 0.31 96 1 . 1 32 1 .954 20000 

betaa[5] 0.9612  0.3313 0.02787 0.3942 0.9876 1 .468 20000 
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