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Abstract

This thesis seeks to address current problems encountered when training classifiers
within the framework of cascades of boosted ensembles (CoBE). At present, a signifi-
cant challenge facing this framework are inordinate classifier training runtimes. In some
cases, it can take days or weeks (Viola and Jones, 2004; Verschae et al., 2008) to train
a classifier. The protracted training runtimes are an obstacle to the wider use of this
framework (Brubaker et al., 2006). They also hinder the process of producing effective
object detection applications and make the testing of new theories and algorithms, as well
as verifications of others research, a considerable challenge (McCane and Novins, 2003).

An additional shortcoming of the CoBE framework is its limited ability to train clas-
sifiers incrementally. Presently, the most reliable method of integrating new dataset in-
formation into an existing classifier, is to re-train a classifier from beginning using the
combined new and old datasets. This process is inefficient. It lacks scalability and dis-
cards valuable information learned in previous training.

To deal with these challenges, this thesis extends on the research by Barczak et al.
(2008), and presents alternative CoBE frameworks for training classifiers. The alterna-
tive frameworks reduce training runtimes by an order of magnitude over common CoBE
frameworks and introduce additional tractability to the process. They achieve this, while
preserving the generalization ability of their classifiers.

This research also introduces a new framework for incrementally training CoBE clas-
sifiers and shows how this can be done without re-training classifiers from beginning.
However, the incremental framework for CoBEs has some limitations. Although it is able
to improve the positive detection rates of existing classifiers, currently it is unable to lower

their false detection rates.
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Chapter 1

Introduction

In recent years, object detection applications have become more widespread and have
found their way into many everyday electronic devices. Applications designed for character
recognition through to devices like digital cameras, capable of detecting faces as well as
facial expressions, are now commonplace. The likelihood of this technology proliferating
further is increasing. This technology has in part been made possible through innovative
machine learning algorithms which produce classification results in real-time, that can

accurately detect target objects from various streams of input data.

However, training classification rules to perform such tasks is not trivial. Aside from
the fact that there are many tunable parameters in the training process, whose optimal
configurations are not known a priori, the training process itself can take days or even
weeks (Viola and Jones, 2004; Verschae et al., 2008) to produce an effective classification
rule. This is particularly true in real-world problems with large and difficult training
datasets that are necessary as input into learning algorithms. The inordinate training
runtimes are not only an impediment to producing effective object detection applications,
but also make the testing of new theories and algorithms, together with verifications of

others’ research, a significant challenge (McCane and Novins, 2003).

In addition to protracted classifier training runtimes, there are currently limited ca-
pabilities within existing frameworks to train such classifiers in an incremental manner.
Often, the consequence of this requires classifiers to be re-trained when additional datasets
containing new information become available. The re-training guarantees that the new in-

formation is integrated into the classification rule, but this results in a loss of all previously
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learned knowledge.

Barczak et al. (2008) proposed a novel framework for training classifiers which demon-
strated potential for significant reductions in training runtimes of classifiers. The frame-
work termed, parallel strong classifier within the same layer (PSL), indicated a capability
to produce efficient classifiers, but was insufficiently tested for robustness concerning their
accuracy. The PSL framework also exhibited opportunities for further extensions. One of
those extensions enabled the introduction of a framework as a proposed solution to the

still open problem of incremental learning.

1.1 Brief Introduction to Machine Learning

Machine learning is a field of study belonging to artificial intelligence. A major focus
within it, is the design of algorithms that are capable of automatically learning rules or
discovering patterns within data. Supervised learning algorithms and more specifically
classification algorithms, used in this thesis, are a special group of machine learning al-
gorithms. Classification algorithms operate by being exposed to data with the task of
learning to map each instance of a given set to a specified label from a closed set. Be-
cause this group of algorithms is provided with a predefined and limited number of labels
to which it can map input, it is also said to belong to a broader category of supervised
learning algorithms.

In order to train a classification algorithm to learn to perform a categorization task, a
training set is required consisting of n samples with a corresponding number of labels. A
training set D,, is defined as {(x1,y1),...(Zn, yn)}. Each sample consists of a feature vector
T; = (x(l), ...,x(d)) € R, that comprises of d number of dimensions and an associated
label y; € {—1,1} for each vector x;. In this example the label y; represents a binary
classification problem in which a sample or feature vector z; is labelled as 1 if positive
and —1 if negative.

Given the training set D, the task of a learning algorithm is to analyze a training
set and according to its model, produce a function f(x), or in this instance a classifier,
which is able take as input an unseen sample instance x and return a binary decision
—1 or 1 which accurately matches the class it belongs to. The ability of a classifier to

correctly predict class labels of unseen samples instances is referred to as the classifier’s
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generalization ability. In the same manner, machine learning algorithms are assessed on

how well their resulting functions f(z) or classifiers are capable of generalizing.

For classification algorithms, the goal during classifier training is to generate a function
f(x) that best approximates the boundary which separates positive from negative training
samples. More often than not, formulating a function that can do this on large and difficult
training sets is not trivial, regardless of the type of model used. What is more, attempting
to devise a single, complex function using a given model that is designed to simultaneously

process multiple dimensions, is intractable.

Due to this problem, this thesis employs machine learning algorithms whose model
(boosting) for finding an optimal separation boundary between different classes employs
the divide and conquer strategy. In this model, the final classifier is referred to as the
strong classifier, composed of numerous (boosted) ensembles called weak classifiers. Each
weak classifier on its own is only slightly correlated with a true classification but when
combined with the remaining weak classifiers, the resulting strong classifier attains an

accurate correlation.

Although using the boosting model for training classifiers has made the learning task
more tractable on large and difficult datasets, there is still no escaping the fact that a large
strong classifier, consisting of many thousands of weak classifiers has to be generated.
A problem arises at detection time for detectors with real-time constraints when the
strong classifier is required to evaluate a sample x;. In order to produce an evaluation,
a strong classifier needs to calculate all the weak classifiers in its ensemble. When a
classifier is employed in a computationally demanding environment like computer vision,
the calculation of every weak classifier in an ensemble becomes prohibitive if real-time

constraints are in place.

Viola and Jones (2001b) solved this problem by arranging weak classifiers into a cas-
cading structure in which each layer of a cascade contains only a portion of all the weak
classifiers. They found that in order to reject a large percentage of samples as nega-
tives, only a small number of weak classifiers needed to be calculated. By grouping weak
classifiers into layers, they achieved a cascading structure which required all layers to be
evaluated only for positive and for most difficult negative samples. This arrangement of

weak classifiers enabled real-time classifier evaluation and came to be known as a cascade
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of boosted ensembles (CoBE). The CoBE framework and the issues arising with training

classifiers in this context, are the focus of this research.

This thesis will seek to make modifications to the standard CoBE framework. Due
to this, a method for comparing and assessing the performances of different frameworks
has to be formulated. The tendency is to simply ask which framework produces classifiers
that gemeralize best on unseen data, or in other words, which of the classifiers are more

accurate on a given test dataset? This however, is inadequate.

Wolpert and Macready (1997) have shown through their “No Free Lunch” (NFL)
theorem for machine learning algorithms, that “any two algorithms are equivalent when
their performance is averaged across all possible problems” (Wolpert and Macready, 2005).
In other words, on a particular problem, some algorithms may produce divergent results,
but over all problems their performance is indistinguishable. It follows that matching
algorithms to specific problems will yield superior results, rather than employing the
same algorithm on all. Hence, conclusive statements regarding classifier performances in
experiments conducted in this research can only be made for the specific datasets which
they were trained on.

There is also another perspective from which all experimental results in this research

need to be evaluated. Occam’s razor and a law of parsimony, attributed to the 14"

century
English logician, William of Occam, states that precedence ought to be given to simplicity.
Thus, in the presence of two competing theories, the simplest explanation of an entity is
to be preferred. Occam’s razor, which is largely uncontroversial (Domingos, 1998), was
formulated by the same authors into the context of machine learning algorithms with its
original intent preserved to state “given two models with the same generalization error,
the simpler one should be preferred because simplicity is desirable in itself’. Therefore,
the application of Occam’s razor in this research will give precedence to CoBE frame-

works which produce strong classifiers comprising of fewer weak classifiers when similar

performances exist.

Therefore, this research will be mindful when analyzing performances of different al-
gorithms and will take into account the fact that some algorithms are more suited to
certain datasets than others. The price of superior performance on one dataset will be

reciprocated by an inferior performance on another. The analyses will also place emphasis
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on the simplicity of the resulting classification rules and the ability of the classification

algorithms to generate them both efficiently and rapidly.

1.2 Research Scope and Objectives

The scope of this research is to consider classification problems that deal only with binary
outputs. This means that the classifiers are trained to evaluate a sample instance only
on whether it is a target object (a positive), or not (a negative). By reducing problems
to a question of binary-classification, the performance capabilities of proposed classifier
training structures will be more emphasized and focused. The aim is to limit the research
to working in a supervised learning environment using the Discrete AdaBoost machine
learning algorithm, while producing boosted ensembles consisting of degenerate decision
trees. Neural networks and Support Vector machines are not considered within the scope
of this research. Experiments will be conducted on datasets which comprise only of pre-
extracted features instead of low level data, in order to focus explicitly on the learning
framework.

Within this scope, the objectives for this research are to:

test the training runtimes and the generalization ability of the PSL classifiers against
standard structures of the monolithic ensemble (Schapire, 1999) and the cascaded

as proposed by Viola and Jones (2001b)

e explore further extensions to the PSL training structure and to perform experiments

on it

e to propose a novel approach to incremental learning within the scope of CoBE using

incremental PSL (IPSL)

e to explore the feasibility of the adapted PSL training structure to the problem of

incremental learning and implement parallel cascaded classifiers to test against

The primary research questions posed by this thesis are:

1. is the PSL training structure efficient at producing classifiers which are robust and

capable of real-time execution?
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2. is it possible to extend the PSL training structure in order to realize further perfor-

mance gains?

3. can CoBE be extended in such a way that existing weak classifiers need not be re-
trained during subsequent rounds of incremental training, and can additional weak
classifiers be appended in order to integrate new information, while improving the

generalization ability?

4. is the IPSL capable of incremental learning and of producing robust classifiers?

1.3 Contributions

The principal contributions of this research are experimental results confirming the capa-
bilities of the PSL classifier training structure, as well as further extensions to the original
PSL structure, together with supporting experimental results. Lastly, a novel classifier
training structure is proposed with the ability to incrementally train a classifier without
losing previously learned knowledge.
This thesis uses part of the work published by the author in:

Susnjak, T. and Barczak, A. L. C. (2008). The Influence of the PSL Cascade Structure
on Training Time and Accuracy. In IIMS Postgraduate Conference.

Susnjak, T. and Barczak, A. L. C. (2008). Accelerated Classifier Training using the PSL
Cascading Structure. In International Conference on Neural Information Processing of

the Asia-Pacific Neural Network Assembly.

1.4 Structure of the Thesis

Chapter 2 introduces the theory of classification and seeks to highlight the primary com-
ponents that comprise classifier training structures. Each component is explored together
with different methods available to implement them. Those methods are investigated
from the perspective of how the different implementations affect the training and execu-
tion phases of classifiers, as well as their eventual accuracy on unseen data.

Chapter 3 investigates the primary causes of protracted classifier training runtimes.
Recent research and proposals to address each of the root causes are discussed with their

overall effectiveness.
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The principal contribution of this research is presented in Chapter 4. A proposed solu-
tion to drawn-out classifier training runtimes in the form of alternative training frameworks
is presented. A novel approach is introduced to incrementally training CoBE classifiers
with datasets containing unique information as they become available after the initial
classifier has been trained.

The nature and the details of the experiments are described in Chapter 5, while their
results are reported in the two succeeding chapters. Chapter 6 discusses experimental
results of the proposed training structure as well as those of a modified version of PSL,
while Chapter 7 examines the results of experiments carried out on the novel incremental

classifier training structure. The final chapter closes with the conclusion.



CHAPTER 1. INTRODUCTION



Chapter 2

Classification Theory

This chapter explores the theory of classification within supervised learning. It does this
by examining the primary components that comprise a training structure designed to
produce classifiers. Chapter 1 briefly introduced the process of training a classifier. The
process was presented as an algorithm which constructs rules based on an input training
set D, that is composed of samples {(z1,41),...(n,yn)}, where x is a feature vector
z; = (zW,...,2(D) and y is a label y; € {—1,1}. The goal of the rules is to learn to
discriminate samples belonging to different classes by identifying common features in the
positive set which set them apart from the negatives. This chapter examines the issues
concerning the feature vector x;, and the relevance of each feature within it. The various
models available to the learning algorithm are also described, as well as the different types
of weak classifiers that can be generated. Multi-class classification problems, in which the
label y is an element of a larger set as in y; € {A, B, ..., Z}, is discussed together with
different architectures for arranging weak classifiers h, that make up a strong classifier
H. Finally, training procedures are discussed that involve different strategies available
for sequences in which a training set D,, is shown to a learning algorithm. The various
components of a training framework are discussed with their influences on the overall

performance and accuracy of classifiers.

2.1 Features

In pattern recognition, a feature or a descriptor, is extracted quantitative information from

data which highlights attributes of interest that can be used to differentiate one class from
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another (Gonzalez and Woods, 2002). In the classification domain, the use of features as
input into a learning algorithm is preferable to data that has only undergone low level
processing. The preference of using features over low level data lies in the ability of the
former to reduce the variability within samples of the target object class, while increasing
the variability between the negative and target object classes. Features also tend to have
the capacity to encode specific knowledge about the domain if they are appropriately
chosen (Lienhart and Maydt, 2002). In certain domains such as computer vision, feature

based systems are also much faster than pixel-based systems (Viola and Jones, 2001b).

Selecting the right feature representation plays a critical role in classification (Yilmaz
et al., 2006) and there are a number of factors to be considered. In general, the most
desirable property of a feature is its discriminatory ability to distinguish negative training
samples from the positive training samples in the feature space, whilst providing robust-
ness in noisy datasets and changing operating environments (Gonzalez and Woods, 2002).
The decision on what types of features to use for the learning task is problem specific and

requires a priori domain knowledge.

Although a strong discriminatory ability of a feature is vital to the learning process, it
can also be detrimental to the generalization ability of the final classifier if a feature is too
effective. When a feature is found to be too aggressive in its ability to separate positive
samples from the negatives during training, the end result is overfitting of the classifier to
the training data and a compromise in its generalization ability. Conversely, if a feature
is discriminately too weak, then the potential generalization ability may not be realized

through underfitting.

The ability for rapid feature evaluation is another property that is becoming more
important (Lienhart and Maydt, 2002). This property is critical for real-time detection
systems, because the speed of each feature evaluation will have a direct bearing on whether
the final detector can execute in real-time. This can be best appreciated when considering
video image detection programs that usually rely on brute force raster scanning of an
entire image frame using a sliding window. With up to 15 frames per second to scan

though, the calculation overhead of each feature has to be at a minimum.

Lastly, the ability of a chosen feature representation to behave consistently under

various environmental conditions is also of importance. It is vital that feature values being
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extracted from low level data in real world settings are robust to changing conditions, as
this will directly affect the performance of a detector. An example of a type of variance
that may be experienced in low level input data may be in the form of shading and
lighting intensity fluctuations in image detectors, or voice-over-speech interference in music

broadcast classification.

2.1.1 Feature Types

There exists a wide spectrum of feature types. They are highly domain specific and are
chosen with respect to the environment that a detector is to operate in. Since some feature
types are more expensive to calculate than others, they are also chosen in respect to the
performance and accuracy requirements of the final detector.

Haar Wavelet features are common types of features used in vision detection systems
whose target object displays consistent geometrical properties. Papageorgiou et al. (1998)
introduced their usage to machine learning by modifying the original Haar Wavelet decom-
position to allow them to perform object recognition at a finer resolution. The Haar-like
Wavelets have since been used successfully by Viola and Jones (2001b) to create an accu-
rate and first real-time face detection system. Haar-like features are a mixture of square
and rectangle filters, each divided into two main regions. The filter is applied to an image
at different scales and the value for each filter is the difference of the two regions, with
each region being the sum of all its pixel intensity values. The complete Haar-like feature
set is applied to an entire image frame, producing an over-complete feature space. The
amount of information that accompanies this type of a feature set is many times greater
than the amount of actual low level image data. Gabor Wavelet features have also been
used in vision detection systems and likewise produce a rich and an over-complete feature
space. They are seen as being more powerful than Haar-like features since they display a
functional similarity to the cells of the visual cortex of a human (Shen and Wang, 2005),
but consequently they are considerably more expensive to calculate (Whitehill and Omlin,
2006; Wu et al., 2004). In audio detection systems on the other hand, features are based
on the sound spectrum and can comprise types such as energy statistics, silence ratios or
pitch to identify target objects (Wang et al., 2003).

In this research however, feature types were not explicitly chosen and the machine
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learning algorithms were not designed to extract features themselves. The focus in this
research was on comparing performances of machine learning algorithms. The input for the
learning algorithms were datasets comprised of values representing pre-calculated features,
applied on various datasets. Thus, a measure of decoupling was achieved in the training
process between feature extraction and the actual learning, allowing more emphasis to be

placed on the machine learning algorithms.

2.1.2 Feature Extraction

Once feature types have been defined for a learning task and a set of features has been
designed, they can then be applied to low level input data. The process of transforming
low level input data into a set of feature values is called feature extraction. The resulting
set of feature values is placed into a feature vector z; = (z(I), ..., z(¥). A feature vector
in this case becomes a multi-dimensional vector representation of a sample object. The
dimension d of each vector is determined by the number of features used to describe a
target objects. The collection of various feature vectors forms the total feature space out
of which the most discriminant features are selected.

The process of feature extraction can either lead to the simplification of the amount
of resources required to accurately describe a large set of data or, to the burdening of
it. When the process of feature extraction produces more feature values than the ac-
tual volume of low level data, then the feature space is said to be over-complete. As
mentioned earlier, this occurs when Haar-like features are employed in vision detectors.
Over-complete feature spaces tend to complicate learning by imposing large memory and
computational demands involved in maintaining and searching through immense data
volumes. However, authors like Viola and Jones (2001b) and Lienhart and Maydt (2002)
found that this is balanced out by added domain knowledge, and eventual improved ac-
curacy of a final classifier.

An extreme case of over-complete, feature space generation is referred to as “the curse
of dimensionality” (Bellman, 1957). In this scenario, the feature extraction process leads
to an exponential increase of the feature space. The learning algorithm becomes flooded
with irrelevant and redundant features, thus bringing the learning process to a grinding

halt. In such instances, the problem is tackled by utilizing methods of feature selection
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which reduce the size of the feature space. However, when these methods are employed,
care needs to be taken to ensure that features which effectively discriminate the target

sets are not removed.

2.1.3 Feature Selection

Feature selection is one of the most important and difficult problem-specific elements of
learning (Kulkarni et al., 1998). Once a feature space has been generated, feature selec-
tion algorithms attempt to identify and remove from it features which are unhelpful or
destructive to the learning task. The outcome is a more relevant sub-set of the original
feature pool. The process of feature selection alleviates the effect of the “curse of dimen-
sionality “. If this phase is completed with an appropriate algorithm, it can enhance the
generalization capability as well as the speed of the learning process.

In real-world situations, relevant features are often not known a priori (Dash and
Liu, 1997). Due to this, it becomes necessary to introduce many candidate features to
more accurately represent the problem domain. The introduction of many features almost
guarantees that a large number of them will be irrelevant or redundant in respect to the
target object. A feature is deemed to be irrelevant when it does not affect the target
object in any way, and termed as redundant if it does not add anything new to the target
object (Dash and Liu, 1997). The reduction of redundant and irrelevant features becomes
crucial to the shortening of the runtime of a learning algorithm.

Feature selection can be reduced to a search problem which ideally finds the opti-
mal subset. Finding an optimal subset is computationally prohibitive in instances where
massive feature spaces are generated (Pudil et al., 1994). In such cases, resorting to sub-
optimal approaches such as filtering methods or greedy search algorithms is the norm.
In this research, the greedy search algorithm is used which is built into AdaBoost and

discussed further in Section 2.2.1.

2.2 Boosting

Boosting represents a model available to machine learning algorithms for building classi-
fication rules. It is a general methodology that describes a category of machine learning

algorithms (Schapire, 1999), which convert “rough rules of thumb” into highly accurate
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prediction rules. Since building single, highly accurate classification rules from large,
real-world datasets is not trivial, boosting algorithms base themselves on the notion that
building classification rules out of many “rough rules of thumb” or weak classifiers, is more
feasible.

In order to implement boosting, a method for extracting weak classifiers must first
be devised. Such a method is referred to as a weak or a base learner. A weak learner is
called repeatedly to extract a weak classifier from the training dataset. Following each
call on a weak learner, the distribution or weighting that is placed on individual training
samples is altered, thus ensuring that a different weak classifier is selected at each round.
After a certain number of iterations, all weak classifiers generated by the weak learner are
combined into a single classification rule.

A further two fundamental concepts need to be defined before boosting can be im-
plemented. The first deals with how the distribution of the training samples should be
altered after each round of weak learning. The second addresses how all the weak classi-
fiers are to be combined into a single strong classification rule. The different variants on
these two key concepts determine what type of a boosting algorithm is produced. In this
work, the Discrete AdaBoost boosting algorithm was used for all the experiments. For
completeness, it is discussed more formally below, together with a brief summary of other

common boosting variants.

2.2.1 Discrete AdaBoost

Since its introduction in 1995 by Freund and Schapire (Freund and Schapire, 1995), Dis-
crete AdaBoost (or simply AdaBoost) has been widely used in different kinds of clas-
sification problems. Its proliferation can be directly attributed to its simplicity, high
performance and speed (Verschae et al., 2008). AdaBoost’s theoretical foundations have
received much research, and its effective generalization ability has been demonstrated by
Schapire (1999). Its introduction solved many practical difficulties associated with previ-
ous boosting algorithms and contributed to its popularity. One of these difficulties was the

requirement that the accuracy, or the error rate of the weak learner, be known a priori.

AdaBoost solved this shortcoming by introducing a confidence parameter «. The

tth

confidence parameter changes values at each iteration of weak classifier generation
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according to the error rate of a weak learner. Hence, due to the ability of AdaBoost
to change the error rate of its weak learner, it is said to be adaptive. A key feature of
AdaBoost, is the distribution of weights it maintains over all samples in its training set.
D; = {1,...,n} denotes the distribution of n weights for a t;, round of boosting, on a
training set D,,. AdaBoost manipulates this distribution after each round of generating
a weak classifier, by placing a larger weight on misclassified samples, whilst reducing the
weights of correctly classified samples. Using this strategy, it is able to focus more on
samples that have previously been misclassified, thus in the process driving down the

training error rate. Algorithm 1 shows the details of AdaBoost.

Input : A set of training examples D,, = (z1,91), (T2,92), .--(Tn, Yn)

Output: Strong classifier H comprised of a linear combination of weak

classifiers hy(x;).

Data: z; is a feature € X and y; is a class € {—1,+1}, n is the number of
elements. T denotes total number of boosting rounds. H is the final
strong classifier composed of h; weak classifiers. Function
TrainWeakClassifier generates a new weak classifier per round of

boosting.
1 Di(i) =1/(n) /* Initialize weights for each element */
2 for t=1to T do
3 h; = TrainWeakClassifier (D;) /* train so that h; € {—1,+1} */
4 errory =y, (D¢(i)he(z;)y;)  /* compute error of weak classifier */
5 a; =0.5 ln(%ﬂm) /* compute alpha value */
6 for i =1 to n do
7 | Dyy1(i) = Dy(i) exp(—auyibu(z;)) /* update weights */
8 end

. Dyyi(i . .

9 Dyi1(i) = ﬁlﬁ)@) /* normalize weights */
10 end

11 return H(x) = sign(d_, azhy(x))
Algorithm 1: Discrete AdaBoost

AdaBoost Feature Selection Section 2.1.3 discussed feature selection as a form of
dimensionality reduction which produces a subset of the original feature pool. Greedy
search algorithms and feature filtering were mentioned as two methods that achieve this
reduction with suboptimal properties in respect to finding a final solution. By default,
AdaBoost has a feature selection process built into it which comes in the form of a greedy
search algorithm. It is classified as a greedy search algorithm since, at every boosting

round, it is only concerned with selecting a feature for the best current solution, without
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taking into account the ramifications on the succeeding subproblems. In this way, by not
factoring into its deliberation future choices or all the solutions to the subproblem, it in
effect limits itself to a subset of the possible total feature space. This limitation of the

possible total feature space, indirectly accomplishes feature selection.

2.2.2 Variant Boosting Algorithms

The popularity of AdaBoost has seen numerous research efforts to extend it further, and to
address some of its shortcomings. The variant AdaBoost algorithms listed below represent

some of the more common and successful efforts to produce robust alternatives.

Real AdaBoost Real AdaBoost behaves much the same as Discrete AdaBoost, but
differs primarily in the type of outputs it produces when each weak classifier is calcu-
lated. Weak classifiers under Real AdaBoost, are real-valued functions instead of binary
ones of Discrete AdaBoost. The real-valued results of its weak classifier correspond to a
confidence-rated prediction as opposed to only 1 or -1 of Discrete AdaBoost.

However, in current works the outputs of the weak classifiers are discretized to a
certain extent (Le and Satoh, 2006). This means that the input domain is divided up
into m intervals where each interval is termed a bin. The implication is that any two
weak classifiers with different outputs, falling into the same bin will, register the same
real-valued output. This approach has become common practice due to the possibility of
overfitting when training on noisy data (Liu et al., 2002) and due to concerns over storage

space and computation overheads.

Gentle AdaBoost Criticisms have been labelled against Discrete AdaBoost that it is
not resilient to outliers and consequently produces weaker classification rules when trained
on noisy datasets (Friedman et al., 2000). Gentle AdaBoost (Friedman et al., 2000) was
designed to counter this problem. Gentle AdaBoost performs like the discrete version in
every way, but differs in the amount of emphasis it places on misclassified samples. Its
policy is to place a diminished emphasis on misclassified samples where the increase in
the weight of each one is quadratic in the negative margin, rather than exponential in

Discrete AdaBoost.
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Asymmetric AdaBoost Viola and Jones (2001a) discuss the need for a learning al-
gorithm that is capable of training with the target of achieving extremely high detection
rates instead of primarily focusing on minimizing the total classification error. They pro-
posed a new algorithm called Asymmetric AdaBoost, whose intended purpose is to retain
a very high positive rate while accepting a modest false positive rate if necessary. Asym-
metric AdaBoost achieves this by changing the re-weighting scheme of AdaBoost, so that
greater weight is placed on positive training samples. Thus in essence, the ”asymmetric“

title refers to the skewed nature of re-weighting where the positive samples are favored.

Float Boost Li et al. (2002) introduce a variant of AdaBoost called Float Boost. The
motivation behind this variant, was the supposed suboptimal nature of strong classifiers
created by conventional AdaBoost (Bhlmann and Yu, 2000). Float Boost employs a unique
backtracking algorithm to remove weak classifiers after each round of boosting according
to a criterion. The criterion dictates that a weak classifier be removed from the ensemble
if it is harmful or not useful to minimizing the error rate. This has the effect of creating
strong classifiers which have fewer weak classifiers and perform at better detection rates.
The improvement comes at a price of training runtimes being extended up to five times
than normal boosting. In all other respects the algorithm proceeds as Real AdaBoost

(Brubaker et al., 2006).

2.2.3 Weak Learner

In Section 2.2, the concept of a weak learner was introduced as a function which produces
a rough rule of thumb or a weak classifier. This weak classifier is required to be only
slightly better than chance, thus lending it great flexibility (Schapire, 1999). If a weak
learner is found to be too strong in its ability to discriminate, then it is likely to overfit the
training data. On the other hand, Mita et al. (2005) mention that the problem lies with
using weak learners that are too ineffectual. They discuss that the problem is experienced
particularly in latter rounds of training when the learning process becomes difficult and
each additional weak classifier ceases improving the generalization. Two types of binary

weak learners will be discussed here, namely decision stumps and decision trees.
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Decision Stumps Decision stumps are degenerate trees consisting of only two leaves.
They are the simplest of weak learners and are the ones used in this research. At every t,
iteration of boosting on a distribution Dy, decision stumps become associated with only
one feature and together they form a weak classifier h;, which comprises the final strong
classifier H = {hy,...,hr}. The chosen feature is one that produces the lowest weighted
error.

This simple linear division of the sample space may not be discriminative enough for
some less powerful feature types, or for very difficult datasets, thus leading to underfitting.
However, two advantages can be attributed to this approach; speed being one of them.
Also, by associating one feature with each weak classifier, the learning methodology under

decision stumps inadvertently becomes an automatic feature selection algorithm.

Decision Trees A decision tree is a multi-level structure which can have two child
nodes per parent node. This structure is used in instances where the sample space is more
complex and a simple linear decision stump threshold is insufficient in its accuracy to
discriminate between two classes. Lienhart, Kuranov and Pisarevsky (2003) and Brubaker
et al. (2006) found that by using classification and regression trees (CART) they were
able to improve accuracy and achieve faster convergence in training. They found that
whereas weak classifiers formed by decision stumps are too weak in their discriminating
power in latter stages of training, decision trees based on CART continue to improve the

generalization rate.

2.2.4 Strong Classifier Type

At the conclusion of the learning process, all weak classifiers h; are are assembled to form
a final strong classifier H. There are two types of strong classifiers. The simplest is a
binary-class classifier, while the more complex is a multi-class classifier. The output of

the two classifier types determines what category they fall under.

Binary-Class Classifiers Binary-class classifiers are trained with the limited ability
of learning the difference between what is a target object and what is not. This type
of a classifier is the subject of the proposed research. During the detection phase of a

candidate sample, the result of each weak classifier is multiplied by its confidence rating
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a. The products are then summed as shown below, and if the final sum is above a

predefined threshold, then the classification is deemed a positive, otherwise a negative.

T
H(x) = sign (Z atht(az)>
t=1

Multi-Class Classifiers Multi-class classifiers have the capacity to map an input to
n number of class labels instead of mapping only to a positive or a negative class label.
However, it is not trivial to train a multi-class classifier. In machine learning, it is easier to
work with classification problems that distinguish only between two classes (Allwein et al.,
2001). A popular strategy to dealing with multi-class classification has been to extend
a simple binary-class classification to a multiple binary class classification problem. In
designing such a system, each class is trained against others in a one-versus-all training
approach. Once all binary classifiers are created, they are then combined using a variety of
approaches to comprise a multiple class classification rule (Allwein et al., 2001) as shown

below:

H(z) = maxV (£ (), .9)

where the return value is a label y which has the highest confidence vote calculated in

S (he).

2.3 Classifier Training Structures

A classifier training structure refers to the approach employed to dealing with several key

components of the learning process. These components can be summarized below as:

e the decision on when to halt and resume the boosting process with distribution

weights reset to zero
e which training samples are to be shown to the learning algorithm at different times
e the level of independence and separation between the different boosting rounds

e the policy used for combining weak classifiers for the detection phase
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This section will examine commonly used approaches to the above questions, and
what the resulting classifier training structures look like. Since the focus of the proposed
research involves devising training structures which accelerate runtimes of training phases,
particular attention will be given to how various policies affect this phase. However, the
ramifications on the detection runtime will also be examined since the goal of the research

is to train classifiers that retain their real-time execution property.

Training phase issues involve two aspects. The first considers how effective a training
structure is at converging to a target training error rate. The total number of weak
classifiers needed to generate a convergence at training are considered. A more effective
and efficient framework requires fewer weak classifiers to converge to a target error rate.
The time required to calculate each weak classifier is also important and is indicative of
a training structure’s effectiveness. The second aspect considers a framework’s ability
to produce optimal classifiers for the needed task. Frameworks which do not rely on an
empirical and iterative process of re-training classifiers with different tunable parameter

configurations are more favorable.

Detection runtime issues deal specifically with computational complexity involved in
ascertaining whether or not a given candidate sample is a target object or not. One
challenge for each framework is how to create as few weak classifiers as possible in order
to determine a positive object classification. While another challenge is to determine how
few of the total weak classifiers need to be calculated in order to classify a candidate

sample as a negative. Both properties are crucial to real-time detection systems.

An important issue referred to as “rare event detection”, arises at detection time in
some classification domains. This scenario concerns a highly disproportionate presence of
negative samples in respect to positive samples. This asymmetric property is often found
in image detection and poses difficulties. The reason for its existence in image detection
for example, is due to the fact that the standard approach employed in this domain is a
brute force methodology, whereby an entire image is scanned in raster using a squared sub-
window of [xx pixels over multiple scales (Pham and Cham, 2007). Consequently, millions
of sub-windows per image undergo an evaluation, with each sub-window representing a
candidate sample. Even if many target objects are present in an input image, they are

proportionally rare to the number of negative sub-windows that are processed.
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The introduction of a large number of negative samples into a data distribution poses
two challenges. Firstly, in order for a detector to function in this environment in real-time,
it needs to be trained to specifically know how to reject negative samples rapidly. This is
the case since an overall speed of a detector is determined by the computational cost of a
single sub-window (Brubaker et al., 2008). Secondly, the skewed nature of such domains
makes the accuracy of a detector difficult to calibrate. Employing a strategy to maintain
a low error rate will likely result in all positive sub-windows being rejected as negative
(Wu, 2008), while relaxing the strategy would likely introduce significant numbers of false

positive detections.

2.3.1 Monolithic Ensemble

Organizing weak classifiers into a single layered monolithic ensemble was the first and
intuitive strategy when boosting was initially introduced. This straightforward approach
to structuring a strong classifier involves appending each weak classifier to the ensemble
horizontally until the required training error is satisfied.

The effects of this approach on the training phase is that there are very few tunable
parameters involved, thus making the process simple. Also, the boosting process executes
uninterrupted from start to finish without any re-setting of data distribution weights.
Lastly, the learning algorithm is shown the same set of training samples throughout,
meaning that more difficult negative training samples are never introduced. This raises
questions as to whether very low false positive detection rates are attainable, even though
Schapire (1999) has demonstrated that the generalization ability of classifiers trained in
this manner have strong bounds.

There is a significant impact of a large number of weak classifiers assembled into a
single layer on the detection phase. The result is that oftentimes classifiers cannot execute

in real-time, since each classification requires the evaluation of all its weak classifiers.

2.3.2 Cascaded

The cascaded structure mentioned in Chapter 1, and shown here in Figure 2.1, was in-
troduced by Viola and Jones (2001b) in their seminal work which resulted in the creation

of a first real-time face detection system. The cascaded structure simplified the training
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process by making it more modular and tractable with only a slight compromise in accu-
racy. Its classifier training is broken up into layers. Each layer represents an independent
round of boosting. This means that the distribution weights of each training sample are
reset. Fach layer is given simplified target rates to achieve. Once layer target rates are
fulfilled, positive training samples that have been correctly classified are passed to suc-
ceeding layers for re-training, together with all the misclassified negative training samples.
The targets Viola and Jones (2001b) used for each layer, were to learn to reject at least
50% of the negative training samples while correctly classifying 99%-100% of the positive
training samples. In the end, the nal true positive rate (TPR) and the false positive
rate (FPR) of the whole classifier become the product of the corresponding rates in each
layer. Although, the generation of multiple layers adds tractability to the training phase,
it also introduces difficulties. Additional tunable parameters for each layer, is one issue
that arises which subsequently makes classifier optimization a difficult task. Besides this,
there is also an introduction of layer threshold adjustments, whose purpose is to assist
in maintaining high hit rates per layer but at a considerable computational cost. The
significance of both issues are discussed in more depth in Chapter 3. Algorithm 2 shows

the cascaded method in more detail.

,,,,,,,,,,,,,,,,

Object detected

Figure 2.1: Cascaded classifier in the form proposed by Viola and Jones (20015).
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Input : P,N.f,d

Output: cascaded classifier

Data: P = set of positive samples, N = set of negative samples, f denotes the
maximum acceptable false positive rate per layer, d denotes the
minimum acceptable detection rate per layer, Fi,r4e¢ is the overall
positive detection rate.

TrainWeakClassifier() produces a new weak hypothesis.

TestClassifierOnValidationSet() evaluates the accuracy of a new weak weak

classifier.

DecreaseClassifierThreshold() lowers the layer threshold to enable a higher

positive detection rate.

EvaluateSampleAgainstCurrentClassifier() searches out new negative training

samples which are misclassified by the current classifier.

1 FO =1.0
2 DQ =1.0
31=0
4 while F; < Fi4r4er do
5 t=1+4+1
6 n; = 0
7 F;,=F,
8 while F; > fx F;_1 do
9 n; = Ni41
10 TrainWeakClassifier (P,N,n;)
11 TestClassifierOnValidationSet (F;,D;)
12 DecreaseClassifierThreshold()
13 end
14 N=0
15 if I} > Figrget then
16 foreach Image I in the set of nonTargetImages do
17 Res = EvaluateSampleAgainstCurrentClassifier (])
18 if Res == Reject then
19 ‘ N=1
20 end
21 end
22 end
23 end

Algorithm 2: Viola-Jones standard cascaded structure

By learning to reject most negative samples in the first few layers, the detection runtime
becomes rapid since an entire ensemble of weak classifiers does not need to be evaluated.
An entire ensemble is evaluated only for the very difficult samples which are close to the
decision boundary separating the classes. The performance accuracy of this system has
been proven to be effective by a number of researchers, though there is a slight degrada-

tion in regards to positive detections. Criticism for the slightly lower hit rates has been
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directed at how this structure handles positive training samples which are misclassified
during training. Once a positive training sample is misclassified, it is removed from train-
ing. As the number of layers increases during training, so does the number of misclassified
positive samples, meaning that the generalization ability of a final cascaded classifier be-
comes permanently compromised the longer the training continues. However, the training
runtime decreases compared to the monolithic ensemble structure. It accelerates expo-
nentially as the cascade building process advances because at each layer, there are 50%
or fewer negative training samples available, and possibly up to 1% of the most difficult

positive training samples that failed to be trained correctly in previous layers.

2.3.3 Parallel

The single cascaded approach works well for domains where a target object is relatively
simple. However, its discriminative power between the target object and negatives be-
comes compromised when its complexity increases. In this instance, a single cascade is
overstrained to accommodate all the in-class variability of the target object (Lienhart,
Liang and Kuranov, 2003). The intuitive approach to deal with this problem is to divide
the target training samples into subsets with each one representing a sub-pattern class
(Zhang et al., 2002). The next step involves training individual classifiers for each sub-
class. Once all the individual sub-pattern class classifiers are trained, they are deployed
at runtime by executing them in parallel with their results being merged, shown in Figure
2.2. The merged result indicate which sub-pattern class has been detected with highest
probability.

This method was first proposed by Schneiderman and Kanade (2000) who created an
array of parallel detectors for multi-view faces and vehicles. Their research enabled the
first successful algorithm for detecting faces with an out-of-plane rotation, however the
detection runtime was in the order of minutes per frame thus being too slow for real-
time systems. Zhang et al. (2002) employed the same training methodology to create
a multi-view face detector though they achieved real-time detection speeds through a
novel arrangement of their detectors into an efficient pyramid scheme. Their system still
underwent parallel executions of detectors whose results had to be merged in order to

discern a classification.
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Figure 2.2: The structure for parallel cascaded classifiers experimented with by Lienhart,
Liang and Kuranov (2003).

The parallel structure outperforms single cascaded systems in terms of accuracy due
to the specific attention given to each sub-pattern class by training them individually.
Naturally, the detection runtime is slower than that of the single cascaded structure.
This is because of extra classifiers involved as well as the overhead involved in merging
results from all the classifiers (Lienhart, Liang and Kuranov, 2003). Although the authors
of the above systems did not mention training runtimes specifically, it can be assumed
that significant complexity was encountered in having to train multiple cascades with all

parameter tuning and optimization problems inherent with a single cascaded structure.

2.3.4 Tree

In order to address the problem of in-class variability for target objects, as well as the
shortcomings of building a parallel cascaded classifier, Lienhart, Liang and Kuranov (2003)
proposed a tree classifier training structure shown in Figure 2.3. The tree training struc-
ture produces a single classifier. At each node within the tree structure, a k-nearest clus-
tering algorithm is employed to construct branches into a classifier. The branching has the

effect of dividing up the sub-pattern classes of the target object into its constituent cate-
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gories, and thus enabling the learning algorithm to produce more discriminant classifiers.
The branching itself is efficient since it is followed through only if the resulting classifier’s

accuracy is improved and the detection runtime complexity does not deteriorate.

Layer:2+: Layer 2b~

Layer 3b~-

Layer 4¢~

Object detected

Figure 2.3: A detector tree of boosted classifiers proposed by Lienhart, Liang and Kuranov
(2003).

This methodology has been shown to be twice as fast at detection runtime than two
parallel classifiers, and even faster than a single classifier with accuracies either preserved
or improved (Lienhart, Liang and Kuranov, 2003). The complexity involved with individ-
ually training multiple classifiers is removed as is the empirical approach of selecting sub-
pattern classes during training. However, there are still disadvantages with this structure.
Threshold adjustments associated with the cascaded structure remain. The root node still
has to undergo training with an entire positive training sample set. This may be diffi-
cult, if not impossible for a complex dataset with large in-class variability (Barczak et al.,
2008). In such a scenario, the number of weak classifiers may increase significantly (ad-
versely affecting both the training and detection runtimes), or the threshold adjustments
may result in substantially large false detection rates. Lastly, the computational overhead

of the k-nearest clustering algorithm is also likely to increase the training runtime.
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2.3.5 Soft Cascades

A soft cascade structure (Bourdev and Brandt, 2005) is a hybrid between a single layered
and a cascaded structure. It makes the most of the advantages from both structures in
order to achieve construction of classifiers which can be trained with more simplicity. A
soft cascade structure simplifies training by requiring fewer training parameters, and by
removing threshold adjustments for each layer. In spite of explicitly removing the layering
of classifiers, the soft cascade classifiers still achieve real-time detection.

Bourdev and Brandt (2005) successfully demonstrated the efficacy of soft cascade
classifiers. They created a soft cascade classifier by first training a classifier as a single
layered monolithic ensemble. Subsequently, they augmented the classifier with rejection
thresholds. The rejection thresholds assumed the behavior of a cascade by enabling rapid
rejection of negative samples without evaluating an entire classifier. Thus, not only was
high accuracy attained but real-time detection was also achieved.

However, Zhang and Viola (2007) point out that it is difficult to set rejection thresholds
for a single layered classifier as part of post-processing. Finding optimal tradeoffs between
true positive and false positive detections is not trivial. Setting rejection thresholds too
conservatively increases true positive detections, but also increases false positive detections
and slows down detection runtimes. The other aspect of the tradeoff enables real-time

detection, but at the price of accuracy (Zhang and Viola, 2007).

2.4 Training Procedures

Training procedures can be defined as the approaches used in compiling training datasets
and policies used in deciding what sequence the training data is to be shown to a learn-
ing algorithm. These training procedures are as important as the learning algorithm.
Having a powerful learning capability without adequate training procedures and data is
useless (Verschae et al., 2008). For binary classification problems, the process begins with
compiling two training sample sets {(x1,y1),...(Zn, yn)}, where each sample instance x is
either a positive or a negative y class label. In working with discriminating methods, it
is important to have training samples that correctly define a classification boundary and

are therefore statistically significant. It is especially important to use non-target object
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patterns that are similar to a target object (Verschae et al., 2008). To ensure this takes
place, the aim is to have as large a training set as possible in order to gain the neces-
sary comprehensive sampling of the input space (Sung and Poggio, 1998) with respect to

computational complexity and memory space requirements.

Once training datasets have been compiled, it is essential to consider and formulate
a strategy which defines what order the training samples will be shown to a learning
algorithm (Verschae et al., 2008). The simplest strategy makes all the training samples
from both datasets available to a learning algorithm. In this strategy, as the learning
process progresses no alteration or intervention with respect to the datasets is made. In
the context of training CoBEs where each layer is designed to learn to reject 50% of
the negative training samples, it means that each succeeding layer in a cascade receives
50% fewer negative training samples than the previous layer thus simplifying the learning

process as it advances.

Sung and Poggio (1998) introduced what they termed a bootstrap strategy whereby
at each iteration of training, incorrectly classified samples are added to the training set.
Viola and Jones (2001b) used this strategy with great success together with numerous other
authors in the context of CoBE training. At the end of each layer, all correctly classified
negative samples are removed from training and replaced by new negative training samples
which must have been misclassified by the classifier up to the last layer. This strategy
makes the learning process difficult, but it facilitates in steering a classifier away from
its current mistakes (Sung and Poggio, 1998). This method has longer runtimes due to
the testing phase of candidate negative samples and has the property of requiring a much
larger negative dataset in proportion to the positive dataset. The importance of order
in which the training samples are shown to the learning algorithm can be seen in the
context of cascade training. The core idea behind the cascaded structure was explained as
the ability to build classifiers that can rapidly reject negative samples in the early layers
in order to operate under real-time conditions. Hypothetically, if the negative training
samples shown to the learning algorithm in the final layers of the classifier were to be shown
in the first layer, then the resulting number of weak classifiers for the first layer would
be enormously larger than otherwise and the classifier would be unable to perform in the

real-time environment. This may occur if the designer of a detector has performed several
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prior rounds of training, in which case the more difficult negative training samples would
be identifiable. Under normal circumstances, an even distribution of negative training
samples occurs which guarantees that the difficult negative training samples propagate to
the final layers where the training is eventually forced to learn them.

Verschae et al. (2008) take the bootstrap strategy in cascade training one step further.
They not only apply the bootstrap procedure between layers (external bootstrap), but
additionally introduce the idea of an internal bootstrap that is affected within a layer.
The external bootstrap is modified from the original in that an entire negative training set
is replaced after each layer with a new one. This involves new negative samples which have
all been misclassified up to the new layer. The internal bootstrap procedure becomes an
iterative process of re-training a layer after it has reached the desired FPR and TPR. At
each iteration of layer re-training, the negative samples which have been correctly classified
are replaced with new misclassified samples. This approach to multi level bootstrapping
is a computationally expensive strategy, but an effective way of aggressively defining
more clearly the statistical boundary between positive and negative classes and therefore
producing accurate classification rules. The detector produced by Verschae et al. (2008)

achieved noteworthy accuracies in comparison to other state of the art detectors.

2.5 Summary

Designing a detection system is a complex task. At each step, a designer of a detector
faces decision points which have significant ramifications on the chosen machine learning
framework and its output. These decisions affect the ability of a chosen machine learning
framework to converge to target error rates and to do so in reasonable timeframes. They
also affect detection runtimes of final classifiers as well as their ability to produce effective
accuracy rates.

These decisions involve the choice in the types of features used with respect to their
computational overheads associated with their extraction, through to policies on how to
select most optimal features from large feature spaces. The decision on which boosting
algorithm to use is driven and affected by the quality and the distribution of training
datasets, as well as the proportion of target objects to negative samples that the detector

is likely to see at detection time. Whilst the choice of a weak learner, in conjunction
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with the boosting algorithm, is likely to play a large role in determining whether the final
classifier generalizes well or proceeds to under-fit or over-fit the training data.

Both training runtimes and detection runtimes of a classifier are significantly affected
by the type of a training structure used to put together their weak classifiers into a final
classification rule. A decision in this area can balance out and compensate for other
components of a detector which incur greater computational costs for a return in better
accuracies. Lastly, training procedures underpin the entire process. They need to be
robust and are likely to display a tradeoff between the training phase runtime and the
accuracy of the final classifier.

Due to the fact that most of the components comprising a classifier training framework
overlap in their ability to affect the accuracy, training runtimes and detection time behav-
iors of a final classifier, it is difficult to know ahead how best to select them. Although

experience in building such systems is paramount, the process is often ad hoc.
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Chapter 3

Training Classifiers

This chapter examines the primary causes of protracted training runtimes for classifiers

in the context of CoBE. There are a variety of contributing factors. They are:

the size of feature spaces

the calculation of cascade threshold adjustments

slow convergence rates to target training errors

the process of cascade cascade optimization

limited incremental training capabilities

The degree to which any one of the above factors above affects the training runtimes,
is domain specific. This means that, for example, a vision classification systems and audio
classification systems are likely to be affected to a different extent by identical factors.

Since the seminal work of Viola and Jones (2001b) that introduced the first real-
time face detector using a cascading structure, efforts to produce an efficient training
structure have seen proposals which have targeted and modified all major components of
the boosting training framework with varying degrees of success. This chapter will seek
to explore the components which prolong training runtimes, as well as recent research
which has attempted to find solutions to it. Lastly, the chapter will summarize the recent

research proposals and compare their merits.
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3.1 Feature Space Size

Pham and Cham (2007) identify the size of a feature space as being a primary bottleneck at
training. In this regard, vision detection systems are more likely to suffer from large feature
spaces due to the types of features they tend to employ. Often these features produce
over-complete feature spaces which slow down the learning process. To demonstrate the
problem, Viola and Jones (2001b) cited that their face detector produced 160,000 features
per image and used a conservative number of around 5,000 training samples. The resulting
features space, of nearly a billion features, demonstrates the magnitude of a search space
as well as feature extraction overhead for every boosting round. Pham and Cham (2007)
cite a runtime of up to six minutes to train a single weak classifier in the context of a
feature space of this size. Considering that a viable detector requires thousands of such
weak classifiers, the resulting runtimes lasting into days or even weeks (Viola and Jones,
2001b) come as no surprise.

In order to address computational problems posed by massive feature spaces, vari-
ous authors have turned their attention to modifying the feature selection component of
AdaBoost. Wu et al. (2003) significantly modify this component with notable results by
proposing a filtering method that results in a training phase speed-up by two orders of
magnitude whilst preserving accuracy. Their method uses forward feature selection (FFS)
in which features are precomputed before each layer, meaning that this method trains
weak classifiers only once per layer, as opposed to Viola and Jones (2004) who re-train for
each weak classifier in a layer. In effect, FFS alters the greedy search algorithm within
AdaBoost to one that is likely to be less optimal, but with large runtime reductions.
Pham and Cham (2007) criticize FFS as actualizing its speed-up in part, by ignoring
the weight distribution of a boosting process. They claim that features selected by FFS
are not compatible with boosting, since FFS does not have the same hypothesis space as
AdaBoost.

In similar vein, Verschae et al. (2008) and Baluja et al. (2004) propose to also pre-
compute the feature space only once before the boosting process of each layer takes place.
However, they go one step further by sampling it. In this manner AdaBoost still has the
chance to select features from a large set, allowing a large diversity of selected features.

Using this method, they observed a reduction in training times as being proportional to
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the percentage of features considered at each iteration. Baluja et al. (2004) design a system
providing AdaBoost with a predetermined percentage of the total feature space to search
through. Depending on the percentage of a total feature space being searched through,
they observed considerable speed-ups at a moderate loss in performance accuracy. For
example, with a feature space being limited to 1% of an entire feature space, a speed-up
of a hundred fold over a complete feature space was observed.

Wu (2008) approaches the problem of large feature spaces by tackling the computa-
tional demand required to re-calculate it at each round of boosting. They make use of
the fact that in different rounds of boosting, the weight distribution of features changes,
but not the feature values of a training set. This means that they do not need to be
continuously computed, but can instead be cached. They sort all feature values for each
of the samples in a pre-processing stage which enables them to rapidly compute thresh-
olds, regardless of weights. They reduce the time from O(NTlogN) to O(NT) with a
pre-calculation phase of O(NTlogN) where N is the number of samples and T denotes
total features. Using the caching strategy, they realize a speed-up by a factor of 15-60 and
is thought to be one of the fastest boosting frameworks for face detection training using
Haar-like features. The downside of their strategy is the sizable memory requirement.
Pham and Cham (2007) mention that for a training sample size of N = 10,000 generating
a total feature space of T = 40,000, with 2 bytes used to store an index, one would require
800MB of memory. Similarly, Pham and Cham (2007) use caching to produce a training
methodology that is even faster for scenarios involving massive feature spaces that consist
of local features which are linear projections of a random vector. They employ statistics
to train a classifier based only on feature values and class. They report a reduced training
complexity of O(Nd? + T) with an improved accuracy over most recent detectors in the

face detection field.

3.2 Cascade Threshold Adjustments

Cascade threshold adjustments, mentioned in Section 2.3.2, are a necessary component
in any classifier whose arrangement consists of a layered structure. These thresholds
are artificially increased at end of each layer in order to allow positive training samples

to meet the overall cascade target hit rates. Without them, large numbers of positive
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samples would be removed from each subsequent layer and the generalization ability of
the final classifier would be compromised. This artificial adjustment is computationally
expensive to evaluate as its formulation takes place after each round of boosting. Before
it is adopted, all positive and negative training samples need to be evaluated against a
current arrangement of weak classifiers to which the threshold adjustment is added. This
produces revised hit and false detection rates which determines the threshold adjustment’s
performance. Its calculation becomes a significant overhead when there are large number
of training samples involved, and continues to compound as the number of weak classifiers
increases within a layer.

An elegant solution to computational overheads of threshold adjustments can be found
within the training structure of “soft cascades”, mentioned in Section 2.3.5. Authors,
Bourdev and Brandt (2005), Grossmann (2004) and McCane et al. (2005), resort to train-
ing a single layered, monolithic ensemble classifier and in the process they altogether
remove the need for threshold adjustments. In order to realize real-time runtime capabil-
ities otherwise not offered by the single layered classifier, they insert rejection thresholds

into a classifier allowing rapid rejection of negative samples early on in a detection phase.

3.3 Slow Learning Convergence

Classifier training commences with target training error rates being set to which the
learning algorithm is required to converge. Ordinarily, this is set to a zero error rate. The
more weak classifiers that the learning algorithm requires to reach this target, the longer
the runtime will be. More powerful and efficient learning frameworks require fewer weak
classifiers to converge to target training error rates.

Viola and Jones (2001b) discuss convergence issues of boosting algorithms and mention
that the training process becomes more difficult particularly in latter layers of cascade
training. They point out that in those layers, weak classifiers tend not to be powerful
enough in their ability to discriminate positive samples from negative training samples.
An observation is made that in early layers, it is possible to see error rates of 10% to 30%,
whereas in latter layers this rises to 40% to 50%. This weakness in the discriminatory
ability, found in latter layers, prolongs the convergence of the final layers towards their

cascade target rates and ultimately delays the overall training process itself.
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In order to realize faster convergence speeds, some authors have targeted modifications
to the types of features used at learning. Xiao et al. (2003) and Withopf et al. (2007)
attempt to reduce the number of weak classifiers by using more discriminatory features.
The more powerful feature type they select is the output of previous layers, which becomes
incorporated into a current layer as an additional stronger learner. By using historical
information from a previous layer, Withopf et al. (2007) achieved a reduction of up to 58%
in the weak classifier count, which translated to a 15% reduction in their training time.
Lienhart and Maydt (2002) on the other hand, introduce a novel set of rotated Haar-like
features on top of the set already used by Viola and Jones (2004), thus boosting the filter
set to nearly twice the original size. Though an increase in additional rotated feature
types for Lienhart and Maydt (2002) lead to a decrease in false alarm rates for a given
hit rate, it didn’t decrease training times, but instead prolonged them. The lengthening
of their training phase can be squarely attributed to an upsurge in the size of the feature
space. This demonstrated that a richer feature space with more powerful discriminants

does not necessarily equate to a shortening of a training phase.

Similarly, Mita et al. (2005) employ more powerful features in the form of joint Haar-
like features for their cascaded face detector. Their usage of co-occurrence of multiple
Haar-like features accelerated the convergence and generated fewer weak classifiers by
associating each weak classifier with multiple features. However, their system is susceptible
to overfitting depending on the number of co-occurrent features they specify per weak
classifier. This parameter is different depending on the problem at hand and cannot be
known a priori. This means that training needs to be re-run in order to determine the
optimal configurations. Training phase durations for a single run were not discussed in
their research. Consequently it is fair to assume, that with an additional calculation of
the co-occurring features, a substantial computational penalty is incurred which is not

likely to contribute to a shortening of the training phase.

Also in the area of image detection, researchers Wu et al. (2004) and Whitehill and
Omlin (2006) experimented with using the more powerful Gabor Wavelet features. Wu
et al. (2004) report a faster convergence to a target training error rate using these feature
types but fail to observe a marked improvement in classifiers’ generalization over the

weaker Haar-like features. However, other studies (Wu et al., 2004; Whitehill and Omlin,
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2006), have shown that using more powerful Gabor features results in a prolonged feature
extraction process which contributes to training runtimes as well as a detection runtimes
increasing by orders of magnitude.

Other researchers have put forward modified versions of the original AdaBoost with
the aim of not only achieving better accuracy, but also a faster training convergence.
Lienhart, Kuranov and Pisarevsky (2003) compared three main AdaBoost algorithms,
namely Discrete AdaBoost, Gentle AdaBoost and Real AdaBoost (Friedman et al., 2000)
described in Chapter 2.2. They found that by using slightly more complex weak learners,
Gentle AdaBoost outperformed the other two on their datasets. It not only needed fewer
weak classifiers to converge to its target training error rate, but its accuracy on test sets
was also better. Nevertheless, the authors do not state whether using Gentle AdaBoost
also corresponded to a reduction in training runtimes.

Another variant of AdaBoost, termed FloatBoost was proposed by Li et al. (2002).
It utilizes a backtracking algorithm which has the capacity of removing weak classifiers
that are deemed harmful or not useful in minimizing the overall error rate. Consequently,
strong classifiers with fewer weak classifiers were created in their research, but in the end
their training runtime proved to be considerably longer than that of AdaBoost and its
variants.

Lastly, Viola and Jones (2001a) introduced Asymmetric AdaBoost which altered the
weighting distribution of the boosting process by placing greater weight on misclassified
positive training samples. It demonstrated a greater capacity to reject false positives for
a given hit rate, but there were no reports of a speed up in convergence runtimes. If
anything, the proposed boosting algorithm appeared to extend the training phase since it
required a larger number of cascades than normal AdaBoost to achieve its target training

error rates.

3.4 Cascade Optimization

Section 2.3.2 described the cascaded training structure and listed parameters which have
to be provided to the learning algorithm. Whether a resulting cascaded classifier operates
optimally, is determined by these parameters whose ideal configuration is not known a

priori. Currently, these values can only be derived from empirical testing. Such a process
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requires that a classifier be re-trained for an undetermined number of times until the
training is successful in converging, and a classifier can perform to a desirable speed for
a given accuracy rate. The problem is that not only does the empirical approach to
parameter setting fail to formulate an optimal solution, but contributes to protracted
training runtimes. As mentioned earlier, a single round of training can take days or even
weeks. When this process is multiplied by a number of times it takes to find a satisfactory
solution, then the process becomes even more time intensive. To complicate matters, when
using more difficult training datasets, the training process may stop converging at a given
layer. In such cases, either the training for that particular layer can be restarted with
different parameters thus preserving prior layers, or the entire cascade can be re-trained
with a different combination of parameters. Either way, cascade training involves a high

level of supervision and intervention which comes at a considerable cost to time resources.

Luo (2005) propose a system which is capable of optimizing a cascaded classifier once it
has been trained in an arbitrary manner using any boosting methodology. It adjusts layer
thresholds as part of post-processing and produces notable accuracy and performance re-
sults. This makes a modest contribution to simplifying the training process overall. Using
their approach, the goal at training is reduced to only formulating a parameter combina-
tion which converges and succeeds, allowing the optimization to be carried out afterwards.
However, their research does not address how layer targets at training should be set, whose
values greatly influence the bootstrapping of the training data which ultimately affects

the final accuracy of a classifier.

Brubaker et al. (2006) and also Brubaker et al. (2008), in their later and improved
version regarding face detectors, propose a more robust solution to the problem of cascade
optimization by devising an optimization function. In their research, an optimization
function adaptively chooses target rates for individual layers based on user requirements
for the final cascade true and false positive rates. The end result was a face detector which
performed comparably against best current detectors. However, it is difficult to know how
much of this can be attributed to the cascade optimization component since their training
framework was modified significantly in other key components as well. Nonetheless, a
viable approach to removing empirical cascade layer parameter setting has been proposed.

Similarly, Sun et al. (2004) developed a framework for analyzing the impact of learning
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a single layer in a cascade on an entire cascaded classifier through a novel cost function,
which they claim yields an optimal learning goal for each cascade layer. In their system,
however, it is not clear how to set parameters to optimize for detection runtime speed for
a given detection rate.

An altogether different approach to finding a solution to the cascade optimization
problems, is to remove them altogether by resorting to “soft cascades”. The “soft cas-
cades” achieve an ease of training by making the cascade parameters redundant and in
conjunction with removing the threshold adjustments as mentioned earlier. In this frame-
work, the classifier is guaranteed to have to undergo training only once and thereafter, an
algorithm is employed to build into the monolithic ensemble classifier a quasi cascade-like
behavior. Bourdev and Brandt (2005) successfully augmented such a monolithic ensemble
classifier with rejection thresholds that can be calibrated for a specific detection rate and
execution runtime. Their architecture effectively decouples the speed/accuracy tradeoff
associated with cascade training. Once a classifier is trained, it is able to be rapidly ad-
justed for any point on the receiver operating characteristics (ROC) graph surface without

iterative re-training.

3.5 Catastrophic Interference

Catastrophic interference, or forgetting (McCloskey and Cohen, 1989), is a term applied
to a phenomenon in which all previous learning encapsulated within a classification rule
is lost. This occurs when important additional datasets become available and need to be
integrated after a classifier has been trained. This typically results in it having to be re-
trained using a combination of previous and new data (Gangardiwala and Polikar, 2005).
The process of re-training becomes unfeasible if the training data becomes massive, but
also time consuming with no opportunity available for consolidating on previous classifier
training successes.

Incremental learning presents a solution to catastrophic interference. Incremental
learning, as defined by Gangardiwala and Polikar (2005), involves the capability of training
a classifier without losing previously learned knowledge and doing this while acquiring
novel knowledge on consecutive datasets, without requiring access to previously used data.

In the field of multi-class classification they state also that this involves an ability to learn
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new classes introduced by subsequent datasets as well.

However, there exists limited research on incremental learning using CoBEs. Oza and
Russell (2001) introduced a version of on-line incremental AdaBoost which allows each
weak classifier in an existing base classifier to be re-learned as new training samples are
made available, one at a time. Authors like Roth et al. (2005) and Huang et al. (2007)
have employed a similar on-line approach to incremental learning using AdaBoost and
Real AdaBoost. In this approach individual weights of each weak classifier belonging to
an original base classifier, are updated and modified using various approaches as the system
is fed each training sample. A drawback of this approach is that its discriminative ability
may be limited since the total number of weak classifiers remains fixed. Gangardiwala and
Polikar (2005), on the other hand, propose an incremental learning approach for training
boosted ensembles which generates additional weak classifiers. Their system also works in
a multi-classification domain, however it is implemented through neural networks instead

of decision trees.

3.6 Discussion

Each reviewed approach has made a contribution to the reduction in training runtime
phases in instances where large training samples and massive feature spaces are involved,
but none have provided a general framework that solves it outright and thus it remains
an open problem. The most promising proposals come from Pham and Cham (2007)
where caching and the simplification of the feature space is achieved through employment
of statistics on the feature values and their classes, but this methodology may suffer in
that it is not transferable to all feature types encountered in the classification domain.
Other proposals which modify the feature selection component of AdaBoost, like feature
filtering methods, are unreliable and ignore the distribution weights of boosting and thus
undermine its theoretical foundations.

Stronger features have been found to be useful in producing weak classifiers in lat-
ter, more difficult stages of training. They have been observed to lower training errors
more rapidly in those stages and create weak classifiers which generalize well, but can be
prone to overfitting the data. Despite their contribution, they do not address the fun-

damental problems of protracted training times. In most cases, the more powerful and
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discriminatory features are more computationally intensive thus further compounding the
problem.

The emergence of a number of variant boosting algorithms has also not made a signifi-
cant advancement in the reduction of training runtimes. Boosting algorithm modifications
have mainly contributed to improvements in the accuracy of specific cases. GentleBoost
has been found to be effective when used on datasets containing noisy data and outliers,
while Asymmetric Boost was shown to be valuable in instances where a greater emphasis
and weight needed to be placed on positive detections. Moreover, RealBoost has been
found useful in scenarios where training sets proved to be difficult, and maximum infor-
mation regarding training data needed to be retained.

Cascade optimization techniques have achieved some improvement and simplification
in the training process of CoBEs. However, they still do not solve the problem of compu-
tational complexity inherent within the framework. In addition to that, some solutions do
not automate all tunable parameters and leave behind others to iterative re-training. The
soft cascaded approach at best preserves the runtime efficiency of the cascaded classifiers
and removes artificial layer threshold adjustments, but retains the slowness associated
with training monolithic ensemble classifiers. Meanwhile, cost functions designed to find
optimal cascade parameters have been described as not having the ability to translate well
into practical algorithms because they require assumptions or approximations that may
not always hold (Masnadi-Shirazi and Vasconcelos, 2007).

Incremental learning in the context of CoBE is still an open question. Current ap-
proaches attempt to update and modify existing weak classifiers to force them to fit new
incoming data, but do not expand an existing ensemble with additional weak classifiers.
This has the potential of limiting the discriminatory ability of weak classifiers when new

features are unable to be integrated for samples which have previously not been seen.
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Chapter 4

Accelerated Classifier Training

This chapter presents the main contribution component of this research which addresses
the limitations of current classifier training frameworks. Three alternative training frame-
works are presented here. The first two frameworks focus exclusively on creating alter-
native approaches for training CoBE classifiers. The final framework describes a novel

approach for incrementally training CoBE classifiers.

4.1 The PSL Structure

Introduced by Barczak et al. (2008), the Parallel Strong classifier within the same Layer
(PSL) structure, primarily aims to address problems inherent in the CoBE structure.

These problems are:

1. its inability to maintain 100% hit rates on positive training samples as cascade layer

numbers increase, thus compromising generalization

2. the artificial adjustment of cascade layer thresholds which change the statistical
margin that may consequently no longer represent classifiers’ confidence (Barczak

et al., 2008)

3. the framework’s inability to succeed in training the initial first layer when presented

with difficult datasets

4. the ad hoc nature of cascade optimization involving the tuning of each layer’s positive

hit rates
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The PSL structure explicitly addresses the above issues and as a byproduct, it also

achieves a significant reduction in runtimes of the training phase.

Object detected

Figure 4.1: Structure illustrating parallel strong classifiers within the same layer (PSL).

The PSL structure shown in Figure 4.1 is a quasi cascading structure which funda-
mentally transforms intra-layer classifier training to the same degree that the Viola-Jones
(Viola and Jones, 2001b) cascading structure transformed the monolithic ensemble struc-
ture. The PSL framework introduces a form of horizontal cascading within each layer
which complements the standard vertical cascading structure. Just as independent Ad-
aBoost rounds are executed by the Viola and Jones (2004) method for every new layer,
the PSL structure provides a methodology for executing multiple, independent AdaBoost
rounds (nodes) within the same layer. The construction of a PSL classifier can be seen in
Algorithm 3.

The workings of a standard cascading framework was described in Section 2.3.2. It
was shown there how a standard cascading framework operates at each layer of a cascaded
classifier by executing a single independent round of AdaBoost until a layer’s false alarm
and hit rates have been met. The PSL framework decomposes layer targets into smaller
and more achievable intermediate steps. It does this by specifying a criterion condition
for each intra-layer AdaBoost node. The criterion condition places a limit on the number

of boosting iterations each node can perform. Once a criterion condition is satisfied, the
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Input : positive and negative training samples, layer targets

Output: PSL classifier

Data: P = positives, N = negatives, TS = training set, C = current, refers to
misclassified samples up to that point of a classifier, cls = cascaded
classifier, node = a PSL node of weak classifiers.

BoostNewPSLNode() initiate the boosting of a new PSL node until the criterion

condition is met.

AppendNode() add the new PSL node to the layer.

TestNode() test the PSL node for a layer termination condition.

RemCorrectClassifNegatives() remove negative training samples that have been

correctly classified.

RemCorrectClassifPositives() remove positive training samples that have been

correctly classified.

1 CPTS = PTS;

2 CNTS = NTS;

3 foreach layer | in the cascade of max L layers do

4 node = BoostNewPSLNode ({,CPTS,CNTS);

5 AppendNode (I,cls,node) ;

6 targetsSatisfied = TestNode (/,cls,node,layerTargets);

7 if targetsSatisfied then

8 CNTS = RemCorrectClassifNegatives (I,cls,CNTS);

9 CPTS = PTS /* set curr pos. to all training pos. */
10 else

11 CPTS = RemCorrectClassifPositives (I,cls,CPTS);

12 l=1-1 /* create new PSL node for the same layer */
13 end

14 end

Algorithm 3: PSL classifier training structure

boosting process ceases, and a new AdaBoost node is started with weight distributions

for all samples reset to an even spread.

A criterion for ending an AdaBoost node and beginning a new one can be application
specific and may take a number of different forms. It may simply be a maximum number
of weak classifiers that are permitted per node, as was used in this research; it can be a
maximum percentage of negative training samples that must be rejected per node or a
minimum percentage of positive training samples that must be accepted per node. The
criteria can also be progressive and adaptive for the nodes within a layer. Depending on
the criterion used, there is likely to be a tradeoff between training and detection runtimes

which must be considered.

Once a node’s criterion condition is reached and boosting is terminated, only positive

training samples that have been misclassified till then are forwarded to the next node.
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This process of starting new AdaBoost nodes with reduced positive training sample sets
continues from node to node until all positive training samples have been correctly clas-
sified by a layer. The retention of high hit rates in each layer has been seen as crucial to
maintaining a strong generalization ability of CoBEs, because once a positive sample is
misclassified, it cannot be corrected by subsequent layers (Xiao et al., 2007). The same
authors have claimed that the most intuitive way to lessen the degradation of general-
ization caused by misclassified positive training samples in early layers, is to use massive
positive training sample sets (Xiao et al., 2007). However, being aware of the computa-
tional complexity and memory demands of this approach, they proposed to parallelize the
processing in conjunction with sampling the data sets. They achieved comparable results
to state of the art detectors, but the practicality of such a system remains questionable.
Correspondingly, once a criterion condition is met, 100% of the negative training sam-
ples are forwarded to subsequent nodes within the same layer. The negative training set
remains constant throughout intra-layer training while the positive training set dimin-
ishes from one node to the next. A negative training sample is considered to be rejected
by a layer only if a unanimous decision to reject it has been reached amongst all nodes
within that layer. When a layer’s target false alarm rate has been reached, all misclassified

training negatives become the negative training samples for the next layer.

sample instance
Layer 1 negative  negative
| detection detection

Node 1aJ Nodeki Node&sjr» reject as

negative

positive | detections

accept as
positive

Figure 4.2: The flow of a test sample through the PSL structure during the detection
phase illustrating the process of a positive detection and a rejection.

During a detection phase as seen in Figure 4.2, if a sample receives a positive vote

from any one node within a layer, it is classed as a positive detection and immediately
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forwarded to a next layer for evaluation without calculating the remaining nodes in that
layer. On the other hand, in order for a sample to be classified as a negative sample and
therefore require no further evaluation, it must obtain a unanimous decision by all nodes
in the same layer that it is a negative.

The PSL approach of generating independent nodes per layer lends itself well to post-
processing optimization of classifiers for detection runtimes. This can be realized if a
detector’s designer understands well the environment in which a detector is to function.
As discussed in Section 2.3, rare event detection presents a significant challenge in real-
time computer vision analysis. A PSL classifier can be optimized in such a way that it
favors instances where an asymmetric data distribution is expected, or it can be calibrated
to perform optimally on more even data distributions. Such a calibration can be performed
by rearranging the PSL nodes within each layer.

Figures 4.3 and 4.4 show how negative sample rejection rates together with positive
sample detection rates vary from one node to another. Using this variance, classifier
nodes can be rearranged to favor a rare event detection environment. This is possible by
ordering nodes which have the highest false detection rates first to last within a layer.
Ordering in this way raises the probability that samples which are destined to be falsely
detected by a layer, can be evaluated and passed to a next layer earlier, thus eliminating
the need to compute the remaining nodes. In instances where a data distribution is more
even, the balancing between true positive and true negative detection rates can be realized
by arranging nodes in a manner in which precedence is given to nodes that have higher

positive detection rates.

4.1.1 PSL Discussion

The PSL structure simplifies classifier training by eliminating the tunable parameter for
positive hit rates for each layer. However, it does introduce an extra parameter for the
node termination criterion which has the potential to affect runtime performances of a
detector as well as its training duration.

Another issue associated with the node termination criteria is that there is likely to
exist a variable and an unpredictable rejection rate between nodes in a layer. This means

that the PSL structure has no control as to what negative samples will be rejected by each
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input 100%
of positives

40% 20%

Node 1J Node Ll Node lc

100% of positives

Figure 4.3: The flow of positive training samples through the PSL structure during the
training phase.

node. Difficulties may arise in attaining layer false alarm rates if a boosting algorithm
concentrates too much on rejecting negative samples which have already been misclassified
by previous nodes and have therefore no chance of being rejected by a layer as a whole.

A solution to this is presented in the succeeding section.

input 100%
of negatives

3 nodes combined
Node 1a Node 1b Node lc —— eliminate 50%
i of negatives

25% 125%  125%!

false detection
50% of negatives

Figure 4.4: The flow of negative training samples through the PSL structure during the
training phase.
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In this section, a variant form of the PSL training structure is presented with the aim
of realizing further reductions in training runtimes without compromising accuracy. This
modification concerns limiting the size of a negative training sample set passed to each
node within a layer. In Figure 4.4, it can be seen how a standard PSL approach allows
each AdaBoost node in a layer to see 100% of negative training samples, irrespective of
previous nodes’ ability to correctly classify them. The modification to the PSL structure
proposes that only correctly classified negative training samples from previous nodes be

passed to subsequent nodes. Figure 4.5 shows this diagrammatically, while Algorithm 4

VARIANT PSL STRUCTURE

Variant PSL Structure

portrays the modification in more detail.

© 0w N O A W N
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Input : positive and negative training samples, layer targets

Output: PSL classifier

Data: P = positives, N = negatives, TS = training set, C = current, refers to
misclassified samples up to that point of a classifier, cls = cascaded
classifier, node = a PSL node of weak classifiers.

BoostNewPSLNode() initiate the boosting of a new PSL node until the criterion

condition is met.

AppendNode() add the new PSL node to the layer.

TestNode() test the PSL node for a layer termination condition.

RemCorrectClassifNegatives() remove negative training samples that have been

correctly classified.

RemCorrectClassifPositives() remove positive training samples that have been

correctly classified.

CPTS = PTS
CNTS = NTS
foreach layer [ in the cascade of max L layers do
node = BoostNewPSLNode (I,CPTS,CNTS)
AppendNode (I,cls,node)
targetsSatisfied = TestNode (/,cls,node,layer Targets)
if targetsSatisfied then
CNTS = RemCorrectClassifNegatives (I,cls,CNTS)
CPTS = PTS /* set curr pos. to all training pos. */
else
CPTS = RemCorrectClassifPositives (I,cls,CPTS)
CNTS = RemCorrectClassifNegatives (I,cls,CNTS)
/* rem misclassified neg samples from training set */
l=1-1 /* create new PSL node for the same layer */
end
end

Algorithm 4: Variant form of the PSL classifier training structure
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input 100%
of negatives

" 3 nodes combine
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Figure 4.5: The modified flow of the negative training samples through the variant form
of the PSL structure during the training phase.

By making available to each subsequent node negative training samples which have
been misclassified by previous nodes, the process of learning to reject negative training
samples that have until that point been correctly classified is made more difficult for the
boosting algorithm. This means that a boosting algorithm will continue to concentrate on
learning to reject negative training samples which a layer as a whole can no longer reject,
since one or more previous nodes will misclassify them as positive. The result is that
those negative training samples which have been correctly classified until that point may
not get sufficient attention by subsequent nodes and may consequently be misclassified by

them. The end result are higher false detection rates for a given layer.

In summary, the modification aim to simplify training by:

1. making a training set smaller for each subsequent node in a cascade layer

2. allowing a boosting algorithm to focus only on negative training samples which still
have a possibility of being rejected by a layer, thus accelerating the convergence of

layers’ target false detection rates

3. creating fewer weak classifiers, since a boosting algorithm gains more control over

which samples are rejected by each node
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4.2.1 Variant PSL Discussion

By removing negative training samples from each subsequent node thus making the overall
training set more limited, there is concern that the generalization of a final classifier might
be compromised. However, this can be solved by employing the Viola and Jones (2001b)
bootstrapping method if a training process possesses a large number of negative training
samples. Each negative training sample that is removed from subsequent nodes can be
replaced by a new negative sample for the next round. The only criterion which a new
negative sample would have to meet, is that it is correctly rejected by all nodes in that
current layer.

The variant PSL structure provides guarantees during training that ensure a requested
percentage of negative training samples is rejected at each layer which the original PSL
structure is not able to. When the original PSL structure completes training a layer, it
does so when a single node achieves a specified hit rate and a minimum required false
detection rate. However, a false detection rate for a node may not be the same as the
false detection rate for the whole layer. It is likely that a false detection rate for an entire
layer is considerably higher than that of individual nodes because various nodes might
have learned to reject different subsets of negative training samples. Due to the fact that
only negative samples that achieve a unanimous vote from all nodes are rejected, the
consequence is that only the intersection of every negative subset rejected by all nodes
will be correctly classified by a layer. The variant PSL structure on the other hand ensures
that whatever false detection rate last node in a layer achieves, will be the false detection

rate for an entire layer.

4.3 Incremental Learning with IPSL

Section 3.5 highlighted current shortcomings of the boosting paradigm in providing ca-
pabilities to train classifiers incrementally. This means that classifiers which have been
previously trained on a given dataset must be entirely re-trained if new data becomes
available which is deemed as necessary to incorporate into an existing classification rule.
For classification domains where new and unique training data is made available in regular

intervals, the consequences are that all previous efforts invested in training, tuning and
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optimization are wasted with there being no way of capitalizing on previously successful
training results. Also, since current boosting structures do not cope well with training
classifiers on massive datasets due to memory and processing constraints, it means that
classifiers cannot be trained incrementally on smaller partitions of datasets. Instead, the
size of a dateset must be sampled and capped in line with hardware capabilities of a train-
ing environment. This section presents a novel approach to incrementally train classifiers

of boosted ensembles using the IPSL framework.

New positive training samples  Old negative training samples ~ New negative training sar
7
L

\ \
s =
1
e

Layer 4 4d

Object detected

Figure 4.6: The incremental PSL (IPSL) training structure illustrating the creation of
additional nodes to the existing base classifier.

Figure 4.6 illustrates the approach used by IPSL to build classifiers incrementally.
IPSL uses the same methodology as PSL in its attempt to train cascade layers that
produce 100% hit rates on positive training data. To achieve this, the IPSL structure
takes as input an existing classifier (base classifier), together with a new additional positive
training dataset. IPSL then evaluates the additional positive training samples against each
layer of a base classifier and if any new positive training samples fail to pass a layer, a
new node is trained on those misclassified positive samples. The new node is subsequently
appended to the same layer of a base classifier. The misclassified positive training samples
are trained against a combination of new negative training samples and all the old negative

training samples used in prior training for that particular layer. Algorithm 5 shows the
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details of IPSL.

The generation of new nodes for each layer continues until all positive training samples
have been classified correctly and once a layer has learned to reject at least 50% of the total
negative training samples. The latter is a modification to the standard PSL requirement
in regards to rejecting negative training samples. The standard PSL permitted a layer to
finish once a single node learned to reject 50% of the negative training samples. However,
this did not necessarily translate to a 50% rejection of all negative training samples for
an entire layer. It seemed necessary to create stricter constraints for rejecting negative
training samples per layer, since the prospect of additional nodes gave the impression
that overall false detection rates might increase rapidly. This was anticipated due to
the fact that existing nodes of a base classifier had not been trained on new negative
training samples. This means that any new negative training samples that did not attain a
unanimous negative detection vote from existing nodes had no chance of being rejected by
a layer through new nodes. Because of this, new nodes had to have the ability to preserve
false alarm rates of base classifiers and therefore needed to have the old negative training
samples available to them. On the other hand, all the positive training samples that were
utilized in previous training rounds do not need to be used in subsequent incremental
training since base classifiers’ nodes would already have been trained to classify them as

positives.

The characteristic of a PSL classifier which requires a unanimous negative detection
vote by all nodes in a layer in order for a sample to be rejected by that layer outright,
presents considerable difficulties and a limitation to the IPSL structure. The challenge
for the IPSL structure arises in regards to producing a false detection rate which is lower
than that of a base classifier. This issue comes up if the decision boundary of a base
classifier has not been sufficiently defined in its training to classify correctly new negative
training samples. In such a scenario, an IPSL classifier will be not be able to learn to reject
new negative training samples even though subsequent new nodes appended to the base
classifier have been trained to correctly reject the additional negative training samples.
The IPSL structure in its present form appears to theoretically provide a mechanism,
which at best preserves false detection rates of a base classifier whist improving its positive

detection rates. The IPSL structure must therefore rely heavily on effective training of a
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base classifier, particularly in regards to the usage of large and diverse negative datasets.
Ideally, such datasets needs to fully encompass the decision boundary of the negatives,
allowing additional IPSL positive training to only provide a refinement of the actual

decision boundary.

Input : PSL classifier

Output: IPSL classifier

Data: MN = misclassified negatives, MP = misclassified positives.
BoostNewPSLNode() initiate the boosting of a new PSL node until the criterion
condition is met.

AppendNode() add the new IPSL node to the layer.

ResetPositiveSet() re-initialize the positive training set all the positive samples.
PopulateCurrMPSet() fill the positive training set with positive samples that
have been misclassified.

PopulateCurrMNSet() fill the negative training set with negative samples that
have been misclassified.

1 foreach layer in the cascade do

2 totalMP = PopulateCurrMPSet (currMPSet);

3 if totalMP > 0 then

4 PopulateCurrMNSet (currMNSet);

5 while totalMP > 0 and !layerTargetMet and totalPSLNodes < MAX do
6 layer TargetsMet = BoostNewPSLNode (currMNSet,currMPSet) ;
7 if layerTargetsMet then

8 ‘ currMNSet = ResetPositiveSet();

9 else

10 totalMP = PopulateCurrMPSet (currMPSet);

11 PopulateCurrMNSet (currMNSet);

12 end

13 end

14 end

15 end

Algorithm 5: IPSL learning

4.3.1 IPSL Discussion

When considering IPSL’s approach to incremental training which involves continually
appending new nodes to existing base classifiers, questions of scalability arise. Questions
like, how many rounds of incremental learning can the IPSL structure perform before
the number of nodes becomes too cumbersome to execute in real-time? Also, unlike
the positive training samples, if all previously used negative training samples need to be
used in every subsequent training run, how many rounds of incremental training can be

performed before the negative training set becomes computationally too expensive?
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A solution to the first issue might lie with an extension to the system that permits a
total number of nodes to be capped. Such a system might have the capacity to replace
existing nodes with new ones if a newer node displays higher accuracy rates than an older
one belonging to a base classifier.

By limiting the size of a negative training set through careful sampling, the prospect
of it becoming too massive for usage can be addressed. As long as a rich distribution
of negative values, which accurately define the boundary between it and the positive
samples is retained, then the generalization ought to be preserved despite its reduced size.
An accurate distribution of negative values can be determined by evaluating candidate
negative training samples against an existing base classifier. A diverse distribution can
be obtained by selecting negative samples which are correctly classified and rejected by
a base classifier at every layer in its cascade. By choosing a mixture of negative samples
which are classified correctly by initial and final layers of a base classifier, a dataset which

more accurately represents a decision boundary can be compiled.

4.4 Summary

The PSL framework proposes a solution to several problems encountered in training
CoBEs and is promising in its theoretical ability to shorten overall classifier training
runtimes. It offers additional tractability to the classifier training process over and above
what is already offered by the standard cascaded approach. The framework guarantees
that all positive samples are retained throughout a cascade, ensuring that the learning
algorithm’s generalization ability does not degenerate as cascade layer numbers increase.
The arbitrary artificial threshold adjustments present in training of CoBEs at the end
of each layer are removed, thus preserving classifiers’ confidence. Lastly, the cascade
optimization process is simplified by the removal of layer hit rate targets from training.
The PSL structure is notably different from other common structures such as the
standard cascading or the tree structures. While PSL is a cascading structure of sorts, it
differs from the standard cascaded version of Viola and Jones (2004) by allowing multiple
independent boosting rounds per layer. It is also unlike the tree training structure in that
it employs no clustering algorithms to split the positive training sample sets, but instead

uses detection results from previous rounds produced by boosting to achieve the splits.
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Whereas the tree structure possesses numerous decision branching paths from root nodes
to leaf nodes, the PSL structure has only one and thus is still only a degenerate tree.

The extended PSL structure has the potential to add more robustness to the original
PSL structure. It provides a methodology which steers the learning algorithm to focus
more on training samples which are critical to layer targets being met. More control over
individual nodes’ accuracy performances is realized by minimizing the variance likely to
be seen in the original PSL structure.

A novel approach to training CoBEs incrementally using the IPSL structure was put
forward. It has sought to fill the gap that currently exists in the capabilities of CoBE struc-
tures. The primary limitation of existing CoBE structures is their inability to improve
and build further on existing base classifiers when new training data is made available,
without having to re-train classifiers from beginning. The IPSL structure is an intuitive
extension of the PSL structure which achieves incremental training by appending addi-
tional nodes to base classifiers. The additional nodes undergo training with datasets that
comprise of a combination of new positive and new negative training samples as well as

the base classifier’s negative training samples.
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Chapter 5

Evaluating the PSL Structure

Chapter 4 introduced the PSL training structure as a solution to some of the problems
that lead to prolonged training runtimes when constructing CoBE classifiers. It also
proposed a novel IPSL framework for incrementally training CoBE classifiers. This chapter
will describe methods undertaken to evaluate the efficacy of the PSL structure to train
robust classifiers with reduced training runtimes as well as experiments which explored
the ability of the IPSL structure to generate incrementally trained classifiers that improve
the generalization ability of their respective base classifiers.

This chapter will be divided into sections that will describe the following aspects of

the methodology:

e the types of training structures that the PSL structure was compared to

the technical specifications regarding code and hardware used in training

e procedures used for training various types of classifiers

dataset specifications

the various measurements used for evaluating and comparing different classifiers

Four main experiments were conducted. The first two experiments dealt exclusively
with the effectiveness of the PSL classifiers, while the third examined the plausibility of a
variant form of a PSL training structure. The final experiment considered the efficacy of

the IPSL training structure.
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5.1 Comparative Experiments

In order to gauge the effectiveness of classifiers trained using the PSL structure, classifiers
belonging to other structures were also trained and were compared to it. It was decided
to compare PSL classifiers against those of the standard monolithic ensemble structure,
comprising of a single layer as in the style of Freund and Schapire (1999) as well as those
of the cascaded structure of Viola and Jones (2001b). The details of both structures are
found in Section 2.3.

Classifiers of the monolithic ensemble structure served as a good comparison against
PSL classifiers for two reasons. The monolithic ensemble structure classifiers were expected
to produce the highest accuracy rates, particularly on hit rates since cascades generally
lead to the lowering of them as layer numbers increase. High accuracy rates were expected
to set a strong benchmark against which the accuracy of PSL classifiers was to be tested.
Secondly, the monolithic ensemble structure was expected to be slowest in its convergence
runtime during training. The intent was to place its high hit rates into context, while
contrasting them against the training runtimes for the PSL structure. The expectation
was that the tradeoff between high hit rates and training times together with real-time
detection capabilities would become apparent.

Standard cascaded classifiers were chosen for comparison purposes against PSL classi-
fiers because they provide real-time detection capabilities and because they have become
a widespread and popular approach employed in training boosted ensembles (Brubaker
et al., 2008). The cascaded structure was also expected to best highlight the difficul-
ties associated with training classifiers of boosted ensembles and was thought to provide
training runtimes that would be most comparable to those of PSL classifiers.

In order to evaluate IPSL classifiers, it was seen as more important to observe and
compare the effects on the generalization ability of IPSL classifiers when trained with
datasets of different sizes. The decision was made to train a base classifier using the
standard PSL structure and thereafter, conduct three separate rounds of incremental
training rounds on top of this initial base classifier. The three subsequent rounds of
incremental training were carried out using different datasets which consisted of previously
unseen samples. The three datasets differed in their sizes. The smallest, comprised of

samples which totaled 10% in size relative to the size of datasets used to train a base
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classifier. The other two totaled 20% and 30% in size relative to datasets used to train
base classifiers.

The objective was to scrutinize the final IPSL classifiers for improvements in accuracy
over their base classifiers and to ascertain the effects of datasets of different sizes on IPSL.
Although a large component of testing involved comparisons between results of different
IPSL classifiers, it was decided to also create parallel cascaded classifiers which closely
simulate incremental learning since they do not require re-training and thus provide more
objective comparisons.

The summary of the four main experiments are as follows:

1. Preliminary experiments: compare PSL classifiers to those of the monolithic

ensemble and standard cascaded structures.

2. Primary experiments: use a larger dataset in order to produce more robust
comparisons of PSL classifiers to those of the monolithic ensemble and standard

cascaded structures.

3. PSL vs the variant PSL structure: compare classifiers of the original and the

variant PSL structures introduced in Section 4.2.

4. IPSL experiments: compare the generalization abilities of IPSL classifiers trained
on a base classifier using datasets of different sizes and compare them also against

parallel cascaded classifiers trained using the same datasets.

5.2 Technical Specifications

The classifiers were trained using programs written in C/C++. The programs were an
extension of work done by Barczak et al. (2008). Three programs were written for the
first two experiments. They included a program for training PSL classifiers, monolithic
ensemble classifiers and the cascaded classifiers. An additional program was written for
the third experiment which involved training classifiers of the variant PSL structure. The
final experiment required further two programs to be written; one for IPSL classifier
training and the other for training parallel cascaded classifiers.

The output of the training programs were classifiers in a .dat file as well as training

runtimes in seconds. All classifiers were trained in identical environments on a Dual Core
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AMD Athlon 1.7GHz machine with 2MB RAM memory. Following the creation of each
batch of classifiers, they were verified against positive and negative training datasets in
order to ensure that the target training error rates were achieved.

Additional C/C++ programs were written to evaluate classifiers. A separate program
was required for testing parallel cascaded classifiers. These testing programs were also
specifically suited for one-vs-all modes of testing. The testing programs provided all
necessary statistics as well as accuracy measurements. The same programs generated
data used for the ROC graph curve analysis that enabled classifier optimization to take
place.

The dataset preparation required the creation of numerous datasets for both training
and testing purposes and this was automated using Python scripts. One set of training
data was created for each classifier. This meant that every classifier was trained only
once. The policy of creating multiple training datasets for same classifiers, which would

have allow averaging of their final accuracies, was not pursued.

5.3 Datasets

The datasets for experiments were obtained from the machine learning repository of the
University of California, Irvine (UCI). Instead of consisting of low level data that had
undergone only minimal processing, the datasets comprised samples represented by feature
values. These feature values were pre-calculated and extracted using various methods.
The removal of a feature extraction process in these experiments allowed greater focus on

machine learning frameworks.

5.3.1 UCI PenDigit and OptDigit Datasets

The PenDigit and OptDigit datasets (Asuncion and Newman, 2007) were used in the initial
experimentation with the PSL structure. The overall characteristics for both datasets can
be seen in Table 5.1. Both datasets represent handwritten digit features and therefore
comprise 10 classes each, with one class for every digit. The details of individual digit
classes for both datasets are shown in Table 5.2.

The PenDigit dataset was created by collecting 250 samples from 44 writers. Each

writer was required to write 250 random digits on a LCD tablet device. The device sent
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x and y tablet coordinates which represented sample features. Similarly, the OptDigit
dataset involved 43 writers that contributed to its formation. In this case, the digits were
written on a pre-printed form and extracted as normalized bitmaps using preprocessing
programs. The 32x32 bitmaps were divided into non-overlapping blocks of 4x4 with the
number of pixels counted in each block. This generated an input matrix of 8x8 where
each element was an integer in the range 0-16.

Table 5.1: General details of UCI OptDigit, UCI PenDigit and UCI Letter datasets used
for the experiments.

UCI OptDigit | UCI PenDigit | UCI Letter
Classes 10 10 26
Test set 1797 3498 4000
Training set 3823 7494 16000
Features 64 16 16
Feature value range 0..16 0..100 0..15

Table 5.2: Details of the UCI OptDigit and PenDigit datasets featuring characteristics
per class label.

Class | OptDigit training | OptDigit test | PenDigit training | PenDigit test
0 376 178 780 363
1 389 182 779 364
2 380 177 780 364
3 389 183 719 336
4 387 181 780 364
5 376 182 720 335
6 377 181 720 336
7 387 179 778 364
8 380 174 719 336
9 382 180 719 336

5.3.2 UCI Letter Dataset

The UCI Letter dataset (Asuncion and Newman, 2007) was used for all remaining experi-
ments. This dataset comprises 20000 alphabet character samples in total. The characters
are in uppercase and in 20 different fonts. The fonts were represented in a range of char-
acter types including script, italic, serif, as well as Gothic, while also being randomly
distorted. Each image is represented by 16 integer features which were extracted using
statistical moments and edge counts. The overall characteristics of this datasets can be
seen in Table 5.1, while Table 5.3 presents details of each training dataset with respect to

individual character classes.
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Table 5.3: Details of the UCI Letter dataset featuring characteristics per class label.

Class | Positive Training | Negative Training | Positive Test | Negative Test
A 631 15358 158 3853
B 612 15377 154 3857
C 588 15401 148 3863
D 644 15345 161 3850
E 614 15375 154 3857
F 620 15369 155 3856
G 618 15371 155 3856
H 587 15402 147 3864
I 604 15385 151 3860
J 597 15392 150 3861
K 591 15398 148 3863
L 608 15381 153 3858
M 633 15356 159 3852
N 626 15363 157 3854
O 602 15387 151 3860
P 642 15347 161 3850
Q 626 15363 157 3854
R 606 15383 152 3859
S 598 15391 150 3861
T 636 15353 160 3851
U 650 15339 163 3848
\Y 611 15378 153 3858
W 601 15388 151 3860
X 629 15360 158 3853
Y 628 15361 158 3853
Z 587 15402 147 3864

5.4 Training Procedures

This section describes classifier training policies employed for each learning structure.

Dataset Training/Test Sample Split The decision on how to split the OptDigit
and PenDigit datasets between training and test sets was predetermined because the
datasets were distributed with the divisions already made. However, the Letter dataset
was manually split with 80% of the samples used for the training set and the remaining
20% for the test set. The first 16000 samples were separated to form the training set
and the last 4000 formed the test set as is the typical approach regarding this dataset
according to its accompanying documentation (Asuncion and Newman, 2007).

The preparation of the Letter dataset for incremental learning experiments required

additional splitting. As mentioned earlier, one training dataset was needed to train a base
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classifier for each class. Additional three datasets were required to train incremental IPSL
classifiers on top of their base classifiers. The incremental datasets varied in their total
sizes. Their total training samples numbered 10%, 20% and 30% in size relative to the
size of the datasets used to train their base classifiers. In order to achieve that, 75% of
the samples from the training dataset were set aside to make up the training datasets for
base classifiers of each class. The remainder was used to create the three subsets. The

details of these datasets can be seen in Table 5.4.

Table 5.4: Size of the training sets for the UCI Letter dataset used in incremental learning.

Base classifier dataset | 10% Dataset | 20% Dataset | 30% Dataset

Class | Pos. Neg. Pos. | Neg. | Pos. | Neg. | Pos. | Neg.
A 473 11514 52 1275 106 2573 158 3848
B 459 11528 51 1276 102 2577 153 3853
C 441 11546 49 1278 98 2581 147 | 3859
D 483 11504 53 1274 108 2571 161 3845
E 460 11527 51 1276 103 2576 154 | 3852
F 465 11522 51 1276 104 2575 155 3851
G 463 11524 51 1276 104 2575 155 3851
H 440 11547 49 1278 98 2581 147 | 3859
I 453 11534 50 1277 101 2578 151 3855
J 447 11539 50 1277 100 2579 150 3856
K 443 11544 49 1278 99 2580 148 3858
L 456 11531 50 1277 102 2577 152 3854
M 474 11512 53 1274 106 2573 159 3847
N 469 11518 52 1275 105 2574 157 | 3849
O 451 11536 50 1277 101 2578 151 3855
P 481 11506 53 1274 108 2571 161 3845
Q 469 11518 52 1275 105 2574 157 | 3849
R 454 11533 50 1277 102 2577 152 3854
S 448 11539 50 1277 100 2579 150 3856
T 477 11510 53 1274 106 2573 159 3847
U 487 11500 54 1273 109 2570 163 3843
A% 458 11529 51 1276 102 2577 153 3853
W 450 11536 50 1277 101 2578 151 3855
X 471 11515 52 1275 106 2573 158 3848
Y 471 11516 52 1275 105 2574 157 | 3849
7 440 11547 49 1278 98 2581 147 | 3859

Training Sample Bootstrapping Section 2.4 discussed different sequences available
for showing training samples to a learning algorithm. The strategy employed in all exper-
iments for this research was straightforward. The approach used here showed all available

training samples to the learning algorithms from onset of the training process. For the
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monolithic ensemble classifiers this meant that all training samples were present in the
learning process from beginning to end. Meanwhile, the cascaded and the PSL structures
retained all positive training samples, but removed negative training samples from each
layer when a classifier learned to classify them correctly. The consequence of this was
that the total number of available negative training samples diminished as layer numbers
increased. The reason for using this approach instead of a more complex one, was in
order to avoid diverting any emphasis from the PSL structure if performance gains were
encountered and also due to the fact that the total number of negative training samples

was insufficient for a bootstrapping strategy.

Boosting Algorithm The boosting algorithm employed for learning was Discrete Ad-
aBoost. A slight departure was made from that of Viola-Jones (Viola and Jones, 2004)
approach in constructing the weak learning algorithm. In this thesis, during boosting the

weak learner attempted to minimize the total error rate instead of maximizing hit rates.

Weak Learner Type The decision on what type of a weak learner to use for the
boosting process was driven by the desire to employ simple components. This was done so
that accurate performance measures of the framework could be made, instead of allowing
a situation to develop where a degree of uncertainty existed as to which part of a learning
framework contributed mostly. For this reason and also due to the tendency of more
powerful weak learners to overfit training data, a decision stump described in Section 2.2.3,
was used. This decision was made while considering the research of Lienhart, Kuranov
and Pisarevsky (2003) who reported on advantages of using more powerful CART decision

trees which may have contributed to high detection rates in their experiments.

Tunable Parameters The target total error rates at training were set to 0% for all
experiments. Also, 50% was set as a target FPR as well as 100% TPR for all layers in the

training of CoBEs. The remaining tunable parameters are summarized in the Table 5.5.

Training Mode Since the scope of this research was limited to first ascertaining the
feasibility of the PSL learning framework, a simpler form of binary-class classification in-
troduced in Section 2.2.4, was chosen over multi-class classification. Due to complexities

associated with multi-class classification, as well as it still being an open problem, it was
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Table 5.5: The settings of tunable parameters for the training of the four experiments.

Max Layers ~ Max Weak Classif. (per layer) Max PSL Nodes (per layer)

Monolithic 1 10000 NA
Ensemble

Standard 100 50 NA
Cascaded

PSL 100 15 (per node) 50
Variant 100 15 (per node) 50
PSL

Incremental 75 (per round) 50 NA
Cascaded

IPSL 75 15 (per node) 50

decided that by pursuing this mode the challenges associated with it would have over-
shadowed the PSL structure and would have failed to accurately render its performance
abilities. Therefore, the implications of this decision on training using a dataset consist-
ing of multiple classes, was that the training mode had to be one-vs-many. This meant
that the product of training was one classifier per class and in the case of the UCI Letter
dataset, this resulted in 26 classifiers; one for each letter of the alphabet. An advantage
of producing multiple classifiers was that performance results could be averaged out and
it provided more protection against outliers. One-vs-all training mode was also suitable
due to the fact that each classifier was exposed to a disproportionately larger number of
negative training samples than positive training samples. Since classifiers were intended
to perform in an environment where rare event detection (Section 2.3) was anticipated, it
was prudent to replicate this in the training environment as well.

The training mode for parallel cascaded classifiers used in comparison against IPSL
classifiers was somewhat different. The parallel cascades were trained with positive train-
ing samples that were misclassified by cascaded base classifiers. These misclassified posi-
tive training samples were trained against all new and old negative training samples from
base classifiers to construct a parallel cascade. An increased number of negative training

samples were used in order to ensure that the generalization ability was preserved.

Cascade Optimization Optimization of cascaded and the PSL classifiers in respect
to the usage of different combinations of input parameters for the learning algorithm,
was not pursued. This means that the best estimates for parameters regarding maximum

number of weak classifiers per layer and per node were made at onset without further ad
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hoc experimentation. It is possible that more optimal classifiers for both structures could
have been trained with more experimenting.

On the other hand, classifiers for the cascaded and the PSL structures were optimized
for accuracy tests to perform on optimal points on their respective ROC graph curves,
which are discussed further in the next section. This form of optimization involved pruning
layers away from CoBE classifiers. This is necessary because latter layers of classifiers can
often reduce hit rates of a classifier without significantly lowering false detection rates and
vice versa.

The optimization of IPSL classifiers was performed differently. The decision was made
at the outset to train and optimize only base PSL classifiers. The intention was to prune
away layers from base classifiers that were suboptimal, whose presence would have only
served to slow down and not provide accurate training runtimes. The expectation was also
that IPSL classifiers would operate optimally on same points on the ROC graph curves

as their respective base classifiers.

5.5 Performance and Accuracy Testing Methodology

Once all classifiers were trained, an appropriate methodology had to be implemented for
testing their performance runtimes and accuracies. This section will examine the types of

measurements that were carried out on all classifiers.

5.5.1 ROC Graphs

Receiver operating characteristics (ROC) graphs were used throughout this research for
analyzing classifiers. ROC graphs are a technique for visualizing and evaluating accuracy
performances of classifiers (Fawcett, 2006). ROC graphs have their origins in the signal
detection theory where they have been used to illustrate the tradeoff between hit rates
and false detection rates of classifiers (Egan, 1975). In recent years there has been an
increase in the use of ROC graphs amongst the machine learning community, which can
be attributed to the realization that simple classification accuracy is an insufficient metric
for measuring the overall generalization ability of classifiers (Fawcett and Provost, 2002).

As well as being a powerful tool for visualizing the generalization ability of classifiers,

ROC graphs have the property of making them especially useful in domains with skewed
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class distributions and unequal classification error costs (Fawcett, 2006). This character-
istic is important in this research since an uneven number of positive and negative test
samples were used due to the nature of one-vs-many classifier training (see Table 5.3).
This means that the negative test datasets were many times larger than the positive test
datasets. The consequence of this on simple classification accuracy measures which high-
light total error, is to favor classifiers which achieve a lower false detection rate while

placing less weight on their hit rate performances.

In order to properly interpret ROC graphs it is important to first understand the four
different possible outcomes when a classifier is applied to an instance. If an instance is
positive and it is classified as positive, then it is counted as a true positive; if it is classified
as negative, it is subsequently counted as a false negative. If an instance is negative and
it is classified as negative, it is counted as a true negative; otherwise if it is classified as
positive, it is counted as a false positive. The ROC graphs show how the false positive

rate of detection increases as the positive detection rate increases.

An example of ROC graphs is given in Figure 5.1. The figure shows three ROC curves
with each one hypothetically representing a generalization of a different classifier. A point
in the figure located at (0,1) represents perfect classification accuracy. The yellow curve
illustrates the best generalization ability of the three curves since the points on its curve
appear closest to the ideal (0,1) coordinate. From this, the optimal point for the classifier
with the yellow curve can be selected as being in the approximate vicinity of (0.11,0.85).
In contrast, the classifier represented by the blue line displays a behavior of randomly
guessing a class and is therefore not of any practical use. The point at (1,1) on the graph
represents a policy of pursuing unconditional positive classifications, while point (0,0)

represents an opposite strategy of never issuing a positive classification.

Classifiers whose points on a ROC curve appear on the left-hand side of the graph,
near the X axis, may be thought of as “conservative”. This means that they make positive
classifications only with strong evidence and so they produce few false positive errors. As
a consequence, they often have low true positive rates. Classifiers whose points on a ROC
curve appear on the upper right-hand side of the graph may be thought of as “liberal”,
meaning they make positive classifications with weak evidence and in turn classify nearly

all positives correctly. Often this results in them having high false positive rates in return
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Comparing ROC Curves
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Figure 5.1: Example of ROC graph curve generalization with three different performances.
(http://gim.unmec.edu/dxtests/ROC3.htm)

(Fawcett, 2006).

In this research, ROC graphs were also used to optimize classifiers. Each ROC graph
produced markers on a curve that signified an end of each layer in a cascade. Using
these points, optimal layer numbers for each of the cascaded and PSL classifiers were
chosen. ROC curves for single layered monolithic ensemble classifiers are omitted in this
research. This is due to the nature of the training method employed that does not generate
standard ROC curves which portray increases in hit rates as false detection rates increase.
The reason for this characteristic is that, in this research the weak learner attempted to
minimize total error rates instead of maximizing hit rates, as was done by Viola-Jones
(Viola and Jones, 2004) approach. Training a classifier based on minimizing total error
rates involves a constant tradeoff between hit rates and false detection rates that results
in erratic oscillations between the two axis on a graph. This property yields a graph that

cannot be compared to standard ROC curves.

5.5.2 Classifier Training Convergence

The convergence of a classifier during training refers to its ability to attain its target
training error rate. The target training error rate for all classifiers in this research was
set to zero percent. The analysis of a training phase regarding its ability to reach a
target training error rate reveals the strength of a learning framework used, but also the

complexity of a dataset it is attempting to learn.
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The capability and efficiency of a learning framework can also be measured by how
quickly the learning process converges to a target training error rate. The analysis of
experiments will take into account how many weak classifiers needed to be generated in
order to produce final classification rules. Likewise, a faster convergence will become

visible through fewer layers generated per classifier which will also be discussed.

5.5.3 Simple Classification Accuracy

Further generalization tests on classifiers were carried out through three simple classifi-
cation accuracy measurements. The first measured test hit rates of all classifiers. Test
hit rates are analogous to true positive detections. These figures highlight the propor-
tion of positive detections on a positive test dataset. The second accuracy measurement
compared false detection rates, which represent the proportion of negative test samples
which have been misclassified as positive. Lastly, the accuracy of classifiers was examined
through total error rates on test datasets. The total error rates represent the proportion
of total false negatives plus false positives in relation to an entire test dataset. This fig-
ure, although arguably more informative than the previous two, is prone and sensitive to
changes in class distributions. This means that as the proportion of positive to negative
instances changes in a test set, so do the figures. As mentioned previously, because ex-
periments in this research contained more negative test samples in proportion to positives
test samples, the total error rates became more responsive to classifiers’ false positive
detection rates rather than to their true positive detection rates.

The accuracy testing for parallel cascaded classifiers was conducted in a different man-
ner. A sample instance was first evaluated against a base cascaded classifier. If a result
was positive, then the subsequent parallel cascaded classifier was not called to perform
further evaluation. If a sample instance was rejected as a negative, then the second parallel

classifier evaluated a sample instance and made the final decision as to its class.

5.5.4 Performance Runtimes

Performance runtimes took into consideration classifiers’ training and detection phases.
Training phase runtimes of various classifiers were compared in seconds. Detection phases

on the other hand did not involve explicit runtimes. Instead, they were analyzed through
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total numbers of weak classifiers which would have to be executed at detection time.
Similarly, the total number of layers comprising cascaded classifiers also formed a part of

the analysis.
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Chapter 6

Experimental Results

This chapter will present results from the experiments outlined in Chapter 5. These exper-
iments involve a preliminary evaluation of the PSL structure followed by more rigorous
experiments using a larger dataset. The PSL classifiers are compared against those of
the single layered monolithic ensemble and the cascaded structures. The last experiment
compares the PSL classifiers with those of the variant form of the PSL structure.

The experiments will firstly analyze classifier training phases. The training phases
will be analyzed by examining their runtimes, classifiers’ convergence patterns on training
sets and also through the generation of ROC graph curves. In addition to that, the total
number of weak classifiers and the total number of layers for each strong classifier will
assist in further analysis of the training phase and will also be serve as an evaluation tool
for the detection phases. Secondly, classifiers’ accuracy will be presented. The accuracy
performance will be assessed by comparing the hit, false detection and total error rates
on test datasets which the classifiers have not seen previously. Except for the first experi-
ments, all accuracy figures express only the results of classifiers which have been optimized
using ROC graph curves. The first set of experiments present results from unoptimized

classifiers as well, in order to highlight the importance of the optimization process.

6.1 Preliminary PSL Experimental Results

The preliminary round of experiments were conducted in order to gauge the feasibility of
the PSL structure as a framework for training robust classifiers. The ability of the PSL

structure to achieve this was measured against the classifiers produced by the standard
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cascade and the single layered monolithic structures using the smaller UCI PenDigit and

the OptDigit datasets.

6.1.1 Training Phase Analysis

With a few exceptions, most of the classifiers trained on the OptDigit and PenDigit
datasets converged to an absolute zero training error. Table 6.1 presents the total number
of weak classifiers generated during training for each classifier class. In majority of cases,
the figures show that the total number of weak classifiers comprising PSL classifiers is
smaller than that of the single layered or of the cascaded classifiers. This is noteworthy
because Zhang and Viola (2007) show, that in order for a cascade layer to reach a lower
target false positive rate, more weak classifiers need to be generated. A training structure
which has the ability to achieve effective false positive rates with a reduced amount of
weak classifiers, ultimately has better convergence properties. This problem of convergence
becomes even more pronounced as the training complexity increases in the later layers or
in difficult training datasets. This tends towards a greater increase in the total number of
weak classifiers and ultimately results in protracted training runtimes. The PSL structure
appears to be more effective in handling this scenario.

Table 6.1: Total number of weak classifiers comprising each digit classifier for the PenDigit
and OptDigit datasets comparing the single layered monolithic, standard cascaded and the

PSL classifiers. The totals include weak classifiers for all the nodes in the PSL classifiers.
PENDIGIT DATASET OPTDIGIT DATASET

Class | Monolithic | Cascade | PSL | Monolithic | Cascade | PSL
0 485 1003 147 58 90 54
1 4532 986 344 445 363 135
2 711 428 175 149 177 94
3 783 803 232 434 536 157
4 167 99 79 125 181 94
5 1674 679 212 200 390 110
6 90 236 92 95 129 87
7 282 446 125 90 158 94
8 1618 626 191 1097 737 300
9 1331 650 259 1713 731 350

Additionally, it can also be observed that a significantly smaller number of cascade
layers were generated by the PSL structure for each of the classifiers, compared to the
standard cascaded structure, as shown in Tables 6.2 and 6.3. This observation, together

with the lower weak classifier count, strongly indicate to an inherently faster convergence
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property of the PSL structure over the single layered monolithic ensemble and the standard

cascaded structures.

Table 6.2: Total number of layers comprising each classifier for every digit in the OptDigit
dataset. Total layer numbers required to train a classifier are shown with adjacent columns
demonstrating the total number of layers per classifier after the optimization process is
performed.

Class | Cascade | Cascade (optimized) | PSL | PSL (optimized)
0 27 16 6 6
1 31 18 11 8
2 23 9 7 )
3 28 20 8 4
4 18 7 6 4
) 28 10 7 3
6 18 16 6 4
7 23 14 ) 3
8 27 16 7 4
9 23 22 8 4

Table 6.3: Total number of layers comprising each classifier for every digit in the PenDigit
dataset. Total layer numbers required to train a classifier are shown with adjacent columns
demonstrating the total number of layers per classifier after the optimization process is
performed.

Class | Cascade | Cascade (optimized) | PSL | PSL (optimized)
0 12 10 4 4
1 20 20 6 4
2 20 11 6 4
3 22 12 7 )
4 19 17 ) 3
) 20 14 7 6
6 15 14 6 4
7 16 8 6 2
8 22 12 11 )
9 27 17 13 6

The ROC graph curves for the standard cascaded classifiers and for the PSL classifiers
are shown in Figures 6.1a-d representing PenDigit datasets while Figures 6.2a-d show the
ROC graph curves for the OptDigit datasets. From these figures, it is evident that the
cascaded classifiers generalize slightly better than PSL classifiers. This can be seen from
their steeper curves and a denser concentration of points in the left had corner of the
figures. This signifies higher hit rates with lower false detection rates. However, The
figures also demonstrate that the PSL classifiers converge faster to their optimal point

on the curve than the standard cascaded classifiers. The optimal points attained by PSL
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Table 6.4: Training runtimes (seconds) of the monolithic, standard cascaded and the PSL
classifiers on the PenDigit and OptDigit datasets.

PENDIGIT TIMES OPTDIGIT TIMES
Class | Monolithic | Cascaded | PSL | Monolithic | Cascade | PSL
0 95 57 2 9 3 3
1 4567 75 4 92 9 5
2 170 7 3 27 5 4
3 202 63 4 89 22 5
4 22 2 1 22 5 4
5 728 35 3 37 10 4
6 10 3 2 16 3 4
7 43 7 3 16 3 4
8 688 29 3 301 33 8
9 495 28 4 583 64 9

classifiers are also comparable to those of the cascaded classifiers.

Table 6.4 presents the training runtimes for each class in the PenDigit and OptDigit
datasets. Although training runtimes are mainly determined by the number of weak
classifiers being generated, it is important to note that the training structures in these
experiments are affected by their increasing numbers to different degrees. In order for
the single layered monolithic structure to determine hit and false detection rates during
training, the entire set of weak classifiers in an ensemble must be evaluated after each
round. In contrast, the cascaded and the PSL structures need only evaluate a fraction of
the total set of weak classifiers which comprise only those belonging to the layer for that
particular round. Hence, the results demonstrate that the cascaded structure can generate
vastly larger numbers of weak classifiers per classifier than the single layered monolithic
structure, whilst producing reduced runtimes resulting from the savings brought on by

the evaluation of hit and false detection rates of only one layer.

In many cases, the improvement brought on by PSL is orders of magnitude faster
than the single layered and cascaded structures. The extent of the difference between
the classifiers regarding training runtimes is smaller for the OptDigit dataset than for the
PenDigit dataset. This can be attributed to the fact that the OptDigit dataset is less
than half the size of the PenDigit dataset and therefore the performance differences are
less pronounced. Consequently, it can be expected that as the size of training datasets
increase, so will the training runtime performance advantage of the PSL structure over

the remaining two structures.
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Figure 6.1: ROC graph curves for the PenDigit datasets showing the convergence of the
standard cascaded and the PSL classifiers on the test dataset. a) cascaded classifiers 0 -
4. b) PSL classifiers 0 - 4. ¢) cascaded classifiers 5 - 9. d) PSL classifiers 5 - 9.

6.1.2 Hit Rate

Figures 6.3a and 6.3b present the hit rates for all three structures on both UCI test
datasets. The hit rates in these graphs represent unoptimized classifiers. In these figures,
the PSL classifiers clearly lost some accuracy, although in some cases the accuracy was
comparable to that of the monolithic ensemble classifiers, which generally had the highest
rates. Once the classifiers were optimized, the discrepancy between the PSL classifiers
and others decreased. Figures 6.4a and 6.4b compare the classifiers of the three structures
in their optimized state. From these figures, it is noticeable that the hit rate gap between
the PSL classifiers and others has narrowed on both datasets and that the PSL classifiers
operating at their optimal point on the ROC graph curves are generally more comparable

than previously.



74 CHAPTER 6. EXPERIMENTAL RESULTS

ROC Curve for Std Cascaded OptDigits Classifiers 0 - 4 ROC Curve for PSL OptDigits Classifiers 0 - 4
1 T — T T T — 1 ——— T T T ——
/+ rrrrr e - Classifiers: / Classifiers:
K 0 —+— 0 ——
e 1 ] f 1 ]
0.98 B on 2 0.98 2 ke
o o 3 a 3 -0
096 | e 4 p 096 | a 4 p
0.94 o 1 0.94 1
#* *--5 x
o 092P .o 4 o 092 ¥ 4
I f I i
*
09+ © 1 0.9 1
o
o i
K o
088 [ u 1 0.88 - 1
m
fu
0.86 - 1 0.86 1
0.84 I I I I I I 0.84 I I I I I I
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7
False Detection Rate False Detection Rate
ROC Curve for Std Cascaded OptDigits Classifiers 5 - 9 ROC Curve for PSL OptDigits Classifiers 5 - 9
e ——t— 1 T T T —
A Classifiers: L% y — Classifiers:
6 g - 6
o 7 % 7 %
8 o g 8 @
P e 9 9
09 1F 8 4 09 F 1
P oo ?
o 08510 7 4 o 085|F o 4
T a2 T :
[id [id
= ol = d
T o8t ? d T g8l ]
a a
a
075 | W 1 075 1
o
a
07 1 0.7 I 1
065 I I I I I I I 065 I I I I I I I
0 0.1 0.2 0.3 0.4 05 0.6 0.7 0.8 0 0.1 0.2 0.3 0.4 05 0.6 0.7 0.8
False Detection Rate False Detection Rate

Figure 6.2: ROC graph curves for the OptDigit datasets showing the convergence of the
standard cascaded and the PSL classifiers on the test dataset. a) cascaded classifiers 0 -
4. b) PSL classifiers 0 - 4. ¢) cascaded classifiers 5 - 9. d) PSL classifiers 5 - 9.

6.1.3 False Detection Rate

Figures 6.5a-b present false detection rates for all three structures on both UCI datasets.
First of all, the figures show false detection rates for classifiers in their unoptimized state.
PSL classifiers demonstrate lowest false detection rates. Since there is a tradeoff involved
between hit rates and false detection rates, it can be concluded that the lower false detec-
tion rates of PSL classifiers account for lower hit rates. When the figures of the optimized
classifiers are examined, the slight advantage of the PSL classifiers is still retained. Fig-
ures 6.6a-b demonstrate the optimized false detection rates and it is noticeable that for

PSL classifiers they are for the most part still lower than those of other structures.
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Figure 6.3: Hit rate results of the monolithic, standard cascaded and PSL classifiers prior
to their optimization. a) PenDigit dataset b) OptDigit dataset.
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Figure 6.4: Hit rate results of the monolithic, and optimized standard cascaded and PSL
classifiers. a) PenDigit dataset b) OptDigit dataset

6.1.4 Total Error Rate

The total error graphs highlight the proportion of false negative and false positive detec-
tions in respect to the entire test dataset. They are arguably the more important since
they integrate the two perspectives into a single dimension. These graphs can be seen in
Figures 6.7a-b which first of all show results of the unoptimized classifiers. The figures
illustrate that the total error rates for the monolithic classifier are marginally better than
of the standard cascaded and the PSL classifiers. The figures of the latter two are very
comparable to each other. With the introduction of the total error rates for the optimized
classifiers in Figures 6.8a-b, the overall picture changes little. The total error is seen to

increase slightly for both the standard cascaded and the PSL classifiers in order to account
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Figure 6.5: False detection rate results of the monolithic, standard cascaded and PSL
classifiers prior to their optimization. a) PenDigit dataset b) OptDigit dataset
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Figure 6.6: False detection rate results of the monolithic, and optimized standard cascaded
and PSL classifiers. a) PenDigit dataset b) OptDigit dataset

for an increase in false detection rates which came as a consequence of an increase in hit

rates.

6.1.5 Runtime Performance

Table 6.1 showed that the PSL structure significantly reduced the number of weak clas-
sifiers needed to build a final classification rule. This, together with a pattern of consis-
tently generating fewer cascade layers, shown in Tables 6.2 and 6.3, demonstrates that
PSL classifiers generated on these datasets are superior in their detection runtimes than
the classifiers of the other two structures. PSL classifiers are also more efficient and faster
at detecting positive samples than the other two structure because, depending on a sam-

ple, PSL classifiers may only need to evaluate the first nodes of each layer. In a best case
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Figure 6.7: Total error rates of the monolithic, standard cascaded and PSL classifiers prior
to their optimization. a) PenDigit dataset b) OptDigit dataset
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Figure 6.8: Total error rates of the monolithic, and optimized standard cascaded and PSL
classifiers. a) PenDigit dataset b) OptDigit dataset

scenario, for a PSL classifier comprising of n layers and m number of nodes per layer, a
positive detection may require only n number of nodes to be computed before a positive
detection is made. The cascaded classifiers on the other hand, require all weak classifiers

within a layer to undergo a calculation.

6.2 Further PSL Experimental Results

A second round of experiments were conducted on the PSL structure using the larger
UCI Letters dataset whose details can be found in Tables 5.1 and 5.3. The aim of these
experiments was to provide a more rigorous examination of the performances of the PSL

classifiers. In much the same way as the preliminary experiments, this round of testing



78 CHAPTER 6. EXPERIMENTAL RESULTS

compared the PSL classifiers to the single layered monolithic and the standard cascaded

classifiers. This section will discuss the observations from those results.

6.2.1 Training Phase Analysis

All PSL classifiers converged to a zero training error as did the classifiers for the standard
cascaded structure except for one. As was expected, a third of the monolithic classifiers
failed to achieve the same. The reason for this lies in the fact that the monolithic train-
ing structure, unlike the cascaded or the PSL, retains all the training samples from the
beginning of the training process to the end. This makes the separation between target
objects and negative objects harder, especially in larger datasets. Also, the fact that the
Letter dataset comprised of a relatively small number of dimensions, contributed to the
convergence problem of the monolithic classifiers. Hence, convergence rates seen in the
preliminary experiments were not replicated for the monolithic structure.

Table 6.5 illustrates again the ability of the PSL structure to train classifiers which are
comprised of fewer weak classifiers. This confirms once more the faster convergence of PSL
classifiers during the training phase. The figures show that the PSL classifiers consistently
contain significantly fewer total weak classifiers than those of the other structures. In some
cases, the PSL structure generated reductions in total weak classifier counts by up to 67%
than the standard cascaded.

The ROC graph curves for the standard cascaded and the PSL classifiers are shown in
Figures 6.9a-f. In agreement with the preliminary experiments, the figures confirm that
the PSL reaches optimal accuracy in fewer layers than the cascaded structure, signifying
a faster convergence. The steeper and more effective ROC graph curves of the cascaded
structure witnessed in the preliminary experiments, are not seen in these datasets. Instead,
the ROC graph curves illustrate a fairly similar generalization pattern for both structures.

Table 6.6 presents the training runtimes in seconds for each of the classes of the three
training structures. The runtimes for the monolithic ensemble classifiers are characterized
by protracted and unpractical runtimes. The longest training times were in excess of
15 hours for a single classifier. The cascaded structure performed much better than the
monolithic ensemble structure and displayed an increase in speed that was orders of mag-

nitude faster. However, the PSL structure performed even faster. Runtime improvements
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Table 6.5: Total number of weak classifiers required to train classifiers for each of the UCI
Letter character classes for the monolithic, standard cascaded, PSL and the variant PSL

classifiers. The totals include weak classifiers for all the nodes in the PSL classifiers.

Class | Monolithic | Cascaded | PSL | Variant PSL
A 494 136 155 145
B 677 481 201 159
C 10000 2378 1298 738
D 10000 966 453 373
E 10000 906 351 299
F 3460 698 235 208
G 10000 1391 787 539
H 10000 911 683 471
I 1110 273 201 204
J 1579 449 310 236
K 10000 1192 519 353
L 10000 780 260 275
M 763 202 186 123
N 1506 669 279 244
O 10000 922 362 307
P 5165 806 259 205
Q 10000 987 330 214
R 10000 1247 752 487
S 10000 924 546 425
T 6813 740 264 218
U 3778 538 354 302
A% 10000 556 237 244
W% 510 228 142 140
X 2817 550 285 262
Y 1491 576 221 205
Z 1072 371 129 140

of up to an order of magnitude over the standard cascaded were witnessed in cases where
difficult classifiers were encountered. PSL structure’s superior training runtimes confirm

the initial findings of the preliminary experiments.

6.2.2 Hit Rate

Figure 6.10 demonstrates hit rates for the three structures. The figure demonstrates that
the monolithic ensemble classifiers outperform the rest of the classifiers in over 50% of the
cases. The cascaded classifiers on the other hand perform slightly better than those of
the PSL structure, though the PSL classifiers do exhibit a comparable rate. The results

seen here also match the findings of the preliminary experiments in which the monolithic
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Table 6.6: a) Training runtimes (seconds) of classifiers for each of the UCI Letter character

classes for the monolithic, standard cascaded, PSL and the variant PSL classifiers.

Class | Monolithic | Cascaded | PSL | Variant PSL
A 223 2 6 6
B 345 7 5 5
C 53572 844 18 12
D 51927 61 8 8
E 54952 76 7 6
F 5924 25 5 5
G 52813 197 8 7
H 54384 98 9 8
I 792 4 5 5
J 1406 6 6 5
K 53774 115 7 7
L 53947 48 6 6
M 431 3 5 5
N 1344 16 6 6
0O 52480 59 7 7
P 12804 40 6 5
Q 53633 92 6 6
R 52547 148 8 7
S 53347 63 7 7
T 21126 35 7 6
U 6972 18 6 6
A% 53366 11 6 5
W% 228 3 5 5
X 4002 22 6 6
Y 1303 14 5 5
Z 731 9 1 1

ensemble classifiers produced classifiers with higher hit rates.

6.2.3 False Detection Rate

Preliminary experiments showed how the monolithic ensemble and cascaded classifiers

produced higher hit rates which were accompanied by elevated false detection rates. The

same pattern is repeated in these experiments. Figure 6.11 shows that in 85% of instances,

the monolithic ensemble classifiers produced highest false detection rates. The best false

detection rates come from PSL classifiers which produced the lowest rates in 62% of the

cases. Cascaded classifiers performed best in the remaining 38% of the cases. Therefore,

the diminished hit rates of the PSL classifiers can once again be justified by lower false

detection rates in majority of the cases.
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Figure 6.10: Optimized hit rates for the UCI Letter dataset comparing the monolithic,
standard cascaded and the PSL classifiers.
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Figure 6.11: Optimized false detection rates for the UCI Letter dataset comparing the
monolithic, standard cascaded and the PSL classifiers.
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6.2.4 Total Error Rate

The total error rates in Figure 6.12 are almost identical to the false detection results. This
shows that the discrepancy between the classifiers’ hit rates and the false detection rates
was not large enough to alter the patterns of the false detection figures.

Once more, the majority of the lowest total error rates are attributed to the PSL
classifiers. The final figure affirms PSL classifiers’ robustness and their ability to generalize

as well as the other classifiers on this dataset.

6.2.5 Runtime Performance

The observations on the runtime performance of the PSL structure mirror the results
found in the preliminary experiments as well. Table 6.5 points to a reduced number of
weak classifiers comprising the final strong classifier. Likewise, Table 6.7 shows that a
smaller number of layers are also generated during training. Importantly, it has also been
shown that a reduction in total number of weak classifiers and layer numbers comes at
no expense to the ability of the classifiers to generalize, therefore confirming the PSL

structure’s robustness.
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Figure 6.12: Optimized total error rates for the UCI Letter dataset comparing the mono-
lithic, standard cascaded and the PSL classifiers.
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6.3 Results of the Variant PSL Structure

Sections 6.1 and 6.2 examined the generalization ability and the training runtime phases
of the PSL structure in comparison to the single layered monolithic and the standard
cascaded structures. This section will compare the variant version of the PSL structure,
first introduced in Section 4.2, to the original PSL. The comparisons between the two

structures will be conducted based on their performances on the UCI Letters dataset.

6.3.1 Training Phase Analysis

Strong similarities between the two structures were observed in convergence rates at train-
ing. Classifiers of both structures succeeded in converging to an absolute zero error rate.
Likewise in Figure 6.13, the ROC graph curves for the variant PSL structure yielded fig-
ures which showed a high degree of resemblance to those of the original PSL in Figure
6.9. This indicated that the generalization ability of the variant PSL structure remained
intact and would display similar accuracy rates to the original PSL. The apparent lack
of compromise in the generalization ability of the variant PSL dispelled initial concerns.
The primary concern was that the modification to the structure, which saw a reduced
number of negative training samples shown to the algorithm, would introduce higher false
detection rates.

Nevertheless, the comparisons between the training phases revealed some interesting
differences as well. Table 6.5 shows the total number features generated by the two
structures during the learning process. The figures show that the variant PSL structure
consistently generated fewer weak classifiers than the original, particularly as the difficulty
of the classifier increased. A reduction in weak classifier numbers in the variant PSL
classifiers can be seen as being up to 43%. Of all the classifiers, only 12% did not realize
a reduction over classifiers of the original PSL structure. The classifiers which did not
outperform the original PSL classifiers fall into the category of easier classifiers to train.
This means that they required few weak classifiers to produce a classification rule, thus
the difference in numbers was minor. In those instances, the original PSL classifiers
outperformed the variant by only 1.5%-8% fewer weak classifiers.

An additional difference in the training phases of the two structures can be seen in the

total number of cascade layers. Table 6.7 shows that in general, variant PSL classifiers
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Figure 6.13: ROC graph curves for the UCI Letter dataset comparing the convergence
patterns of the PSL and the variant PSL classifiers on a test set. a) classifiers A-I. b)
classifiers J-R. ¢) classifiers S-Z.

required fewer layers to converge. This observation, together with the ability of the variant
PSL structure to generate fewer weak classifiers demonstrates that it has a slight overall
advantage. The variant PSL structure has demonstrated that it converges faster during
training and produces classifiers which are likely to execute faster at detection time, while

preserving the generalization ability.

The last two columns of Table 6.6 compare the runtimes of the two PSL structures,
though in this case, they are inconclusive. On this dataset, the figures do not show
that the variant PSL structure is significantly faster than the original. A faster training
runtime might have been expected since fewer negative training samples are propagated
in each succeeding node and fewer weak classifiers were generated. The lack of a speed up

can be put down to the size of the dataset not being large enough to allow the runtime
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Table 6.7: Total number of layers comprising the classifiers for the UCI Letter dataset.
The figures show totals for the optimized PSL and the variant PSL classifiers.

Class | Cascade | PSL | Variant PSL
A 15 7 7
B 19 8 7
C 53 29 17
D 32 13 11
E 24 10 10
F 26 9 8
G 37 20 14
H 33 16 14
I 22 8 8
J 25 10 8
K 27 14 11
L 30 8 8
M 18 8 6
N 26 9 9
O 30 11 10
P 25 9 7
Q 34 10 8
R 39 18 15
S 31 14 12
T 28 9 8
U 26 10 10
A% 24 8 9
w 21 8 8
X 25 11 10
Y 23 8 8
7Z 15 6 7

performance differences to become apparent. The already very low runtimes of the original
PSL structure do not leave room for substantial reductions. A hint of a potential training
runtime acceleration can be seen when examining the class C, which was the most difficult
to train for all structures resulting in longest training times. When training this sample,
the variant PSL structure achieved a speed up of 33% whilst its generalization ability did

not experience any degradation.

6.3.2 Hit Rate

In 61% of the instances, the variant PSL structure outperformed the original PSL in terms
of the hit rates. The original PSL achieved higher hit rates in 11% of the cases with the

remaining cases were even. Figure 6.14 highlights the hit rates of the two structures.
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Figure 6.14: Optimized hit rates for the UCI Letter dataset comparing the PSL and the
variant PSL classifiers.

6.3.3 False Detection Rate

In Figure 6.15, the false detection rates from the two structures can be seen. In 65%
of the instances, the variant PSL has false detection rates which are higher than those
of the original version. These figures account for the variant PSL classifiers’ higher hit
rates in Figure 6.14 and point to the fact that the classifiers from both structures are
most likely operating at slightly different points on ROC graph curves. Nonetheless,
an interesting trend can be witnessed when comparing the hit rates in Figure 6.14 for
classifiers which achieved equal hit rates with how they compared in Figure 6.15 on the
false detection comparison. The trend shows that 66% of the variant PSL classifiers have a
lower false detection rate than the original PSL classifiers in instances where their hit rates
were identical. What is more, experiments from earlier sections have shown that there
is usually an associated high false detection rate that accompanies strong hit rates. In
these comparisons, it can be seen that in 27% of the cases, the variant PSL classifiers have
attained higher or equivalent hit rates in comparison to the original PSL whilst returning
lower false detection results for the same classifiers. The original PSL classifiers achieved
the same results in 12% of the cases. This shows that the variant PSL is comparable to the

original PSL and that the generalization ability is not compromised with the diminished
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size of the negative training datasets.

Optimized False Detection Rates for UCI Letters Comparing PSL and Modified PSL
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Figure 6.15: Optimized false detection rates for the UCI Letter dataset comparing the
PSL and the variant PSL classifiers.

6.3.4 Total Error Rate

The figures showing the total error rates between the two structures do not change the
overall picture but serve to affirm the figures provided by the false detection graphs. Figure
6.16 for total error rates, mirrors the figures of the false detection graph closely and the
variance in results between the two structures seen in the false detection graph are closed
only marginally by the factoring in of the higher hit rates of the variant PSL structure. It
can therefore be concluded that the original PSL structure in general maintains slightly

lower total error rates for that dataset.

6.3.5 Runtime Performance

The combined ability of the variant PSL structure to produce classification rules comprised
of fewer weak classifiers (Table 6.5), which require a reduced number of layers (Table
6.7), demonstrates that they possess a faster runtime performance over the original PSL

classifiers.
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Figure 6.16: Optimized total error rates for the UCI Letter dataset comparing the PSL
and the variant PSL classifiers.

6.4 Summary

In summary, the generalization ability of the PSL classifiers has been shown to be robust
against the monolithic and the cascaded classifiers. The initial experiments showed lower
accuracy rates of the PSL classifiers, but subsequent, more rigorous experiments on larger
datasets pointed to accuracy rates of the PSL classifiers being as good, if not even better
than that of the other two structures. The overall hit rates of the PSL classifiers tended
to be slightly lower than that of the other classifiers but generally displayed lower false
detection rates to account for them. The more important total error figures were closely
aligned to those of the false detection rates. This pattern demonstrated that the methods
of testing favored classifiers like PSL which produced lower false detection results and were
not penalized as heavily for lower hit rates when the total error graphs were rendered.
The reason for this is that during the one-vs-all mode of testing, many more negative as
opposed to positive test samples were utilized, thus enabling the false detection results to
affect the final total error graphs to a greater extent.

Both the preliminary and the subsequent experiments on the PSL structure showed
consistent conclusions on the analysis of the training and detection phases. The PSL clas-

sifiers repeatedly demonstrated an accelerated runtime together with fewer weak classifiers



90 CHAPTER 6. EXPERIMENTAL RESULTS

making up the final classification rule with a reduced number of layers. The latter two
observations directly point to a faster convergence during training and a faster execution
runtime during the detection phase.

The comparison between the two PSL structures also confirmed the effectiveness of the
variant version of PSL. The variant form of the PSL produced classifiers which achieved
higher hit rates but at a price of higher false detection rates than the original PSL clas-
sifiers. This was mirrored by the total error rates that pointed to a marginally better
all round performance of the original PSL classifiers compared to the variant form. The
data points to the fact that both sets of classifiers were operating at slightly different
parts of the ROC graph curve which makes exact comparisons difficult. Despite this, it
is still possible to conclude that the variant PSL structure is viable. What is more, the
variant PSL classifiers generally produced classifiers with fewer classifiers pointing to a

faster training phase convergence and an even faster detection runtime.



91

Chapter 7

Incremental Learning Results

This chapter presents results from experiments conducted on the IPSL training structure.
The IPSL framework proposed a solution for enabling incremental training of CoBE clas-
sifiers. After the findings have been presented, the chapter will close with a discussion on

the implications of the experimental results as well as a path for future research.

7.1 IPSL Incremental Learning Analysis

The comparisons of experimental results will be made between the base PSL classifiers
and their respective IPSL classifiers. Each base classifier will be compared against three
IPSL classifiers which will be referred to as the 10% increment, 20% increment and the
30% increment classifiers. The percentage refers to the size of the dataset used to train
the IPSL classifiers in respect to the size of the dataset used to train the base classifiers.

The main aspect of comparisons will examine the effects of incremental training on the
generalization ability of the resulting classifiers. Also, comparisons between the different
IPSL classifiers will be made in order to ascertain the influence of different dataset sizes
on the generalization. Lastly, for objectivity the IPSL classifiers will be compared to par-
allel cascaded classifiers which simulate incremental learning of the cascaded framework.
Additional details of the experiments can be found in Chapter 5.

The experiments will examine the training phases of all the classifiers in which the
training errors, the runtimes and the ROC graph curves form the bulk of the analysis.
Subsequently, the accuracies of the classifiers will be presented, highlighting hit rates, false

detection rates and the total error rates. Finally, the detection runtimes will be analyzed



92 CHAPTER 7. INCREMENTAL LEARNING RESULTS

ROC Curve for Incremental PSL Letters Classifier L

1 T T T T T
Classifiers:
Base —=—
0.98 10% Increment-— .
20% Inerement ----x---
~_-30% Increment =
0.96 - _
0.94 + e
[0)
T
o 0.92 - e
=
0.9 _
0.88 - _
i
086 | * ]
084 1 1 1 1 1 1
0 0.05 0.1 0.15 0.2 0.25 0.3 0.35
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier M
1 —
I I I ) _,_Lr--»——»—f—*'CIa‘é'sJifiers:
Base —+—
L 10% Increment ]
0.99 20% Increment ----x---
30% Increment g
0.98 - _
0.97 _
[0)
E N}
o 0.96 - | -
T c‘
0.95 | | -
e‘
094 | i
0.93 _
092 1 1 1 1 1
0 0.05 0.1 0.15 0.2 0.25 0.3

False Detection Rate

Figure 7.1: ROC graph curves for the Letters dataset showing the generalization of the
IPSL classifiers on a test dataset, comparing the base classifier against the 10%, 20% and
30% increment classifiers. a) Class L, showing an example of a IPSL generalization affected
by higher false detection rates and slightly improved hit rates. b) Class M displaying a
successful example of IPSL classifiers improving the generalization of the base classifier
with both false positive and true positive detections.
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through weak classifier totals and cascade layer totals.

7.1.1 Training Phase Analysis

All base PSL classifiers converged to a zero training error. With a few exceptions, the
cascaded base classifiers achieved the same training error targets. Once the incremental
datasets were trained on top of the base classifiers, the training error increased for both
types of classifiers. For IPSL and parallel cascaded classifiers, the error rate was influ-
enced solely by false detections. The IPSL classifiers were observed to have the largest
increases in the training error and the error rates themselves increased with the size of
the incremental datasets.

There are two causes for this in the IPSL classifiers. Firstly, if a base classifier had
achieved a high generalization ability for positive samples, then it was likely that no
positive samples were left at each layer for further IPSL training. This meant that the
classifiers could not learn to reject the remaining negative training samples. The sec-
ond reason for this lies in the fact that the optimization of the layers was done on the
base classifier prior to incremental training, meaning that fewer layers remained and thus
diminished the possibility of learning to reject the outstanding negative samples.

The cascaded classifiers on the other hand were observed to generate a training error
that was decreasing in magnitude as larger incremental training datasets were introduced.
This is expected, as under the cascaded approach, additional horizontal new layers are
guaranteed to be generated for outstanding misclassified samples which leads to the low-
ering of the training error.

A ROC graph curve was generated for each class in the UCI Letter dataset which
compared the generalization of the PSL base classifiers against the 10%, 20% and 30%
increment classifiers. Cascaded classifiers were omitted in order to focus more on the
effects of IPSL training on base classifiers.

The analysis of the ROC graph curves for the IPSL classifiers produced mixed results,
but showed a clear trend. Out of the 26 different classes in the dataset, 73% experienced
improvement as a result of IPSL training through either one or all of the 10%, 20% and
30% increment classifiers. The remaining 27% of the classes observed a deterioration in the

generalization by all three IPSL classifiers. Figures 7.1a-b show two representative forms of
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PSL Incremental Learning for Letters Showing Increase in the Weak Classifier Totals
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Figure 7.2: Total number of weak classifiers generates per base and IPSL classifier for
each incremental dataset on the UCI Letter dataset.

generalization seen in the results. The first, demonstrates the deteriorated generalization.
This graph is typical of roughly a quarter of cases, where it is observed that the hit rates
at optimal points on the curve are slightly improved, but the false detection rates are
elevated. The second graph is indicative of the trend witnessed in majority of classes.
This graph displays a generalization curve in which false detection rates of base classifiers
are preserved by IPSL classifiers, but the hit rates at corresponding optimal points on the
curve are improved. The ROC graph curves for all UCI Letter classes can be found in

Appendix A.

Table 7.2 presents training runtimes of the incrementally trained classifiers for both the
IPSL and the parallel cascaded structures. The runtimes are shown for base classifiers and
for each of the 10%, 20% and 30% increment classifiers. The training runtimes for the base
classifiers of both structures were curious. In this experiment, both training structures
required a considerably longer period to train on training datasets which were of reduced
size compared to those of the experiments found in Section 6.2. A plausible explanation
for this occurrence is that although the size of the dataset was reduced, thus raising
expectations of a less complex and therefore faster training runtime, the distribution of the

data may have been altered to a less advantageous spread. This altered data distribution
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Table 7.1: Total number of layers generated per cascaded and IPSL classifiers for the UCI
Letter dataset. Figures show layer totals for the unoptimized base classifiers as well as

the final layer numbers after the optimization is applied.

UNOPTIMIZED BASE CLASSIFIERS OPTIMIZED CLASSIFIERS
Class | Cascaded IPSL IPSL | 10%(Casc) | 20%(Casc) | 30%(Casc)
A 36 10 10 25 15 18
B 71 41 21 39 34 34
C 50 23 12 23 17 21
D 54 29 14 39 39 39
E 54 50 20 28 28 28
F 54 39 16 30 24 30
G 54 53 16 33 30 30
H 54 57 16 25 19 22
I 47 18 16 25 17 25
J 40 20 15 15 19 29
K 54 35 16 25 30 25
L 41 14 11 28 18 28
M 34 12 12 30 23 30
N 54 21 14 29 29 33
O 54 34 16 44 30 36
P 54 22 14 33 33 23
Q 54 23 13 33 33 33
R 54 39 19 40 31 47
S 54 40 12 31 22 20
T 50 25 17 32 32 32
U 39 19 11 33 33 33
A% 53 27 16 33 33 33
W 33 15 12 25 28 25
X 49 21 12 26 26 25
Y 35 12 10 18 30 18
Z 43 12 10 19 30 30

may have negatively affected the ability of the boosting process to discriminate between

the target and the negative classes, resulting in longer runtimes. Nonetheless, the training

runtimes on the PSL base classifiers in this experiment once more confirm earlier findings in

Section 6.2 which show that the runtimes for the PSL classifiers are an order of magnitude

faster than those of the cascaded classifiers.

The subsequent IPSL training done on top of the base classifiers produced rapid run-

times for both classifier structures. As expected, the runtimes increased in a mostly linear

fashion in respect to the size of the training datasets. However, there is no substantial

difference between the runtimes of IPSL classifiers and those of the parallel cascaded

structures.
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Table 7.2: Training runtimes for each classifier class on the UCI Letter dataset comparing
the standard cascaded and the IPSL classifiers of 10%, 20% and 30% size increments.

BASE CLASSIFIER 10% INCR. 20% INCR. 30% INCR.
Class | Cascade IPSL Cascade | IPSL | Cascade | IPSL | Cascade | IPSL

A 93 6 1 1 1 1 1 1
B 1263 15 1 2 2 3 5 6
C 264 11 1 1 3 1 4 2
D 338 13 1 3 2 5 5 7
E 333 19 1 4 2 8 4 9
F 383 15 1 1 1 4 2 4
G 480 26 1 2 1 2 7 10
H 668 33 1 5 5 10 17 12
1 215 11 2 4 2 5 3 7
J 168 12 1 1 1 1 2 3
K 427 17 1 2 1 6 2 8
L 153 8 1 1 1 1 1 1
M 89 6 1 1 1 1 1 1
N 424 9 1 1 1 1 1 1
O 723 15 1 2 2 3 1 4
P 453 11 1 1 1 2 3 3
Q 650 11 1 1 1 4 4 4
R 740 17 1 1 1 3 2 3
S 515 20 1 4 5 7 10 8
T 291 13 1 1 2 6 2 6
U 190 10 1 1 1 2 1 2
A% 310 12 1 1 1 1 1 6
W 87 5 1 1 1 1 1 1
X 266 14 1 2 1 6 2 6
Y 76 7 1 1 1 1 1 1
7z 194 6 1 1 1 1 1 1

7.1.2 Hit Rate

The effects of IPSL learning in respect to hit rates can be seen in Figure 7.3. The figure
shows the positive detection rates in their succession from those of the base classifier to
those of the classifier trained on a 30% sized dataset. The data demonstrates without
exception that the hit rates increase over the base classifier when incremental training is
performed. Apart from a few examples, the figures also show that the hit rates increase
as the size of the datasets used in incremental training increase.

In order to place the performance accuracy of IPSL incremental learning into context,
the hit rates of the cascaded incremental learning are also presented for comparison in
Figures 7.4a-c. The comparisons show that the parallel cascaded classifiers have consis-

tently attained higher hit rates. The improvement in the hit rates of the parallel cascaded
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Figure 7.3: Optimized hit rates for the UCI Letter dataset comparing the base classifier
and the classifiers for dataset increments of 10% - 30%.

classifiers over the IPSL classifiers is considerable with an increase of up to six percentage
points. The discrepancy in performance between the classifiers of the two structures can
be explained by the fact that they are operating on different points on the ROC graph
curves. Whereas the cascaded classifiers have been individually optimized for accuracy the
IPSL classifiers on the other hand have not. Only the PSL base classifiers were optimized

by having suboptimal layers removed from their cascades.

7.1.3 False Detection Rate

As a consequence of increased hit rates for every incremental dataset, the false detection
rates increased as well. Figure 7.6 demonstrates the correlation. The figure shows with
few exceptions, that as the size of the incremental training dataset increased, so did the
magnitude of increase in false detection rates.

The comparison of IPSL false detections to those of the parallel cascaded classifiers
can be examined in Figures 7.5a~-c. The figures demonstrate similar false detection accu-
racies between the two types of classifiers with neither the IPSL nor the parallel cascaded

classifiers consistently achieving lower rates.
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Optimized Hit Rates for Letters Using Incremental Learning (10%)
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Figure 7.4: Optimized hit rates for the UCI Letter dataset comparing the standard cas-
caded and the IPSL classifiers. a) 10% increment dataset b) 20% increment dataset c)
30% increment dataset.
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Figure 7.5: Optimized false detection rates for the UCI Letter dataset comparing the
standard cascaded and the IPSL classifiers. a) 10% increment dataset b) 20% increment
dataset ¢) 30% increment dataset.
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7.1.4 Total Error Rate

The sizable differences between the IPSL classifiers’ accuracies in regards to false detection
rates are decreased when the hit rates are factored in to reveal total error rates in Figure
7.7. The overall comparisons of the total error rates between IPSL classifiers and parallel
cascaded classifiers is seen in Figures 7.8a-c. The data from this perspective once more
shows a similarity to the figures from the false detection graphs which confirms a strong

resemblance in the overall generalization capability between IPSL and parallel cascaded

classifiers.
Incremental Learning False Detection Rates for Letters
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Figure 7.6: Optimized false detection rates for the UCI Letter dataset comparing the base
classifier and the classifiers for dataset increments of 10% - 30%.

7.1.5 Runtime Performance

The runtime performance of IPSL classifiers will be analyzed by comparisons to the cas-
caded classifiers. The total number of weak classifiers generated for both types of classifiers
can be seen in Figures 7.9a-c. The total number of weak classifiers generated by the IPSL
structure is generally in the range of 25%-30% to that of the cascaded classifiers.

Table 7.1 demonstrates the same data from the perspective of the total number of
cascades required for evaluation per classifier. The layer totals for the optimized IPSL

classifiers are substantially lower than for those of the parallel cascaded classifiers, for all
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three classifier increments.

Incremental Learning Total Error Rates for Letters
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Figure 7.7: Optimized total error rates for the UCI Letter dataset comparing the base
classifier and the classifiers for dataset increments of 10% - 30%.

7.2 Discussion

The experiments carried out on the UCI Letter dataset demonstrate that incremental
learning using the IPSL structure within the context of boosting is plausible. The rami-
fications of this are that once a classifier has been trained and new training data is made
available, a classifier need not be re-trained in order to accommodate additional training
data. Instead, the base classifier can be improved by continuing incremental training on
top of its prior training. Unlike the approach put forward by Oza and Russell (2001), the
IPSL structure pursues the policy of generating additional weak classifiers, thus making
IPSL classifiers more amenable to correctly classifying samples which exhibit new features.
The ability to integrate new features into the classification rule indicates that the IPSL
classifiers are able to expand and define more accurately the boundary between the pos-
itives and negatives. Also, the total number of additional new weak classifiers generated
by each round of IPSL learning has been observed to increase linearly, and corresponds

to the size of the incremental training set as seen in Figure 7.2.
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Optimized Total Error Rates for Letters Using Incremental Learning (10%)
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Figure 7.8: Optimized total error rates for the UCI Letter dataset comparing the standard
cascaded and the IPSL classifiers. a) 10% increment dataset b) 20% increment dataset c)
30% increment dataset.
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Figure 7.9: Total number of weak classifiers per classifier showing comparisons between
counts of the standard cascaded and IPSL classifiers. a) 10% increment dataset b) 20%
increment dataset c¢) 30% increment dataset.
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The experimental data on the UCI Letter dataset in respect to the accuracy of the final
IPSL classifiers, shows a clear trend, but also a current limitation. The IPSL framework
has demonstrated a definite ability to raise hit rates of base classifiers, but has also shown
a tendency to introduce higher false detection rates in return. The ROC graph curves in
particular, plainly displayed this trend. At an optimal point on the ROC graph curve, in
75% of the cases, the IPSL classifiers succeeded in improving the hit rates of their base
classifiers while at least preserving their false detection rates. In other instances, the hit
rates at a given point on the ROC graph curves were improved only slightly over those
of the base classifiers, while the false detection rates increased to a greater degree. The
results indicate that the current limitation of the IPSL structure is its inability to lower
base classifiers’ false detection rates in subsequent incremental training. At best, the IPSL
can preserve false detection rates of base classifiers and at worst, it generates additional

nodes which increase them.

The overall accuracy of IPSL classifiers has shown to be comparable to those of par-
allel cascaded classifiers even though optimization for individual IPSL classifiers was not
conducted. However, the advantage of IPSL classifiers over the cascaded is that the clas-
sification rules produced by IPSL are considerably simpler than those of the latter. The
total number of weak classifiers that comprise IPSL classifiers are 25%-30% of the size of
the parallel cascaded, thus indicating a simpler and a faster detection runtime. If Occam’s
razor is to be applied to this scenario, which states “if any two hypotheses are identical in
their outcome, then the simpler one is to be classed as better”, then the IPSL structure

can be classified as the better one.

The IPSL training does however incur a computational penalty not present in the
PSL training structure. The modification to the IPSL structure which specifies that layer
training may terminate only when overall layer targets are satisfied, instead of only when
node targets are met, forces the algorithm to calculate all weak classifiers in the layer after
each new one is generated. The cost of calculating layer targets as opposed to only node
targets imposes a computational burden which grows linearly in respect to the size of a

layer.

Due to the versatility of the IPSL incremental learning structure, it is conceivable to

perform IPSL incremental learning on classifiers which have been trained using different
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boosting structures. The IPSL structure can convert an entire single layered monolithic
classifier into a PSL node of a base classifier, and continue to train additional training data
on top of it. IPSL can likewise accept cascades of boosted ensembles trained as non-PSL
and perform incremental training by converting existing cascade layers into PSL nodes.
Further experiments need to be conducted on the IPSL learning structure in order to
better understand how the classification rules are affected by multiple rounds of incre-
mental learning and whether there is a point at which the generalization ability becomes
adversely affected. Also, a solution to IPSL’s inability to lower false detection rates needs

to be formulated.
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Chapter 8

Conclusion

The objectives for this research were to:

test the training runtimes and the generalization ability of PSL classifiers against
standard structures of the monolithic ensemble (Schapire, 1999) and the cascaded

as proposed by Viola and Jones (2001b)

e explore further extensions to the PSL training structure and to perform experiments

on it

e to propose a novel approach for incremental learning within the scope of CoBE using

IPSL

e to explore the feasibility of IPSL training to the problem of incremental learning

and implement parallel cascaded classifiers to test against

This thesis has implemented the PSL training structure as well as the monolithic
ensemble and the cascaded classifier training structures for comparisons. Classifiers were
trained for those structures and their performance runtimes and accuracies were compared.
A variant form of the PSL structure was proposed, which sought to extend further the
performance and accuracy of its original. Classifiers for the modified PSL structure were
trained and contrasted in their capabilities to those of the initial PSL. This thesis has
proposed a novel approach to training CoBE classifiers within the incremental learning
paradigm. Experiments were conducted on IPSL classifiers and compared with parallel

cascaded classifiers trained on same datasets.
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The main research questions that this thesis has attempted to answer were:

1. is the PSL training structure efficient at producing classifiers which are robust and

capable of real-time execution?

2. is it possible to extend the PSL structure in order to realize further performance

gains?

3. can CoBE be extended in such a way that existing weak classifiers need not be re-
trained during subsequent rounds of incremental training and can additional weak
classifiers be appended to a base classifier in order to integrate new information,

while improving the generalization?

4. is the IPSL capable of incremental learning and of producing robust classifiers?

The experiments have shown, that the PSL training structure is capable of efficiently
producing classifiers in substantially reduced runtimes. The PSL classifiers are robust.
They have shown similar generalization abilities to those of the monolithic ensemble and
cascaded classifiers whilst exhibiting significant advantages over the latter in training as
well as execution runtimes.

The original PSL structure has been modified and extended in such a way that the
convergence during training has been made more efficient. This was confirmed through the
resulting generation of fewer weak classifiers for each classification rule, whilst preserving
the generalization abilities. The detection runtime phase of its classifiers was also increased
through simpler classifiers.

Although the experimental results showed mixed results and highlighted some current
limitations, the novel IPSL framework has shown how CoBE base classifiers can be im-
proved through incremental learning. The IPSL proposed to perform incremental rounds
of learning by appending new weak classifiers to the existing classification rule without
altering previous weak classifiers. When presented with additional datasets which encap-
sulate new information, in majority of cases the IPSL classifiers have demonstrated the
ability to improve the hit rates and preserve the false detection rates of base classifiers.
The limitation of the current structure was discovered in its inability to lower the false

detection rates of the base classifiers.
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8.1 Future Work

In future research, it is intended to implement the PSL framework into a face detection
system for which integration of a feature extraction component will be necessary. The goal
is to compare the PSL framework with the face detection system which accompanies the
OpenCV Computer Vision Library. In addition to that, a more rigorous comparison of the
PSL framework will be pursued against other common machine learning framework such as
Support Vector Machines and Neural Networks. The author also plans to make use of the
WEKA (Witten and Frank, 2005) toolbench which has implemented and made available
all current machine learning algorithms and will lend itself well to further performance
comparisons involving the PSL framework.

The intention is to also pursue further experimentation and modifications on the IPSL
framework. The author recognizes the need to not only test the robustness of the new
framework with larger incremental datasets, but to also perform experiments on the IPSL
structure which involve numerous, consecutive incremental training rounds on a single
classifier, in order to observe the effects of long term incremental training on accuracy.
Further modifications to the IPSL framework will involve its limitations regarding false
detection rates. The revision of the IPSL framework will see an additional capability of
the training structure to delete and replace existing nodes which contribute to increased

false detection rates.
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ROC Graph Curves For IPSL on

UCI Letter Dataset

Shown in this appendix are the ROC graph curves, generated for each class in the UCI

Letter dataset. The graphs compare the generalization of the base PSL classifiers against

the 10%, 20% and 30% increment classifiers. The ROC graph curves produced mixed

results, but showed a clear trend. Out of the 26 different classes in the dataset, 73%

experienced improvement as a result of IPSL training through either one or all of the

10%, 20% and 30% increment classifiers.

The remaining 27% of the classes observed

a measure of deterioration in the generalization through an introduction of higher false

detection rates.
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Figure A.1: ROC graph curves for the Letters dataset showing convergences of IPSL

classifiers representing letters A-B.

0.35



114

Hit Rate

Hit Rate

Hit Rate

Hit Rate

0.86

0.98

0.96

0.94

0.92

0.9

0.88

0.86

0.84

0.82

0.98

0.96

0.94

0.92

0.9

0.88

0.86

0.86

ROC Curve for Incremental PSL Letters Classifier C

T
Classifiers:
Base ——
10% Increment -~
20% Increment - -
30% Increment &

. . . . .
0 0.05 0.1 0.15 0.2 0.25 0.3
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier E
T T
- Classifiers:
Base ——
r 10% Increment -
20% Increment - -
L 30% Increment = |
. . . . . . . . .
0 005 01 015 02 025 03 035 04 045 05 055
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier G
‘ ‘ ‘ ‘ ‘ " Classifiers
r 20% Increment - =
30% Increment &
. . . . . . . . .
0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier |
‘ ‘ ‘ " Classifiers:
:
0% Increment - b
30% Increment &
. . . . . .
0 0.05 0.1 0.15 0.2 0.25 0.3 0.35

False Detection Rate

Hit Rate

Hit Rate

Hit Rate

Hit Rate

ROC Curve for Incremental PSL Letters Classifier D

‘ ‘ ‘ " Classifiers:
ase —+—.q
o8+  lo%lncrementx < -
30% Increment &
0.96 bl
0.94 | B
0.92 bl
09 4
0.88 |- Bl
0.86 [ 4
0.84 L L L L I
0 0.05 0.1 0.15 0.2 0.25 0.3 0.35
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier F
1
T T T =T —
Base ——
0.98 10% Increment - 1
g 20% Increment -~
30% Increment &
0.96 4
0.94 bl
0.92 | 4
09 bl
0.88 |- Bl
/
086+ ]
084 | 4
/
]
0.82 . . . . .
0 0.05 0.1 0.15 0.2 0.25 0.3
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier H
0.98 T T T T
s
0.96 - _10% Increment <~ -
% 20% Increment ----x---
004 L . 30% Increment & |
0.92 | 4
09 bl
0.88 | Bl
0.86 [ 4
0.84 bl
0.82 | 4
0.8 . . . . . . . .
0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5
False Detection Rate
ROC Curve for Incremental PSL Letters Classifier J
1 T T T T T T T
jers:
0% e
% Increment - -
0.98 | 20% Increment ----%--- 7
o 30% Increment &
3
. . . . . . .
0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5

False Detection Rate

Figure A.2: ROC graph curves for the Letters dataset showing convergences of IPSL
classifiers representing letters C-J.
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Glossary

AdaBoost A classification algorithm that builds classifiers from smaller less accurate

Weak ClasSiiers. ..o 5

CoBE Cascades of boosted ensembles. A framework which constructs classifiers using

boosting algorithms and arranges the weak classifiers in a layered structure. ..... 3
FFS Forward feature selection. . .......... ..ot 32
FPR False positive rate. .. ... e 21

IPSL Incremental Parallel Strong classifier within the same Layer. Training framework

for incremental learning. ........ ... i 5, 49

OpenCV open source computer vision library............ ... ... i 109

ROC Receiver operating characteristics. ROC graphs are a technique for visualizing and

evaluating accuracy performances of classifiers. ............ .. ... ... ... 38, 65
TPR True positive rate.. ... ..o o 22
UCIT University of California, Irvine. ...... ... i 58

accuracy Indicates the hit rates, false detection rates as well as the total error rates of

A ClaSSII O . . oo 7

base classifier The initial classifier on top of which incremental training is performed

using additional unique datasets. ..... ... 39

binary-class classifiers Classifiers designed to match an input sample to only one of

two possible class labels.. ... ... 5
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boosting One approach available to classification algorithms for training classifiers....3
cascade A structure for arranging weak classifiers into layers.......................... 3

class label A category from which y € —1,1? is associated with each feature vector ;

in the training set D,, defined as {(x1,91), ..(Tn,Yn)}+ oo vovneeeiiii i 2

classifier /classification rule The function f(z) which learns to map a sample instance

ztoaclasslabel 4y € — 1, ... o e 1

criterion condition A condition whose satisfaction determines the end of boosting a

PSL node. . ... 43
ensemble The set of all weak classifiers making up a strong classifier. ................ 3

feature extraction The process of drawing out descriptive attributes from data by using

IVEN fRAtUIE LY PES. .ttt 12

feature space The total pool of feature vectors from which the most discriminant fea-

TUres are ChOSEIL. . . ... o 10
feature type A particular group of filters used to extract information out of data. .. 11

feature vector An array of attributes which describe the sample z as z; = (z(), ..., z(¥) €

R? comprising of d number of dimensions. ................coveiiiiieiiiiiiiia... 9
filter A particular filter used to extract information out of data...................... 11

generalization The ability of a function f(z) to predict labels of unseen sample in-

S AICES. o ettt 2
in-class variability The extent in variance between sub-patterns of a target object..24

layer A single tier in a cascade containing a portion of the total number of weak classifier

comprising a strong classifier.. ... ... ... e 2

multi-class classifiers Classifiers capable of matching an input sample to more than

two class labels. . ..o 9

node An independent round of boosting within the same layer. A PSL node. ........ 42
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over-complete Situation in which the total number of information generated when ex-

tracting features is greater than the original amount of input low level data. . ... 11

target object A sample instance of a positive set. The object which the detector is

attempting to learn to recognize. ......... ... i 1

weak classifier/weak hypothesis A classifier that performs slightly better than 50%

and is thus only slightly correlated with the true classification.................... 3

weak /base learner A method that extracts weak classifiers......................... 14
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