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Abstract

Industry has been heavily pushing for new methods of human-computer inter-
action in the last several years and this has seen many different technologies
move into the mainstream, from infrared sensors[l] and z-cameras[2] to touch
screens[3]. Because touch screens are a more mature and developed technology
they provide an ideal platform for mainstream technology development, but their
level of interactiveness is limited, and these limitations must be overcome or com-

pensated for with clever interface design.

In this thesis, a solution to these inherent limitations in touch screen interface
design is proposed by augmenting the touch screens interaction capabilities with
one or two cameras to enable a near touch user experience on top of the stan-
dard touch screen. This offers flexibility in system design (the near touch is
implemented as an extra layer, and can be activated only if present) as well as
providing an inexpensive solution. Several Image processing algorithms relevant

to this task are also discussed and their implementation evaluated.



Preface

The aim of this thesis is to demonstrate that a suitable near touch interface
can be created to allow the cost effective augmentation of basic touch screens
to further enhance their practicality and usability as a next generation human-

computer interface.

Chapter 1 begins by describing the current issues with human-computer inter-
faces on touch screen devices, and why they are insufficient to replace the current
standard of mouse and keyboard in a conventional desktop environment. This
will be followed up by a description of the proposed solution to this issue, and an
assessment of its advantages and disadvantages within the context of its intended

application.

Chapter 2 will follow on by describing existing systems for human-computer
interaction with touch screen devices, as well as non-touch based interaction
methods, and list their strengths and flaws in relation to how they relate to the

stated problem.

Chapter 3 will cover the design and implementation of this system, discussing rel-
evant techniques, and then assess the quantitative and qualitative results gained.
Finally, chapter 4 will describe the strengths and weaknesses that the system
demonstrated, and what areas could be improved upon, as well as future devel-

opment.

The project was carried out in conjunction with our industry partner

ii



Unlimited Realities! under a Foundation of Research and Technology TIFF fel-

T™ 2 and

lowship, and was designed to be integrated into their product Umajin
enabled in any supporting Fingertapps™™ applications built. It was also intended
to create a set of image processing functions that could be implemented in any

Umajin™ project on any image or video object.

1Unlimited Realities, PO Box 8015, 60 Princess Street, Palmerston North, 4446, New
Zealand. Phn: +64 6 3564120, Website: www.ur.co.nz

2Umajin™ is a platform that allows applications to be rapidly developed and provides
a wide range of functionality and diversity to be supported via integrated functions within
the application programming interface (API). It is a commercially available product, and has
a specialised branch called Fingertapps™ which is dedicated to the creation of touch based
applications, and has support for multi-touch environments.
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Chapter 1

Introduction

With the influx of touch based devices to the consumer market, touch based user
interaction has become an important and relevant area of study. Although it
is a popular interface between user and computer, it is not without its flaws.
This chapter will cover the perceived problem with current touch screen based
solutions in the area of interaction and interface design, and propose a solution

to this issue.

1.1 Problem

The popularity of touch screen technology has surged in the new millennium due
to media influences like the 2002 movie Minority Report showing spectacular vi-
sions of a future where computers can be interacted with by merely waving your
hand in front of them, and where objects on screens can be selected touching the
object of your desires in a simple and highly intuitive digital system, allowing
even highly inexperienced users to effortlessly use these systems to the fullest of
their capabilities without the need for training or to read complex and seemingly

obfuscated manuals.

With devices such as the iPhone™[4] and iPod™ Touch [5] and the iPad™6],
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the Microsoft Surface™([7] and Google Android™ 8] ect., as well as support
for touch screens and tablet PC’s being a high priority for Windows™ 7[9] and
even more so with the new Metro interface central to Windows™8[10], it is
evident that industry puts touch screens on a lofty pedestal as the way of the
future. With this mass proliferation of touch devices it becomes important for
their marketers and designers to develop simple and effective interfaces to allow

them to be used.

This presents a challenge to user interface designers, as the touch screen will only
allow for 2 * n degrees of freedom where n is the number of individual touches
trackable in the x/y directions (improved to 3*n if the touch screen has pressure
sensitivity). Conversely a mouse and keyboard interface has the vast potential
of 102 keys (standard US keyboard layout), 7 mouse buttons or more, 2 axis the
mouse button may be moved on, and a bi-directional scroll wheel with multi-
ple divisions of movement (sometimes multiple scroll buttons are even present).
While devices like the iPhone™ have proven popular with the consumer and
simple to use and practicality in a mobile environment, their ability to be used
to perform complex tasks is limited, and not suitable for a professional or home

desktop environment.

Touch screens offer a major innovation that makes them desirable in modern
computer systems. They do not require any external input devices to operate
(with the occasional exception of a stylus type pointing device, which is of-
ten compact and easily stored with the device). This is a large advantage for
portable devices such as smart phones and handheld game consoles etc. as it re-
duces space requirements and weight. This also is useful for items such as public

information or advertising kiosks where theft or damage from misuse can occur.
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Another advantage touch screens possess over traditional computer systems is
that they create an interactive experience for the user that is more engaging and
interesting[11] than using the standard mouse and keyboard interface that has
become common, and may even be mentally associated with work. Increasing

user engagement is an especially important for advertising kiosks.

Implementing the variety of interaction of a mouse and keyboard interface is
a large challenge for a touch screen interface as there is only one method of inter-
action, the touch, as opposed to the mouse and keyboards ability to type with any
one of a large number of keys, many of which have become customised to specific
tasks such as launching a media player, skipping tracks and pausing/stopping
play etc., through to the mouses precise ability to move a cursor anywhere, and
click on objects using nine or more different buttons [12]. These two different
systems offer extremely different levels of flexibility, with cursor hovering, and
the combinations of over one hundred keys that can be pressed in conjunction
with several mouse buttons contrasting with only a single (or in the case of more

expensive systems, multiple) touch.

To make up for the lack of flexibility touch based systems must use gestures
to increase the depth of interaction, but using more than two or three touch
points can lead to overly complicated gestures that are impractical for the user.
Another issue with touch systems is that it is less precise than the pixel accurate
pointer of a mouse, as there is generally a large contact point for the users fin-
ger, and it is unreasonable to expect the user to determine the exact centroid of
their touch for accurate use, especially when their finger covers the object they
are trying to accurately touch (although this is largely mitigated with a stylus

system) and may roll or move as it is a malleable rounded surface in contact with
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a flat one.

The simplest and most frequent implementation of such touch system is to use
the touch interaction as being analogous to a mouse click. The lack of key-
board availability is usually overcome by the use of an on screen keyboard (in
Windows™ this is usually a user accessibility feature). This can be a highly
impractical solution as it takes up large amounts of screen space at a size prac-
tical for many touch screen devices. As a result of this a normal keyboard is
usually used when available and practical. This still leaves the issue of only hav-
ing a touch interaction instead of a full cursor, resulting in the requirements for

interface design being much stricter than they would otherwise be.

1.2 Proposed Solution

With the problem of there being insufficient degrees of freedom in touchscreens
to perform complex tasks within desktop environments explored, the following

section will describe the proposed solution to these issues.

1.2.1 Overview

The solution I propose to the problem of user interface design constraints on tra-
ditional touch screen based systems is to create an extra dimension of interaction
with the system, by implementing a layer of functionality similar to having a
mouse cursor present. Adding this extra dimension of interactivity will allow the
user to perform actions analogous to holding a mouse cursor over an object for
more information or navigating a branching menu seamlessly without the need
for clicks to open new branches, as is possible with current mouse based systems.
This new dimension in interactivity brings the touch screen interface back on par

with the level of interactivity afforded by a mouse, and allows for more expres-
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sive, and more importantly, more traditional user interface designs to be practical.

To achieve this solution I propose to augment the touch screen with a commercial
software application [13] and 1 or 2 web cameras (can be relatively low cost) to
allow the visual identification of hands, and their position relative to the touch
screen. This visual detection layer allows for the use of standard touch screen
applications and hardware and, when compatible hardware is detected, can en-

able the additional functionality using a simple software switch.

The use of stereo vision allows for an approximation of depth (or a 3D co-ordinate
to be determined when using proper stereopsis), enabling the use of simple depth
based gestures such as zooming by moving ones hands in and out from the screen.
This can be done by looking at the direction of movement on each camera. If
both cameras see the hand moving left, then the hand was moving left. If the
right camera sees left movement, and the left camera sees right movement, then
the hand was moving out from the screen, and if it is opposite, the hand is mov-
ing inwards. When opposing movement is detected, the result can be averaged
to keep the correct location of the hand, and the difference can be used to de-
termine the depth. Face detection and tracking was also proposed initially, but
was later abandoned due to the complexity of implementation. It is also worth
noting that the proposed system can be used to augment non-touch screens in a

similar manner.

This project was carried out in conjunction with Unlimited Realities, and will be

developed for their Umajin™

engine, to allow the rapid development of software
that makes use of my solution for end users. This will also make the various

image processing techniques and algorithms, as well as the near touch detection
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available for any who licence the use of Umajin™ or Fingertapps™.

The Umajin™ engine is the base product that Unlimited Realities have created
to serve as the engine that drives their main line of products. It is provides a wide
range of functionality such as 2D and 3D processing and generating of images, as
well as displaying them and allowing the generating of Microsoft Windows inter-
faces and applications. Umajin™ also provides a scripting language interpreter

M

that allows for the development of applications that use the Umajin™ engine.

These scripts are called U scripts.

Built on top of the Umajin™ engine is Fingertapps™. Fingertapps™ is a
framework developed by Unlimited Realities specifically for the development
of touch screen applications. Fingertapps™ allows programs to handle touch
events, and includes a collection of predefined constructs for interface building
(called widgets) such as buttons, sliders, and Unlimited Realities application

wheel[14]

1.2.2 Use Cases

Single camera

With a single camera (as shown in 1.1) the system will be capable of detecting
the users hands and enabling non-depth based gestures. In this setup the system
will suffer from reduced accuracy as the user moves further from the camera as

well as error introduced by deviation from the defined plane depth.

Dual camera

The optimal setup for the system is as shown in 1.2. The user will be able to use

the full range of implemented gestures, and have accuracy from both sides of the
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Figure 1.1: Single camera setup for system

screen, as well as depth input.

Non-touch enabled screen

Although the motivation of the project is to overcome the inherent limitations
in interactions with touch screen systems, my proposed solution can also be
used to provide an alternative or extra input system for traditional computer
systems. The user will experience all the benefits of gestural inputs (the range
of which depends on if the system has 1 or 2 cameras present), but will still
require a mouse/keyboard for normal input. This limitation may be overcome
using similar methods to typical touch based systems such as fully gesture based
interfaces (depth perception can be used to emulate a touch) and screen based

keyboards for textual input.

1.2.3 Advantages of the Proposed System

Touch based interfaces are quickly becoming a popular method of human-computer
interaction due to their high level of intuitiveness and tactile feedback during use.

Devices such as the iPhone™ and iPod™ Touch are quickly becoming the de
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Figure 1.2: Layout of proposed system

facto standard in the consumer electronics industry, as well as other commercial
areas such as retail units and advertising/customer service kiosks. Current touch
interfaces however have the constraint of only allowing interaction when the user
is making physical contact with the screen, which severely limits how the user can
interact with a system (the typical design is to make the touch event analogous
to a click with a mouse, and to use actions such as double clicks and click and
drags as the primary actions). This is highly restrictive for both the user and

the interface designers, and can limit the practicality of the system.

The proposed system has the advantage over other touch based systems of al-
lowing interface design that closely mirrors the design of traditional computing
systems. This means there are fewer limitations on how the user may interact
with the system, and designs may follow strongly established conventions for user
interface design and allow new and unfamiliar users to instantly pick up the new
system due to its familiar interface design that is highly analogous to both the

traditional mouse driven interface and the contemporary touch interface. The
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proposed system also has the advantage of having a unique design in a market
that is quickly becoming saturated in touch or image recognition based systems

of comparable designs.

Another advantage of the proposed system is that it should be reasonably ro-
bust from the user perspective with regards to camera placement. Because the
intended implementation does not use true stereopsis it does not require the
cameras to be in a known location to calculate accurate 3D coordinates. While
most information of the cameras placement can be calculated from the image
detected, information such as scale is not so easily determined. While accuracy
of the proposed solution is somewhat dependant on the cameras being symmet-
rically placed and centre aligned with the screen, it is hoped that the solution
will still prove sufficiently robust from the user perspective without the need for

carefully measured and placed cameras.

1.2.4 Disadvantages of the Proposed System

Due to the nature of touch screen interfaces certain concessions must be made,
such as the need for large object designs, and also the inclusion of an object snap
or ‘lock-on’ system with some form of hysteresis when nearing objects to com-
pensate for the input jitter likely to be experienced within the proposed system.
Other than these concessions the general methods of user interaction with the
system may still stay be traditionally designed. This makes user interface design
much easier as there are no longer major hurdles to overcome due to the lack
of any ability to discern the users area of interest without a ‘click’ (an action
generally reserved for selections and important actions, and that can be highly

disruptive to the flow of a user interface).
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Because the system will not be using true stereopsis it will not generate true
3D position data. Although this was done to provide a simple solution that has
increased robustness to non-measured camera placement and minimise the need
for user set-up and calibration, it has the draw back of reduced depth informa-
tion. While a general measure of scale and direction is gained for depth, further
information is required to convert that data into an accurate point in 3D space.
This limits the usefulness of the depth data to a degree and means that when
used in a User Interface context, visual feedback becomes very important for the

user to gauge what they are actually doing within the system.

The system also has the slight draw back of requiring the user’s hands to be
held up near the screen. After prolonged periods of use this may lead to fatigue
of the user, although it should not be significant when compared to normal touch
screen use as that also requires the user to reach out and touch the screen. It
is also worth noting that although physical touch is not always a required in-
teraction within the proposed system it is still required that the users hand be
near the screen or suffer reduced resolution. As such the user cannot use the
system from more than a few feet away without employing expensive and high
end digital cameras with a very high resolution, potentially limiting its range
and usability by those without access to said equipment. There are also inherent
drawbacks in the requirement for the user to be able to point with their finger
for the physically impaired who may be unable to complete such a gesture. It is
hoped though that the detection will be robust enough that, with the aid of a
well designed UI with large interface objects, that the physically impaired might

still be able to use the solution to a degree.

10
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1.2.5 Goals of the Project

The final goal of this project is to have integrated a set of image processing
functions into the Unlimited Realities Umajin™ engine that may be applied to
images of any source within the engine, and to use these functions to create a
near touch system that can be successfully demonstrated using a Graphical User

Interface. The key milestones and features that would denote success are;

Demonstrate the Ability to track the users hand in front of the screen

To achieve this goal the system must be able to clearly separate the users hands
from all other background information in the presented video input(s), and do

so with a high degree of reliability for the user.

Display Ability to report the point they are gesturing too with suffi-
cient accuracy for general use

The system must be able to report the location that the user is pointing to with
a reasonable level of accuracy. This level of accuracy must be sufficient for the
user to navigate a menu system and highlight objects of interest. This can be

made easier through intelligent user interface design.

Recognise simple gestures

The system should be able to recognise simple gestures such as linear motions
of the users hands with minimal input delay, allowing the user a more varied

control method.

Display the implemented system in action using a graphical user in-
terface

All of the features planned should be presented on a graphical user interface in

a usable system. The user interface should be designed in such a way that it

11
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can effectively demonstrate all the systems features to a user, and highlight the

advantages offered by the systems design over typical touch screen systems.

1.2.6 Contributions of the Project

The key contribution of this project is the successful marrying of the concept of
touch based Ul systems and the flexibility and freedom of traditional UI designs
made with the traditional mouse and keyboard in mind. This is an important
step in UI development as touch screen devices have quickly become the de facto
standard in the consumer hardware industry with smart phones, hand held gam-
ing consoles, tablet’s and even consumer desktop PC’s to a lesser extent all having
adopted the system. The lack of a non-touch interaction is extremely limiting on
both their usefulness and to User Interface designers who must carefully design Ul
elements around the inherent limitations of the system. By adding a non-touch
input level to the system it is hoped that interactions with the system will no
longer be bound to the event of a touch, allowing designers to create more flowing
menu systems, tool tips that allow the user to investigate the consequences of an

action before committing to it and more.

Further to this improvement of Ul flexibility with touch devices it is also hoped
that the system will provide a simple system that is robust enough to be success-
fully used in a home consumer environment without the need to careful placement
and calibration of expensive 1st party hardware. The user should be able to sim-
ply place one or two cheap web cameras in approximately the right position as
space and practicality allow and have the system work with as little need for

calibration and set-up as possible.

12
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Existing Related Work

Many existing systems have been designed to attempt to overcome the inflex-
ibility of touch based systems, ranging from the tethering to a touch sensitive
physical layer, to the problem of sufficient efficiency of inputting typical com-
mands such as text entry and menu navigation. Some of these solutions are

explored and evaluated in this section.

2.1 Microsoft Surface

Figure 2.1: Microsoft Surface in use, showing device recognition.

13
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The Microsoft Surface™ [7] was designed primarily to be an interactive re-
imagining of touch screen systems. It has a much broader focus on integration
with other devices such as cameras and smart phones, and was designed to be a
very interactive experience for the user. The system itself is set up as a 30 inch
touch screen under an acrylic top, designed to be used like a table. It has 5 near
infra-red cameras under the acrylic top to detect objects that reflect the near
IR illumination shone at the surface. It uses this system, coupled with image
processing to track touch objects, and to recognise patterns that mark and track
objects. The original concepts showed users placing devices such as cameras or
smart phones on the table surface and having the driving software detect these

objects and interface with them wirelessly in a context sensitive manner.

For example, a customised setting for use in a bar was demonstrated by Mi-
crosoft on the Surface™ where users were able to view menus, order drinks and
view media from their table surface. When the drinks were delivered the surface
was able to keep track of their drinks and display information about the drink
(useful in a wine catalogue or something similar) as well as individually labelling
and tracking every drink so that it would not get mixed up with other peoples
drinks. In another example, when the camera was placed on the surface and
a ring appeared around it, indicating the device had been recognised and was
now connected to the surface. This ring tracked the movement of the camera on
the table and allowed the user to open up a menu and transfer images from the

camera to the surface wirelessly.
These tailored menus allow for a large amount of custom interfaces and device
specific usability, however they possess the drawback of only being available on

supported devices. This can be a serious drawback for the product as it requires

14
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a large amount of third party support in order to be successful. Due to this it
is highly likely support for certain devices, such as the popular apple iPhone™
may be dropped in favour of pushing Microsoft’s own products (in the given case

of the iPhone™, the Microsoft Windows Phone 7™ would be pushed instead),

leading to vendor lock in and anti-competitive behaviour[15].

While the Microsoft Surface™ can be a powerful tool in specific situations such
as restaurants, bars and kiosk stands, it’s dependency on third party customisa-
tion and support means it’s use in general circumstances is limited to that of a
typical touch screen system, albeit tipped on its back, and larger than the usual

touch screen.

2.1.1 Summary
Advantages

e Works by interfacing with physical objects and communicating wirelessly

with it.
e Uses customised, context sensitive menus for everything.

Disadvantages

e Requires high degree of third party support for device capability.
e Still has limitation of touch only for interface design.
e Only practical for kiosks and tailored situations.

e Impractical for general computing due to its large physical size.

15
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r.

Figure 2.2: Prototype of Project Natal.

2.2 Microsoft Kinect (Project Natal)

At the 2009 Electronics Entertainment Expo (e?) Microsoft™ announced a new
input device/game controller was in development for their Xbox 360™ console
[2]. This project was given the code name ‘Natal’. The intention of this new
hardware device was to provide an experience to rival the innovative Nintendo™
Wii[1] console and its use of a controller designed to replicate the form of the
common remote control. It contains an accelerometer, allowing motion to be
tracked in 3D space with reasonable fidelity (motion along an x,y,z plane set
was very accurate in the original version, but the Wiimote lacked the ability to
accurately detect rotation, a problem that was rectified with the release of the
Motion Plus attachment for the Wiimote [16]). Because of the large amounts of
critical acclaim and financial success the Wii was experiencing due to its unique
motion control, Microsoft™ decided to implement their own version of motion

control to attempt to claim a portion of the market share.

Microsoft’s solution takes advantage of a highly capable and flexible combina-

tion of an RGB camera and a 3D range finding camera[l7] to create a point

16
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cloud of any object within its field of view at ranges from 0.8 m to 3.5 m. At a
range of 2m it has a resolution in the x/y directions of 3 em per pixel, and in the z
direction of 1 cm per level and possesses a field of view of 58° in the vertical direc-
tion, and 40° in the horizontal direction. This 3D camera is mainly what makes
the Kinect so unique, it can create detailed 3D models of whatever IR reflective
objects are in the scene it is presented with and track their motion in real time.
This is achieved by projecting a structured IRlight pattern onto the screen, and
using the IR CMOS sensor to view the distortion of the structured light pattern
and use that to determine the depth for that pixel. This can be further added to
the RGB camera output to give a textured 3 dimensional view of the scene, as
well as an approximate skeletal model. Combined with body tracking techniques
and facial recognition coded into the driver/software development kit, it allows
for accurate tracking of the user in 3D space and when combined with appropri-
ate software, can provide for interactive and ‘true to life’ interactions. There is
also facial recognition software built into the Kinect to allow for individual users

to be remembered and have customised interactions/expression recognition.

All of this was demonstrated by Peter Molyneux in action during his Milo
demonstration[18], where the user interacts with a virtual boy who is able to
recognise the user visually, determine their mood (using audio to detect the tone
of voice used), carry out conversations and even interact directly with the user.
During one demonstration, the user drew a picture for Milo and ‘gave’ it to him
by holding the picture out for him at the top of the screen in front of he camera,
allowing Milo to ‘take’ the picture from the user, which became digitally rendered

as an object within the demo world.

While this level of interactivity and accuracy is noteworthy, for the application of
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general user interaction in a workspace environment it would have a major draw-
back. While this kind of interactivity is ideal for games and entertainment where
the user typically would use the system for less than 1 to 2 hours, in a working
environment where the user would typically be using their computer constantly
for several hours at a time, it becomes much less practical as the level of physical
exertion needed to interact is much larger. Although this is an interface design
choice, and the hardware could be suitable for use in the solution proposed in
section 1.2, the field of vision (FOV) of the hardware may be insufficient to be
used appropriately as an augmentation for touch screens without placing the de-
tection unit a reasonable distance from the screen and off to the side. This can
cause problems with objects on the desk causing occlusion, as well as placing
desk size requirements on the system. The minimum operation distance of 0.8 m
further increases this problem. It is also an issue that the hardware is a recent
development, and therefore is quite expensive in comparison to simple web cam-

eras, which are a well established technology [19].

The z-camera used in Kinect is able to produce depth images at a resolution
of 640 x 480 pixels, at an average latency of 40ms (25 fps) and take full RGB
images at resolutions up to 1600 x 1200, although no frame rate is given for
video streams at any resolutions in the technical specifications, the manufac-
™ (

turer, Prime Sense early prototypes used a 3DV z-camera, but it failed to

meet Microsoft’s requirements), provide these for the identical PrimeSensor ™.

2.2.1 Summary
Advantages

e Accurate z-camera.

e Allows for detailed detection of objects, motion and more in 3D space.
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e Allows for facial recognition etc.
Disadvantages
e Requires physical exertion, more room to move and a large screen etc.

e Currently very new technology, and very expensive compared to web cam-

eras.

2.3 Sony Play Station Eye

Figure 2.3: Sony PlayStation Eye.

The PlayStation™ Eye Toy™ (known as the PlayStation Eye™ in its latest
version for the PlayStation™ 3) [20] first debuted in 2002 at the Electronics
Entertainment Expo as a technological demonstration and was subsequently re-
leased in 2003. It was developed as a type of virtual/augmented reality interface
device to take advantage of the PlayStation™ 2’s (at the time) substantial pro-

cessing power [21] and a range of image processing techniques to detect the users

body.
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Using full body recognition and tracking meant that the PlayStation™ Eye

™ was capable of allowing a wide and diverse amount of different gestures

Toy
and it came with a large amount of different mini games in the form of bun-
dled software called ‘Eye Toy: Play’. In the following year Play 2 and 3 were
released to further bolster the Eye Toy compatible games line up. These mini
games were a set of activities ranging from boxing and Kung-Fu fighting, where
the user threw punches and kicks at a virtual opponent who could dodge them
and launch counter attacks, to a fast paced table tennis game where the user
challenges a series of increasingly difficult players, through to a series of ‘catch’

type games where a group of objects is set loose moving all over the screen and

the user must gather up as many of these objects as possible.

Due to the recent influx of competing motion controller’s (devices that use the
users physical motions as the games input, as opposed to button presses on a
controller) from Sony’s competitors in the console market (the Nintendo™ Wii
with its new motion plus Wiimote add-on and Microsoft’s new Kinect™ system)
Sony developed its own system using a wand like object topped with a white ball
that can be internally illuminated multiple colours, and visual detection using
the PSEye to compete in this area. Their solution has a high degree of accuracy
and allows for a fully 3D mapping of the controllers location, including rotation
(something the Wiimote only gained through the motion plus add-on). Sony

calls their solution the MoveT™,

Outside of its gaming oriented use, the latest version of the PlayStation™ Eye
has seen some use in academic circles due to its High quality, High speed web

camera in a relatively low cost package [22]. Its ability to process resolutions such
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as 640 x 480 at high frame rates(greater than 60 frames per second), coupled with
its possession of a microphone make it a powerful and versatile USB camera that
allows for high speed image processing at a much lower cost than typical high

speed camera configurations found in these systems.

Being a web camera type device, it has some inherent drawbacks with respect to
the defined problem. The first is one of the more obvious problems; the current
use of the PSEye of the system requires the user to be standing and interacting
in front of the camera. This does not solve the problem, it is simply moving the
limitations in interaction from one plane to another. It also introduces an extra
element of physical exertion that makes the system impractical for extended use
periods (most likely why the games that accompany the PSEye are short casual
games that can be played for as short a time as the user requires, as opposed
to the longer, more involved games that typically garner the best review from

critics/journalists).

2.3.1 Summary
Advantages

e Uses image processing to isolate and interpret point’s of interest as controls.
e Allows for user input at a distance from the screen.

Disadvantages

e Doesn’t always solve the problem touch interaction inflexibility, usually just

moves it into a new plane.
e Some gesture based systems allow for both cursor and click functionality .
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e Has the drawback of requiring a large area for user movement.

e Requires a large screen to make everything visible and easy to interact with

from a distance.

e Requires extended physical effort, making them less practical in environ-

ments requiring long periods of use.

2.4 Don’t Click it!

LUMMUNILAIE

UNDERSTAND LEARN EXPLORE ‘ INSTITUTE FOR INTERACTIVE RESEARCH

>» Press RETURN KEY to submit message.

THE LINKS
THE GIVEAVAYS
THE CONTACT

Figure 2.4: Don’t Click It! website.

The Don’t Click It website [23] is the product of German Communication and De-
sign student Alex Frank of Essen-Duisburg University. The intent of the project
was to create a new user interface design that challenged the traditional concepts
of user interface design, the ‘click’ in particular. He set out to create an interface
for a web page that allowed the user to navigate the entire site without the need
for ever clicking a single button (apart from the entry button). This was achieved
through the use of roll over menu expansion and containing all information in

the website as though it was a sub item in a menu, or by grouping items as info
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graphics.

Gesture input is also featured on this website, in the form of a small case study in
the Explore— Button Lab menu tree. This exploration is limited to two simple
gestures to activate a button, one that sweeps the width of the button, and one
that circles it. The first is described as inadequate as the user can easily acti-
vate the button in this manner unintentionally during navigation. The second is
described as inadequate as the user must be shown how to perform the gesture
before they may use it due to the unintuitive nature of the gesture. A timed
hover is also proposed as a method of implementing click-less interactions, but
is described as being unsuitable as it slows down user interaction as they must
wait for the timer to activate the button they desire. It should be noted that all
these methods attempt to recreate the functionality of a click, without actually
using the mouse button. By using a click in this case they would achieve all of
the functionality they are trying to achieve, with none of the stated drawbacks.
Indeed the only real drawback allowing a click would provide in this context is

that it violates the concept of the website.

A useful feature of this site is that it tracks various user statistics such as user
satisfaction with the interface design and the frequency with which users click
when the user does not require it. At the time of the last visit, the site had
recorded a total of 3,444,574 visits since its inception. of these visits, in random
polling 1,325,002 users claimed they did not miss the click convention of tradi-
tional user interfaces, and 754,018 users claimed they did miss the click. These
figures give a roughly 64% approval rating among users. From these users a
total of 2,009,234 unnecessary clicks were detected during browsing the website.

Of these clicks, 817,724 were recorded as being on purpose (the user intended
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to make the click, having forgot it was not required), and 761,847 clicks were
accidental (the user subconsciously clicked the button without thinking). These
statistics show almost half of the clicks recorded and commented on were a result
of the deeply ingrained convention of the click in interface design. It shows that

clicking has become an automatic response to objects like buttons or menu items.

It is worth noting that there were several flaws with the information gather-
ing. The responses relied on user honesty for accuracy, and the user was not
always polled on matters such as their approval of the site, or the reason for their
errant clicks. Also the wording of the question on if clicks were accidental or on
purpose may be unclear to users, as any click could be considered an accident in

an interface that does not make use of clicks.

The number of positive responses gained from users shows that there is potential
for the increased use of click-less browsing in user interface design, however the
number of negative responses also shows that an interface based completely on

hover events and no-click interactions is not an ideal system either.

2.4.1 Summary
Advantages

e Showcases a new style of user interface for desktop computers based entirely

on cursor position, no clicking required at all.

e User opinion shows that this philosophy of user interface design is accepted

by the users.

e Supports gestural inputs to replace the click function in some circum-

stances.

24



Chapter 2. Existing Related Work

Disadvantages

e Gestural input is used to replicate a click, but a click would solve all these
problems the proposed solution introduces with no drawbacks other than

violating the concept of a click free interface.

e Gestures are very simple, and can easily be activated, possibly with the

user not even being aware they have done so.
e A 36% disapproval rating from users is far from ideal.

e Careful user interface design is needed to make up for every intersection of

an object and the cursor being an interaction.

e Frequent re-arranging of the user interface makes navigation difficult in

many instances.

2.5 Mid-Air Input Systems for Projected Displays

Projected displays are now the de facto standard for a wide range of tasks such
as meetings and seminars as they allow the dissemination of ideas easily. An
evolution of the projective displays that is now being explored is the ability to
interact with them. This makes them a more effective communication medium,
and in the presence of multiple input devices, can make them ideal for collabo-
rative efforts. They follow on from the legacy of blackboards and whiteboards,
but the ability to interact with them has been the last major barrier that has

prevented them from completely replacing them in all aspects of life.

The simple pointing device is currently the most common input device for pro-
jected displays, and is often found in the form of a laser pointer. This allows the

user to project a visible dot onto the screen, allowing them to highlight, visually,
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certain areas of the screen. This is of limited use on its own as it does not allow
the user to alter the contents of the display, only to act as an indicator for view-
ers. Multitudes of different solutions have been offered for this problem, but as

of yet, none have been formally adopted by the general end user.

Some of the solutions explored include a glove device covered in sensors de-
tects the movements of the user in 3D space, and allows them to replicate the
motions of a cursor and mouse[24], using visual recognition to detect touches on
a physical glass screen that acts as the projection surface[25], and in the area of

text entry, several methods were explored by Shoemaker et al[26].

2.5.1 Textual Input

In the research of Shoemaker et al, 3 proposed text entry systems were tested for
use with very large wall displays. First was a character wheel that displayed all
26 letters in a circle formation, and allowed the user to select one by guiding and
angle indicator using a pointing device to line up with a character, and then have
it selected with a button press on the pointing device. Second was a QWERTY
keyboard interface that displayed a virtual keyboard on the display, and allowed
the letters to be selected by pointing device and button press. Finally a 3x3x3
cube with all the letters of the alphabet was proposed with the user selecting
one of the 9 individual elements on each of the 3 visible faces (giving 27 choices).

The element was selected with a pointing device and button press.

Of these proposed methods, the circle and QWERTY input schemes were found

to be the most practical text input systems, with the QWERTY proving the
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fastest and most accurate at shorter distances. At a distance of 18 feet however,
the circle input scheme proved to be superior to the QWERTY system, with in-
put speed becoming comparable at the greater distance, and error rate increasing
much faster with the QWERTY system. At short distances both gave similar
speed results to a stylus based touch QWERTY keyboard, or handwriting based

inputs (approx. 20 words per minute).

While results were good for a large wall display, such text input methods would
be much less practical in a touch enabled system designed for typical home use.
Due to problems such as the size of text on screens, and the size of screens them
selves, it is often impractical to be located more than arms reach from the screen
in home systems. As user distance increases, concessions must be made such as
trading screen real-estate for increased font size. Because of this close proximity,
the fastest and most practical text input system is still a keyboard. A physical
keyboard allows for the average user to input text at speeds in excess of 30 words
per minute[27], and does not require the use of display space for the text input

as a touch screen soft-keyboard or the proposed mid-air input systems would.
Summary
Advantages
e Does not require a keyboard for text input.
e No keyboard means greater freedom as there is no wire to tether the user
and no unwieldy input device to carry around.
Disadvantages

e Much slower than using a keyboard due to greater need for movement,

which will likely be especially notable for skilled typists.
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e still requires some kind of input device for pointing, which will lead to

significant fatigue when creating large documents.

2.5.2 Single/Multiple Point Cursor Input

There have been several methods of cursory input explored in the field of aug-
menting or replacing traditional touch screen technologies. Such efforts involve
work by various researchers on the use of infra red point detection to determine
cursor location for input. A common implementation of this in modern research
is the use of the Wiimote controller for the Nintendo™ Wii[28, 29, 26]. This is
used frequently due to its low cost, common availability as a commercial off the
shelf product, and high versatility, with its ability to sense infra red, measure

movement along it’s x,y and z axis using an accelerometer.

There are two common configurations of the Wiimote. The first is to use the
Wiimote’s IR camera to detect any reflected IR light and use this to determine
the input. To make this practical the user must be located sufficiently far from
the IR source that only the IR reflective object (whether it is the users hands,
or some kind of ‘wand’ like pointing device) used for input is detected, but not
so far that not enough light is reflected to give reliable input. To improve the
range of this the input object can be augmented with a reflective material like
mirrored glass or reflective tape etc. or the IR source near the sensors position

can be removed, and instead an IR emitting input object can be used instead.

The second common configuration for input with the Wiimote is to use the 3-
axis accelerometer to track movement in 3D space. A drawback of using the
accelerometer to sense movement is does not properly track motion along all the

degrees of freedom of the controller. The Wiimote is able to detect motion in

28



Chapter 2. Existing Related Work

either direction along it’s 3 axes, but it is unable to differentiate this motion with
rotation, and the altered direction of gravity’s action after rotation. This short
coming was compensated for with the addition of the motion plus accessory, how-
ever this is not a part of the standard Wiimote, and thus requires an additional
purchase to be made, and the accessory to be attached to the Wiimote in order

to gain its benefits.

When using the accelerometers the user can get an accurate flow of data rep-
resenting motion of the controller, however this must be tracked in software to
determine how this data can represent a real world position relative to the dis-
play as only motion is tracked, and not any real relative position by the Wiimote
accelerometers. When configured using IR light and the Wiimotes IR sensor
multiple objects can be tracked in software to act as inputs in the position of
these objects can be interpreted in what ever way the system designer desires to

gain meaningful inputs from them.
Summary
Advantages

e Allows for pointing actions to be made with and object similar to a remote

control, which is instantly familiar to any user.

e Using accelerometers means that motions are not limited to the field of

view of a camera or IR sensor as with a pointing device.

e [s fairly distance independent, allowing operation at a wide variety of

ranges.

e Requires little image processing for point detection as the IR sensor essen-

tially receives a brightness map that can be thresholded.
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Disadvantages

e Requires an extra device for pointing when used as a pointer, or some kind

of IR reflective marker on the hands to give a reasonable range.

e Limited battery life.

2.6 Camera Based Input Detection

Another method of input detection common among the various projective display
based systems is to use a camera to detect inputs from the user. This can range
from simple controlled point detection on a surface[30] to full image processing of
scenes for augmented reality systems[31],[25]. Both of the solutions have merits,

but also drawbacks to be considered.

2.6.1 Augmented Reality

Augmented reality is a exciting area of research in where ‘reality’ as the user
perceives it is augmented by computer generated content. This can range from
simple things like information tags and pop ups, to virtual entities that can be
interacted with. This augmentation, especially when coupled with the informa-
tion resources of the internet, allows for every aspect of life to be enriched for all
people simply by wearing some kind of augmented reality interface such as a set
of glasses with a built in camera and displays to overlay the computer generated
content over what the user sees. A draw back of augmented reality is that it is
limited to a first person view, or a second person representation (the most com-
mon of which is to have the camera in front of the user so the user perceives the
augmented reality as if they were looking in a mirror). While this is fine for single
users, it makes the solution far less practical for multiple users in environments

such as collaborative work environments.
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The first person perspective implementation of augmented reality is a very en-
ticing area of research due to the implications it could have on every day life.
With integration into the internet as well as possibly local storage, it would be
possible for users to do various activities such as record moments of their life
from their own perspective for later reference, get information on anything they
look at in the form of a floating pop-up information bubble, or to interact with
virtual objects. All of this can be achieved using visual processing to recognise
real-world objects, and activate appropriate context sensitive actions on recogni-
tion, or rendering 3D virtual objects onto the desired location within the users
view by determining where it should be placed in 3D space. This is usually ac-
complished by recognising a specific marker within a scene and determining its
position and orientation, and applying this translation onto the 3D model of the

object to be rendered.

The second person implementation of Augmented reality can be seen in exam-
ples such as the work of Kreuger et. al., Videoplace[31], Although this system
can also be implemented as a virtual reality interface as well, where the user
is overlaid in a generated scene, as opposed to generated content being overlaid
on a real scene. Videoplace was originally developed to act as a video feed back
communications application where users could interact with each other, but later
evolved to cover many applications such as the CRITTER interaction, where a
small virtual creature engaged in basic interactions with the user in various ways.
It would chase, or be chased, climb up the user and jump around in various situ-
ations, dependant on environmental factors such as the users stance, or the user

could shake off the CRITTER.
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Input techniques for augmented and virtual reality are as diverse as they are

numerous, and there are a great many input methods that can be considered.

Summary

Advantages

Can be used anywhere, at any time.

e Can be customised easily for individual users.

Gives ready access to information.

Uses many image processing techniques useful for solving the problem of

touch interaction restrictions.

Disadvantages

e Enriches user interaction with reality via augmentation, but does not facil-

itate any interaction with computer devices.

2.6.2 Image Processing Based Input Detection

The image processing solution to input detection is now becoming increasingly
common with the prevalence of low-cost yet high quality digital image capture
devices as with only two of these cameras full 3D tracking of an object can be ac-
complished to sub-pixel accuracy in some cases using stereoscopy, as seen in[25].
Alternative uses of image processing for input detection have also been made

such as Andrew Wilson’s Touchlight system [30].

Touchlight was a projective display on a semi transparent material that allowed
the display to be projected in front of the user while they were illuminated by

an IR light source. Two IR pass filtered cameras were placed behind this semi

32



Chapter 2. Existing Related Work

transparent plane to observe the user, and their inputs were perspective corrected
with respect to the semi-transparent surface and the results averaged to give a
brightness map of the user for input. Because the users hands were significantly
brighter when they were touching the surface, thresholding allowed inputs to be
gained from this brightness map, giving full multi-touch and any appropriate

surface with only the need for 2 cameras, a projector and an IR light source.

The Bell Labs Gesture VR system developed by Segen and Kumar[25] used a
dual camera system with the ability to detect the users index finger and thumb
in 3D space and the angle the user is holding them at. This information was
then used to either act as a cursor input, or used to implement simple gestures,

depending on the context of the application.

Several applications were developed to showcase this input system; A 3D scene
builder that allowed the users to build scenes by drawing out primitive shapes
and then manipulating their position in 3D space to create more complex scenes.
Navigation in this application was gesture based, or alternatively could be menu
driven. There was a landscape fly-by application what allowed users to aerially
navigate Yosemite Valley using their position of the hand relative to the centre
of the table in a forwards/back direction control velocity, angle between thumb
and index control the angle of turn (with the centre at the middle of the thumbs
travel, so turns could be made in both directions) and the tilt of the hand control
the pitch. Finally, A single camera with gestures was used to act as a controller
for the video game Doom, where there was a gesture for the ‘shoot’ action, and
movement was generated based on the position of the hand relative to the centre

of the table the camera was set above.
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Summary

Advantages

e Can be very cost effective with modern digital cameras being low cost and

commonly available.
e Can be highly accurate in appropriate situations.

e Gives full 3D interaction.

Disadvantages
e Processing costs can be more intensive than other solutions.

e May require control over environmental conditions for reasonable operation.
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2.7 Feature Comparison

The table 2.5 shows a rough comparison of the features presented by the explored existing solutions to user

interface design, particularly in relation to their usefulness within the proposed problem space. As can be seen,

the Microsoft™ surface is the only solution to rely on touch user input, and this restricts it in it’s applicability.

The other techniques which are not reliant on touch are useful in some situations but not others. The home

use suitability column represents the current suitability of a system based on it’s cost, development and ease of

use/implementation in the context of general computer interaction. This will be subject to change with techniques

like Augmented reality and the Microsoft Surface becoming much more practical as their costs decrease and the

become feasible to combine with other techniques.

Solution Input Device Touch Non-touch |Cost Effective Suitable for 3D spatial awareness Requires
Required Interaction | Interaction General Home use Physical Exertion
IR input detection [als] o Yes yes yes Yes yes
Avgmented Reality nao no Mo no no Yes no
Sing kMt cursor input no no Yes Yes Yes Yes yes
fext input no no Mo YEes YEes no yes
Clickless inferface no no yes yes yes no no
PS5 Eye no (yes for 3d) no yes yes no yes (with move controller) yes
Kinect no no Yes YEes no Yes Yes
Surtace no Yas Mo no no no no

Figure 2.5: Comparison of Features and capabilities of various current solutions.




Chapter 3

Design and Implementation of
Proposed Solution

3.1 Design

Throughout the design phase of the project much consideration was put into
possible use cases for the system and how it would be best to solve the problem
of limited degrees of freedom. It was also considered that the product must be
suitable for use by typical consumers and must be marketable in a commercial
environment. Originally the concept was to create an image processing based
system that detected the user and provided them with a gesture based, touch
free interface, as seen in the movie Minority Report. The Minority Report style
interface has been seen as a benchmark for human computer interaction since
the movie was released, and many researchers and corporate research and de-
velopment labs have been pursuing the creation of a system like it. Due to the
maturity of touch screen technology at the time they were seen as an ideal start-

M and

ing point for these designs, and so products like the Microsoft Surface™
Hewlett Packard Touchsmart™ began to emerge. Many research oriented facil-
ities such as universities who did not possess a requirement to make profit chose

to focus on the creation of more ambitious and cutting edge systems based on
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visual feedback from the user such as the work by Johnny Chung Lee[32] with
his head and multi-finger tracking systems built around the infra red detector
in the Nintendo Wiimote™Some of the devised solutions did not even require a

dedicated screen, and could be used anywhere via a small projector.

After some initial research was conducted, it was decided that many systems such
as the image processing based ‘touch free’ systems were already in development
(eg. [33, 34, 35, 36, 37]) and thus there was no need to add to the growing list.
It was instead decided that, given the large amount of commercial proliferation
of touch screens in the market place, a solution would be developed to bridge the
two different solutions, allowing existing touch screens to be used, while allowing
an extension system to be layered on top of them, giving a touch free interaction
layer on top of the existing touch interface. Incorporating this touch free layer on
top of the touch interface allows an extra degree of freedom to the user, in which
they are no longer tethered to only having a single action available to them (to
touch or not to touch, that is the question). This freedom not only benefits the
user by giving them a much richer experience, but also is a tremendous benefit
to user interface designers as it gives them much more freedom in the way they
design their interface, allowing them to once again make use of conventions such
as hovering menu expansions and tool tip pop-ups, conventions that had to be

abandoned due to the inherent nature of the touch screen.

3.1.1 System Design

The basic design proposed in section 1.3 consisted of a system that was capable
of detecting the users hand through a camera system, and from this information
correlating the hands position to a position on a screen. This would allow the

user to use their hand as both a cursor input device by pointing to a desired
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location and as a gestural input device by recognising certain patterns of cursor
movements as a pre-assigned command. To implement this system require 3 ma-
jor steps; First to have a method of determining the users hand position, then
to have a method of converting this to a cursor position relative to the screen,
and finally, to have a gesture recognition engine of some variety to distinguish

gestures from normal cursor movement.

Hand Detection

There are numerous methods of detecting a users hands and their orientation
that vary by accuracy, robustness and efficiency. Because one of the intentions
of the system was to work for as wide a range of consumers as possible in real
time, methods that work based on ideas such as shape detection or require a
large amount of computation were unsuitable. Shape detection would be a lim-
iting factor to the potential customer base as it puts the requirement that the
user posses no serious deformities such as missing fingers or an inability to make
certain shapes with their hand. Another point to consider is that looking specif-
ically for objects that can be identified as hands can preclude the use of other
limbs as input devices. For these reasons a skin detection system was chosen as

the method of detecting user input.

Skin colour based detection is a robust and reliable method that could be used
to detect human input for this system across a range of conditions. Few objects
in the world share similar colouration to human skin, and the few that do can
easily be singled out to users and avoided in the set up of the system (for ex-

ample, wood tends to share similar colour to human skin and so users could be
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instructed to set up the system in an environment where wood would not be in
the cameras field of vision). Human skin also has the useful property of being
easily segmentable from other objects in certain colour spaces such as Y’CbCr
and HSV/HSL (there is debate over which is the more appropriate version of
the colour sapce. Using this method over methods like Corner detection coupled
with pattern recognition meant that the final solution would be much easier to
implement and would have much better performance on older, less powerful ma-
chines. It also means that users who are physically impaired and not able to
use their hands for input may still use other limbs which may not be, such as
pointing with their feet instead. One major drawback of using skin detection
over other solutions is that it precludes the user from obscuring skin on the input
hand. Items such as gloves must be removed to the system, and in the case of

the physically impaired using feet, shoes/socks.
Converting Input to Cursor Data

Two possible setups were conceived of for the system, a single camera variant,
and a dual camera variant. With a single camera the user would have the ability
to use their hand as a cursor, and could use 2 dimensional gestures. A single
camera would have the draw back of a lack of depth sensitivity leading to errors
as the user deviates from the designated plane of operation, as well as errors of
greater magnitude as the user moved further from the side the camera was set
up on. This error is due to the fact that the screen position must be marked by
the user on a certain plane relative to the screen. If the user strays inwards or
outwards from this plane on the single camera setup, the camera will perceive
this as a movement left or right (depending on which side the camera is viewing
from). To compensate for errors caused by deviating from the designated plane,

a second camera can be added to the system.
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This second camera would be placed on the opposite side of the screen, and
thus, the error induced movement would appear opposite to the other camera
(as long as both cameras are placed symmetrically). The average detected posi-
tion of the two cameras would therefore represent the real position in the plane of
the hand, and the difference and its polarity of the two detected positions would

indicate the depth and direction from the plane respectively.

Figure 3.1: The system running in dual camera configuration.

Camera positioning is also important in the proposed system for three reasons.
The first is that if the cameras are placed too close to one another, then they
will be closer to the middle, and thus the users hand will provide significant
occlusion of where they are pointing, making accurate detection harder as the
cameras move closer to the centre. The second reason is that the cameras must
be placed in such a manner that as much of the screen is displayed as possible.
The more area the screen occupies in the cameras field of vision, the more reso-
lution can be gained for the user input. If the camera is at a very steep angle to
the screen then resolution will become poor, especially farther from the camera
and the system will become much less reliable, to the point of being unusable in
extreme cases. Finally, the cameras should be as symmetrical as possible, as the
less symmetrical the setup of the cameras, the greater the difference each camera

will perceive when deviating from the plane of use. This will reduce accuracy by
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introducing a left /right bias when deviating from the plane.

Using the detected position of the users hand as input, the first step of the
system was to determine the borders of the screen within the cameras field of
vision. This information should only be needed once as the screen and cameras
position should remain fixed during use. This can be achieved by simply having
the user point to each corner of the screen in a set order and designate that loca-
tion by a button press. This allows the user to specify their preferred near touch

depth and lets the system know where its area of operation should be within.

The next step once the screen location is set, and position of the users hand
had been reliably detected is to convert this location reported by the camera(s)
into a pixel location on the screen output (this should be done before depth from
plane is determined). By doing this, the user’s hand movements can be converted
into a cursor position, facilitating the near touch interaction of the user, and the

use of gestures.

Gesture Implementation

With the ability to for the user to input a cursor position implemented, the next
step is to create a suitable gesture recognition engine. The idea of using the
mouse cursor as a method for inputting shape based gestures has been present
for a while, being featured in the internet browser Opera since 2003, the game
Black and White (released in 2001)2, along with other places. The gestures work
by moving the mouse in a pre-defined motion such as a spiral or a cross to ac-

tivate the related action. This functionality can be emulated with touch screens

1Opera Web Browser Press Release on Mouse Gesture Inclusion, Last Visited on 24/07/009,
http://www.opera.com/press/releases/2003/04/11/
?Black and White website, last visited 22/07/09, http://www.lionhead.com /bw/Default.aspx
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by following a touch and matching it to a pattern. This however can be awkward
for the user due to the friction of their finger on a touch screen, the imprecise
nature of touches and the possible need for complex direction changes in the ges-
ture leaving the user feeling self-conscious of their exaggerated actions and how
external viewers may perceive them. These problems can be overcome by the
proposed system using certain design concepts and a bit of thought in interface

design.

Because the system does not require direct touches from the user for input (touch
can be emulated using depth sensitivity), friction and the need for the user to be
less than arms length from the screen is removed from the system. To address the
need for the user to use the system with a minimum of fatigue and to not feel self
conscious waving their arm about to initiate gestures, a simple set of contextual
gestures were decided to be the most suitable approach. To facilitate quick im-
plementation the gesture set was designed to require a minimum of computation
to detect. The model for the gestures was to be a simple linear motion within
a region of interest. This model was tested within the soccer demonstration for
suitability as described in section 4.2.3. Designing the user interface appropri-
ately means that the regions of interest can be set easily in contextually relevant
positions, and the simplicity of the gestures makes it simple to average out noise

while maintaining reliability of recognition.

The gesture set decided upon was a forwards/back gesture, a scroll up/down
gesture, a zoom in/out gesture and a close gesture. These were selected as there
are common actions taken in many typical activities such as web browsing, read-

ing documents and exploring folders. The gestures are explained below;
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Forwards/Back

The forwards/back gesture is a very common action taken in navigating within
web browsers or in presentations, among other things. It is an action analogous
to turning a page in books, and it beneficial to implement a gesture in such a
way that the user will intuitively link the action to the gesture, providing a more
natural and intuitive response from the systems user interface. Following from
existing design conventions, the forwards/back actions should be activated from
the top of the window, where the corresponding buttons are located in existing
user interfaces. To achieve this a region of interest can be set up at the top of the
window that will trigger a forwards/back motion whenever a linear directional
movement is made within in the appropriate direction, right to left (forwards) or
left to right (back). To ensure general navigation does not create false actions,
gestures can be required to be over a certain length, and to not deviate in the

vertical plane by more than a set amount.

Scroll Up/Down

Similar to the forwards/back gesture, scrolling up and down is a common event
present in applications that allow the user to browse documents, and is analogous
to moving a page up or down to move the section the user desires to read into
their field of vision. The convention for scroll buttons is to be present on the
right side of the window, arranged in a vertical manner running the length of the
window, or document being viewed. Setting up the region of interest on the hard
right of the window has the advantage that the user will have nothing to interact
with on the far side of it, and so will never cross over it (unless the application
is running in a non-full screen manner, which it is not currently designed for).
This means that less care is needed for the mitigation of false activations, as

the user should not be entering this region unless specifically intending to scroll.
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The actual gesture itself can be implemented as a simple sweep of the hand up
or down, to ‘drag’ the document in the desired direction. Scrolling down could
be achieved by the user sweeping their hand from bottom to top, and scrolling
up would be top to bottom. This gesture could be tied to a scroll bar control
along the right of the screen, which not only gives the user visual feedback on

their scrolling, but follows established convention as well.
Zoom In/Out

The zoom gesture presented an opportunity to showcase the systems depth sen-
sitivity by allowing the user to zoom in or out by moving their hand closer to or
further away from the screen. By moving their hand towards the desired point,
the user would zoom in as if they had moved closer to this point. By the user
moving their hand away from the screen, they could zoom out as if they had
moved further from the screen. This gesture could be preformed on any point
on the screen not already reserved for another gesture, to allow the user to zoom
on a specific spot, or if noise made it too difficult to use the system without
accidentally zooming, then it could be limited to a region on the centre that
required the user to make it obvious that they were intending to make a gesture

as suggested in [38].
Close

The close gesture could be implemented by having the user make an obvious cross
slash gesture across the whole screen, from any corner to the opposite corner, and
the mirroring slash. The action of ‘crossing out’ an application is easily related to
removing or rejecting something. Because this is a large gesture that requires the
user to traverse the entire screen in one go, meeting each of the four corners, it is
unlikely the user would accidentally make such a gesture during general use, and

thus it is acceptable to use the entire screen as an activation region for the gesture.
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Finally, a user interface would have to be designed to demonstrate the system
adequately. To properly indicate how the system could be used, as well as how
it would be advantageous to traditional touch screen systems, the user inter-
face was to be created from a traditional touch screen application, and modified

appropriately to incorporate the features the new system allowed.

Figure 3.2: Mock up of possible user interface showing a menu that may be
navigated, objects that reveal tool tips when hovered over and highlighted gesture
regions. These are designed to highlight the benefits of the system.

3.2 Implementation

Once the design intentions had been finalised the method of implementing the de-
sign specifications had to be decided upon. During development it was requested
by Unlimited realities that a playable game be made to act as a technical demon-
stration of the implemented image processing algorithms and video streaming

systems within the Umajin™ Engine. This demonstration was to be shown at
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the CeBIT consumer trade show. For this reason it was decided to create a
soccer game that would utilise camera feedback in the same manner as the Near
Touch User Interface system that would serve both as an engaging and entertain-
ing technology advertisement for consumers visiting Unlimited Realities CeBIT
booth and as a demonstration of the feasibility of the intended gesture engine for

the Near Touch system.

3.2.1 Soccer Technical Demonstration

The final form of the technology demonstration had two core sets of requirements
that it had to achieve. The first requirement set was that it was engaging and
entertaining to potential customers of Unlimited Realities and that it showed
potential uses of the image processing and video feedback systems integrated
into the Umajin™ Engine during the course of this research. The second set of
requirements (and the ones that are pertinent to this thesis) were that the demon-
stration should adequately show that meaningful information could be obtained
from tracking a single input point and that the information could be interpreted
as a meaningful action within the context of the system. To best show this the
system should be as close as possible in it’s underlying mechanics as the actual
Near Touch User Interface system created. To this end a soccer game was de-
cided upon. Soccer is one of the most widely played games in the world and is
instantly recognisable and enjoyable to most people, fulfilling the need for the
demonstration to act as good advertising for Unlimited Realities. The act of
kicking a ball is a similar gesture to many of the proposed simple motions for
the Near Touch Interface, and from this gesture the information of how hard the
ball was kicked (from the velocity of the foot motion) and the vertical angle of
the kick can be determined and used as input to simulate the kicking of a virtual

ball within the game. By implementing user input in a similar manner to the
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Near Touch Interface (a single point acting as a moving cursor) this can fulfil the
second requirement set and demonstrate the feasibility of the proposed gesture

system.

The system design was similar to the Near Touch system in that it had the
same 3 main steps; Detect the user input (in this case the motion of their foot),
convert this information to a meaningful position within the system and to recog-

nise this information as a gesture with meaning and information associated to it.

With a camera observing a designated region for the gesture to take place image
processing could be used to determine the location of the foot and segment it
from the background, making tracking it a simple task. Assuming that there are
no foreign objects moving in the region reserved for the demo players (reasonable
given the fact games generally occur in a controlled environment to avoid dis-
ruptions or external influence) then background subtraction is a simple method
for removing the background from an image so that only the motion of the kick
gesture remains for consideration. The fact that the ”imaginary ball” the user
will be kicking to generate the gesture will reside on the ground and the camera
will be observing this region further reduces the potential of moving objects as
only a narrow field of vision is needed and the camera can be aimed down at the

ground so other surroundings are not visible.

There are many forms of background subtraction[39] that can be used for motion
detection ranging from simple frame differencing (anything that did not change
between frames is considered background) to statistical modelling[40] of a video
stream to work out what is typically present at each pixel. All the various meth-

ods have their benefits and drawbacks, frame differencing is very quick and will
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pick up any differences between two frames, but this is also a drawback as motion

will leave ‘holes’ behind as the object moves as show in in 3.3.

Figure 3.3: ‘Hole’ left behind by a waving arm when using frame differencing.

To solve the problem of holes some kind of model can be used to ‘learn’ the
background of a scene. For the purpose of this tech demo it was decided that
a weighted Gaussian average of previous frames would be used to determine the
background, with more recent frames having a higher weighting. This has the
benefit of requiring no more memory than frame differencing while offering the
additional ability to remember backgrounds. The strength of this memory can
be adjusted via the weighting, creating stronger resistance to holes. The cost
of a better memory with a running average is that the background subtraction

requires a warm-up period to develop an accurate view of the background.

With the background removed the next task is to determine the motion of the

kick. The remaining portion of each frame after background subtraction consists
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Figure 3.4: using weighted averaging to ‘learn’ the background leaves no holes
behind moving objects.

of the players leg and foot, but the foot is the only relevant part of the image.
Because the placement of the camera can easily be controlled, and the region the
algorithm observes can be easily set it was decided the best way to only view
the foot was to observe only the region the foot would enter. This meant that
only a small portion of the leg would be included in the Binary Object (BLOB)
representing the detected motion, and thus would not have much effect on the
detected position. Some conditioning is also applied to the image in the form of
dilation and erosion of the image to fill holes and remove small amounts of noise.
As a simple method of converting this BLOB to a trackable point on screen it
was decided to use the approximate centre of mass. There are many methods of
approximating the centre of mass for basic shapes such as using the most pixel
dense row and column as the x,y co-ordinates for the point, for this system the
centre of a bounding box of the BLOB was chosen as it seemed to give the better

noise resistance than row/column density during testing.
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For the final step, by tracking this information while it is either still within
the region of interest or still moving forward and then looking at the average ve-
locity and average angle of the kick after the point of the ‘ball’ parameters for the
kicking action within the game engine can be calculated (allowing for actions like
scaling of input to give a better feel for the game). For the game a logarithmic
scaling factor was applied to the kick power as it gave a good sensitivity range
for the reasonable powered kicks required to score a goal but compressed the
extreme kicks so that they all cleared the stands. Without the scaling the kick
power was difficult to tune without there being obvious discrepancies between
the effort exerted and how far the ball went on screen or a large portion of the
power range being feeling useless as a slightly hard kick could clear the stands
and an extreme power kick could send the ball sailing into what appeared to be

outer space.

Trajectory
Tracking

az Kick
Detected?

Kick anglefdirection

calculation Dizplay System

Camera

Input
o Mo
—e

Figure 3.5: Flow diagram on the soccer demonstrations operation.
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3.2.2 Near Touch User Interface

The final version of the system to be implemented was the actual near touch
interface layer. This consisted of several parts; the Visual detection of the hand
in 3d space via camera, the calculation of the detected hands position relative
to the users screen and finally, the representation of this information in a usable

graphical user interface.

For the detection of the users hand it was decided that the most suitable method
of detection would be to search for skin in a manner similar to [41]. Skin detection
is a reasonably simple, yet robust system for detecting the presence of a human.
It is usable over a wide range of skin tones and lighting conditions, however it
requires that skin is not covered up with clothing in order to be detected suc-
cessfully (so for this system the user cannot be wearing gloves). Lighting effects
can also be reduced by including lighting correction. One way to implement this
correction is to convert the image into a colour space that keeps the luminance
and chrominance channels separate such as HSL or HSV and normalising the
luminance channel. Doing this will remove lighting variations such as shadows,
leaving only consistent colour behind. One drawback of this method is artifacts

such as diffuse colour bleeding may be left behind where shadows were.

The only other issue with using skin detection to detect user input is that any
skin coloured objects in the background may lead to false positive detection. This
could possibly be compensated for using methods such as background subtrac-
tion on the region outside of the screen. It is also necessary to subject the skin
masked binary image to erosion and dilation to connect slightly broken regions
that should be connected and fill holes. Further conditioning was done by culling

all detected distinct objects that were not of a specific size to help reduce noise.
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(a) Uncorrected image of an orange. (b) Lighting Corrected, notice the orange
diffuse colour bleeding where the shadow
was.

Figure 3.6: Lighting correction applied to an orange.

It is reasonable to assume that any detected skin is the hands as the cameras will
be focused on the users screen and, optimally, that will occupy the vast majority
of the screen real estate, so the only thing that should be passing the cameras

field of vision is the user’s hands as they interact.

Once the user’s hand has been segregated as an identified object the next step is
to detect its position in the scene as a pixel co-ordinate. This location is approx-
imated by taking the upper left or right corner of a bounding box of the hand
object with respect to the camera the footage came from (left camera uses the
upper-left corner, right uses the upper right). This makes it reasonably accurate
and quick to compute an approximation to the point the user is pointing too
provided the cameras are placed below the centre line of the screen and at a
sufficiently acute angle to the screen (angles must also not be too steep or the
accuracy and resolution of location detection at the far edges will suffer). There
is a draw back from using this method in that the user must hold their hand at a
certain orientation relevant to the camera position. If the users hand is too flat

and the camera is low then the top of their hand may be detected as the top of
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the bounding box, leading to the cursor displaying higher than the user expects,
this is something that users can easily adapt to. There is also a positive in this
as because the system does not specifically look for a human hand in a pointing
gesture, it allows users with physical limitations that could preclude them from
pointing with a finger to also use the system, as it is still functional with rel-

atively vague inputs if the user is able to adjust to the offset of the output cursor.

From this point we can now determine the borders of the screen and gain the
required parameters to run perspective correction, allowing us to more accurately
translate the detected position of the users hand into a location on the screen.
The basic principle of perspective correction is that a point (x,y) may be trans-

formed to the corresponding point on another plane (x’,y’) using the equations:

i a11.T + a12.y + a13 +~ a31.C + az2.y + ass (3.1)
y, = a91.T + a22.Y + a23 +~ a31.T + a32.Y + as3 (32)

If a sufficient points are known then a set of simultaneous equations can be derived
and solved. This means that if you do not know the values of the co-efficients
a11 to ags for the transformation but a set of four points between the two planes
is known (or can be inferred from other information) then the co-efficients for
the transformation can be calculated. To calculate the variable ag3 an extra pair
of co-ordinates is needed, however for this system it is not required to know the
exact scale transformation as all points are converted to pixel co-ordinates on
screen, so only the ratio of pixels in the relevant portion of the image to pixels on
the screen need to be known. In this case a value of one for the scaling co-efficient
a3z can be assumed to be 1. To get these four points the user will run through an
initialisation process for the system that involves pointing to each of the corners

of the screen and indicating them with a key press. From this we gain four known
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points in the source image so all that is left is to attain the corresponding points

in the transformed image.

Because the system will calculate the cursor position based on relative mea-
surements in the image space as opposed to real world positions we can assume
the positions of the corresponding points based on certain criteria. One point
can be assumed to be stationary, acting as a reference for the other points. The
best point for this is the one closest to an upper corner of the image, this will
be the upper right for the left camera and upper left for the right camera due
to the rectangular shape of the screen. From this point the lower point for that
side can have it’s co-ordinates set at the same x-position as the reference point
and it’s y-position at the same as the other bottom corner (to give the screen
the greatest amount of presence in the image, improving resolution). This leaves
the y-positions of the far two points able to be assumed as the same values due
the fact computer screens are rectangular and have parallel sides. Finally, the
x-coordinates for the two far points can be calculated by taking the difference
between the top and bottom y-positions and multiplying them by the aspect
ratio (which in turn can be derived from the screen resolution) and applying a
this as an offset in the appropriate direction. The main weakness of this method
is that it relies on the resolution being at the same aspect ratio as the screen’s
physical borders. In practice this should not be an issue however as mismatching
resolution and screen aspect ratios leaves the image stretched undesirably and
with LCD screens, non-native resolutions result in the image being blurred sub-
stantially as the size of pixels is no longer a 1:1 ratio between image and physical

display.

One limitation of this method of transforming image space co-ordinates to screen
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space co-ordinates is that it will only work within the plane specified by the user
when pointing to the four corners of the screen. As the user deviates in and out
from this plane calculated values will become inaccurate. Because cameras are
placed at an angle to the screen it will also introduce error as the user moves
to the further side of the screen from that camera due to the lower resolution of
physical screen to image pixels. While the problem off plane deviation cannot
be easily dealt with, adding the second camera to the system will assist with the
lowering resolution as the user increases distance from the camera. Because the
camera is placed at the opposite end, as one camera looses accuracy the other
will gain it as the user comes closer. This effectively averages out the error in-
troduced by distance. The other benefit of having a second camera is that depth
information can be inferred from the difference between camera images. As the
user deviates from the use plane they specified each camera will perceive the
opposite motion. The left camera will see the users hand move right when they
move towards the screen and the right camera sees a left movement. Using this
a magnitude and direction can be taken from the difference and used as approx-
imate measure of depth change for basic gestures. The gesture system will be as
described in the previous section, tracking the linear motions of the input within

specified regions of observation.

3.3 Results and Accomplishments

This section will describe the resulting system and give both quantitative and

qualitative measurements of the Near Touch User interface system implemented.

3.3.1 Soccer Technical Demonstration

The design for the soccer technical demonstration was to have either one or two

cameras focusing on a point of interest to represent the virtual location of a soc-
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Figure 3.7: Flow diagram of proposed system. This will run once per frame.

Figure 3.8: Final soccer demonstration complete with animated goal keeper and
direction indicator

cer ball. The user would then make a kicking gesture and the motion of that
gesture would translate into the user kicking the virtual soccer ball in the desired
direction. Ideally the user would be able to control direction, height and power
of the kick. The initial concept was to have one side on camera for detecting
the height angle of the kick, and a second camera looking from approximately 45
degrees above (to avoid occlusion if the user leans over the ball while kicking).
Early in development it was decided to turn the demonstration into more of a

game, by introducing a goalie into the design, making the accuracy of the kicking
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system more obvious and introducing a higher level of interactiveness to the sys-
tem. The goalie was given full 3D movement and a set of animations for saving
the ball or attempting to save it (as well as a fail animation if the user missed the
goal completely, or failed to even reach the goal). Due to this decision (as well as
time constraints and the fact that video input was still in the process of being de-
veloped in Umajin™ when the demonstration started being prototyped) it was
also decided to remove the second camera for sideways angle detection and to
simply introduce a timing element to the technological demonstration by having

a moving arrow at the bottom of the screen rotating from left to right constantly.

As discussed in the implementation section, for detection of the kick gesture,
all motion was segregated and then each distinct object detected was labelled,
conditioned using erosion and dilation, and finally objects were culled based on
size (if an object was too small then it was discarded as noise). A bounding box
was placed around the region of interest where the virtual ball was located, and
as soon as motion entered the bounding box it was recorded until it left the box
again, or stopped for a certain period of time. Motion can be detected in both
directions allowing for play from both directions, and angles are made absolute,
so that. The direction of the kick was input at initialisation so that the user
could kick from any side. The movement of the foot was determined by summing
the number of pixels in each row and column and finding the most dense of each
and taking that to be the centre of mass (the centre of a bounding box could
optionally be used instead, although this was found to be a worse approximation

through subjective visual comparison).

The detection of kicks, and generating a numerical output for angle and velocity

was all prototyped within OpenCV, and once completed was ported to Umajin™
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Figure 3.9: System Detection of a kicking motion within the area of interest.

for integration with the game and animation code and resources. This was be-
cause at the time work was begun video input had not yet been completely
implemented within Umajin™and OpenCV proved the most suitable prototyp-
ing environment. OpenCV[42] is an open source computer vision library created
by Intel to give researchers a full set of computer vision tools and algorithms
to allow them to quickly build complex solutions to computer vision problems.
It also served the purpose of demonstrating the computational advantages of
Intel’s proprietary instruction set, Integrated Performance Primitives[43]. The
primary reason that OpenCV was chosen over hardware accelerated solutions like
nVidia’s CUDA[44] or OpenCL[45] are that both of these solutions are hardware
dependant, and at the time of implementation the hardware was not wise spread,
being less than 2 years old and still a high-end product, CUDA especially is a
proprietary nVidia API and will only run on certified nVidia hardware (G8X and
above based GeForce and Quadro GPU’s or Tesla computers). OpenCV also had

M

the benefit of being set out in a similar manner to Umajin™, images are laid

out as one dimensional arrays and both are primarily written in C++ (although
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many wrappers are available for OpenCV including Python®, Java* and even

FORTRAN®), improving the portability of all code written.

Once prototyping had proven successful running off a pre-recorded web-camera
video in OpenCV and video stream input was implemented fully in Umajin™,
the final system with 3D video feedback of all input was implemented. The final
implemented system is shown running in 3.8, although it should be noted that

this is a debug build and that the camera output with processing would not be

visible in the actual demonstration.

The kicking detection worked well and was fairly intuitive, allowing for both
soft kicks that barely rolled forward at all, to large kicks that sailed off into the
distance and out of the stadium (power was scaled logarithmically in the end as
it allowed for easier control by expanding the low-mid power range, and com-
pressing the high power range). It also allowed enough control that, with a bit of
practice the user could chip the ball over the goalies head if he came far enough
forward. In terms of performance, the average run-time for the soccer demon-
stration was approximately 5 ms when there was no activity, and increased to
around 15-20 ms when the user kicked. This allowed a frame processing rate of
up to 50 fps to be maintained, well within acceptable speeds. This also allows the
input to benefit for higher frame rate cameras, as they will capture the movement
more smoothly, and give better average values due to the non-linearity of organic

movement.

3Python  Wrapper  for CUDA home  page, Last Visited 24/07/09,
http://mathema.tician.de/software/pycuda

“Java libraries for CUDA page, last Visited on 24/07/09, http://www.gass-
ltd.co.il/en/products/jcuda

SFORTRAN compiler page for CUDA, last Visited on 24/07/09,
http://www.pgroup.com/resources/accel.htm

99



Chapter 3. Design and Implementation of Proposed Solution

The solution proved to be both a suitable demonstration of the suitability of
simple gestures for controlling simple inputs using basic detection, and a popular
showpiece at the CeBit 2009 trade show where it was shown by the Unlimited
Realities marketing team[46]. The demonstration also successfully proved that
a simple gesture recognition system based on linear motions within a specific

region could be implemented using video for user input.

3.3.2 Near Touch User Interface

Figure 3.10: Developed system being used. Debug information is shown at the
top of the screen, this would not be present for the typical end user.

The system currently is functional though a very simplified GUI for testing that
allows for the user to move around a cursor, select a large object in the centre
of the screen, and a small button in the lower right corner. There is also func-
tionality to allow the testing of both positive and negative depth changes from

the specified plane, although no specific functionality has been assigned to these

60



Chapter 3. Design and Implementation of Proposed Solution

actions yet other than changing the colour of the centre object. It is able to be
set up with either a single camera, or two for depth functionality and improved
accuracy. The user may then specify the calibration plane for which the system

will be used, and the system is then fully set up and ready to be used.

Calibration can be at any depth level from the screen, or even on the angle
if the user does not sit directly to the front of the screen being used. The op-
timum position of the plane is in line with the screen at approximately 1 inch
from the screen frame and parallel to the camera plane. This allows the best
resolution from the detection algorithm while still giving room to make use of
the depth change testing accurately. If depth control is not required, greater ac-
curacy may be achieved by moving the plane of calibration closer to the screen.
Depth perception as it is currently implemented in the system is also currently
quite reliant on the calibration plane being approximately parallel to the plan the
cameras are placed on. As the plane is rotated at an angle to the camera plane
a noticeable bias left /right is introduced to the depth reading. While this bias is
not sufficiently large to become an issue until the use plane deviates noticeably
from the camera plane this does cause restrictions to use conditions where the
system can operate optimally. These conditions can usually be mitigated easily,

but it is still preferable to have the system operate perfectly under all conditions.

Once the system has been calibrated the user is presented with the user in-
terface and a cursor representing the point of the screen they are pointing too.
Currently the User Interface consists of a box in the centre of the screen that
changes colour based on depth information (if the user deviates sufficiently in or
out of the defined use plane) or if the user rolls the cursor over the box. The

purpose of this object is two fold; First it is to simulate a larger selectable item
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as would typically be designed in a touch based UI. Secondly the box acts as an
indicator to replicate feedback for the ‘click’ gesture based on the users depth po-
sition. The other major element on the screen is a smaller button that changes
colour on rollover. This button is to simulate finer object selection from the
user, showing the feasibility of selecting smaller Ul elements with the system and

demonstrating accuracy.

Accuracy Analysis

To determine the objective accuracy of the system a series of tests were conducted
at various plane depths from the screen, starting from flush with the screen (0
mm) and moving outwards in 10 mm increments up to 50mm. Error was mea-
sured from these planes in both the Y and X directions (vertical and horizontal)
at nine points on the screen; the 4 corners of the screen, the 4 midpoints of the
screen edges and the centre of the screen. An approximate error range was also
taken when deviating inwards from the designated plane of use at plane depths of
30-50mm and for all depths in an outwards direction. For these tests the left cam-
era was placed 520mm left of the screen (from it’s centre) and 370mm forward of
it. The right camera was placed 990mm right of the screen and 270mm forward.
The reason for the large distance difference between left and right cameras is
because they were different models, with the right camera having a much lower
field of view, requiring that it be placed further away to encompass the entire
screen. Both cameras were operated at a resolution of 640x480 capturing a 19”
Phillips LCD monitor with a resolution of 1280x1024 and physical dimensions of
approximately 380mm by 300mm.

All figures showing the measured error have the magnitude of the error on the

vertical axis as estimated in 5mm steps (i.e. Omm means no appreciable error,

62



Chapter 3. Design and Implementation of Proposed Solution

5mm means 0-5mm of error, 10mm means, 5-10mm of error etc.) with the point
(1,1) being the upper left corner of the screen and (3,3) being the lower right
most corner. It should also be noted that obtaining accurate measurements at
small magnitudes is difficult, as they can easily be drowned out by small amounts
of temporal noise from the environmental lighting and camera sensors etc. Error
levels are also highly dependant on the accuracy of the user during the calibra-
tion phase. While all efforts were made to ensure the most reliable calibration,

human inconsistency will always introduce some error into the system.

When the screen plane is set as the frame of the screen the error for the system
should be at it’s minimum as the correlation of detected position to screen posi-
tion is the closest. Because the frame acts as a physical reference for the user it
is the most simple to keep in line with and also gives the most robust calibration
as touching the physical corners gives no user error when calibrating. As can
be seen from these results in 3.11 there was little appreciable error, with only
the lower middle and left corner giving a noticeable amount of error. With a
deviation out from the plane of 10mm no discernible error was detected in the
x direction. In the y direction there was 10mm of error introduced. This is
primarily attributable to the cameras being positioned at level with the bottom
of the screen, causing a straight outwards movement to also appear to move up-
wards from the cameras perspective. This is a weakness of the current system
where camera placement can cause directional bias of error, particularly in the
vertical axis. This error can be minimised by having the cameras placed sym-
metrically and at approximately the same height as the mid-level of the screen
(although the bigger the screen, the more error will be introduced on the vertical
axis). When the plane error is expanded to +20mm the observed cursor error

was between 5 and 15mm in the x direction, depending on cursor position, and
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(a) X error

(b) Y error

Figure 3.11: Error with plane set at screen frame.

the y error was observed at approximately 15mm. With a deviation of +30mm
from the calibrated plane the error becomes quite significant with a horizontal
error ranging from 20-30mm and a vertical error of 10-40mm. With this large
deviation from the plane vertical error becomes significant enough to hamper use
due to it’s high variance across the screen. Horizontal error, while notable, is

still relatively easily compensated for by the user.

Having a plane depth of 10mm from the screen frame gave similar results as
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(a) X error

(b) Y error

Figure 3.12: Error with plane set at 10 mm from screen frame.

shown by 3.12, with only the extremities from cameras (upper left and right
corners) having any notable error, along with some small error in the y direc-
tion around the centre of the lower edge. Similar results were observed as with
a plane set to the screens frame when deviating from a 10mm plane distance.
Results were actually slightly better at +10mm and +20mm than the previous
plane distance, likely due to inconsistencies when calibrating. At +30mm there
was slightly more appreciable error with a horizontal error of 30-40mm, although

the vertical error was slightly smaller at 10-30mm.
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(a) X error
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(b) Y error

Figure 3.13: Error with plane set at 20 mm from screen frame.

At 20mm (figure 3.13) there is some more notable inconsistency, although it is
still fairly minor in magnitude. In the current system it is still difficult to notice
over small temporal jitters cause by noise from the cameras. Similar errors when

deviating from the plane were noted as with the previous plane calibration.

A similar situation can be seen in 3.14, some small error is noticeable in the x

direction along the middle of the screen and lower right corner, but not enough
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(a) X error
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(b) Y error

Figure 3.14: Error with plane set at 30 mm from screen frame.

to give a notable degradation in quality. Again, horizontal errors were consistent
with previous plane’s, around 0-5mm at +10mm from the plane, 5-15mm when
+20mm from the plane and 20-40mm at +30mm from the plane. At this distance
from the screen it also became practical to start measuring error when deviating
towards the screen. These errors proved less significant than deviating away from
the screen, with errors of 10-30mm in the horizontal direction and 5-10 mm in

the vertical plane at -30mm from the plane.
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(a) X error

(b) Y error

Figure 3.15: Error with plane set at 40 mm from screen frame.

At 40mm (3.15) more noticeable error starts to creep in. This is likely a result of
the fact that the plane occupies a smaller region of the cameras field of view as
the change in distance on the far side is smaller in pixels than the close side. This
error can be compensated for somewhat with higher resolution cameras, giving
greater fidelity over the same distances. When deviating from the plane, errors
from 5mm to 10mm are experienced up to 20mm in or out from the plane. At
+30mm there is 20-30mm of error in the x direction and 10-20mm in the y direc-

tion. At -30mm there is a horizontal error of 10-30mm, and 5-10mm vertically.
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Figure 3.16: Error with plane set at 50 mm from screen frame.

Finally, at 50mm (3.16) a similar amount of error is shown as at 40mm. The lower
resolution hampers measurements at the far side from the camera and, more im-
portantly, calibration errors take effect. The further from the screen the plane
gets, the bigger the error introduced by the calibration process as it becomes more
difficult for the user to maintain a steady distance from the screen and keep their
hands precisely lined up with the corners during calibration. When deviating

in from the plane there is very little vertical error, with 5-10mm at -30mm and
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a more noticeable 10-30mm horizontally. When moving away from the screen
the horizontal error builds steadily, with 5mm at 4+10mm, 10-20mm at +20mm
and at +30mm, 20-40mm of error. Vertically the error is less than 10mm until

a deviation of 4+30mm is reached from the plane, where error is around 10-20mm.

These results show that error is fairly minimal when not deviating significantly
from the plane of calibration, with a maximum error of 10mm at 50mm from
the screen border. This can mostly be attributed to the lack of resolution in the
cameras for their distance from the screen, and to directional biases introduced
by the asymmetry of the camera setup necessitated by the decreased field of view
of the right camera. By placing the cameras closer to the mid level of the screen
the overall horizontal errors would be reduced as the distance to deviate from
this point will be smaller (half the screen), minimizing the effects of calibration

inaccuracies.

User Testing

Because of the user-centric intent of this system it was decided that the most

appropriate method of testing it’s effectiveness

Testing of the system was carried out using subjective user evaluation. The
evaluation was in the form of a brief demonstration of the systems operations,
followed by having the user complete a series of tasks using the system and eval-
uating their ease on a questionnaire (See Appendix). The system was setup as
in figure above 3.10, and users were not previously familiar with the system or

its operation.

Through testing one thing that became immediately apparent was that users
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had difficulty calibrating the system without guidance. This was partially due to
a lack of onscreen prompts (something that could easily be added to the UI) at
start up, and because many did not initially understand the concept of defining
the plane of use and how it related to the systems operation (This was due to a
failure of communication during the test briefing, and a lack of familiarity with
the project). Despite these difficulties the simplicity of initialisation was rated

at an average of 7.14 on a scale of 1 to 9 (1 being low scoring, 9 being high scoring).

The tasks of hovering over the large box and the small button on the screen
were given a simplicity rating of 8.38 and 8.41 respectively (although one user
did not submit a score for hovering over the large box) The magnitude of these
scores is most likely attributable to user interface design conventions in touch
screen application design. The box area and the circle were both of reasonable
size to due to the inherent inaccuracy of touch screen systems (as discussed in
Section 1.1), and this design feature also acted to increase the usability of the
system. Interestingly, despite the fact that hovering over the small button should
have been a more difficult task, both tasks were given the same ratings by users
with the exception of there being one less rating of 9 for the large box selection.
This may possibly be attributed to the missing vote for that task from one user,

although this cannot be certain.

The zooming in and out gesture task received the same average rating as the
calibration task, however it was not as evenly distributed (all previous tasks
were approximately normally distributed). Some found the task easy (rating of
9), while others found the task more difficult (ratings of 6-7), displaying a clear
spread between the two. One possible reason for this spread is that the accuracy

of the gesture is highly dependant on the calibration phase. If the user does not
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correctly specify the plane they intend to use the screen in then any depth cal-
culations will not return the results they expect. For example, if a user specified
the plane of use to be one inch from the screen an parallel with it but then pro-
ceeded to use the screen slightly off parallel, the depth value reported would be
inconsistent from one side of the screen to the other as the user deviated from the
plane they specified to follow the plane they expected. This can be rectified by
ensuring the user understands the calibration task better and thus, can perform

it more to their preference.

The final task given to users was to experiment with using the system, and to rate
the system based on accuracy of the input, performance (in terms of frame rate),
and the overall user opinion of the system for input. As expected, performance
was rated the lowest of these factors, with an average rating of 6.36 on a scale of
1 to 9. This was due to the lack of optimisations of the test system, and there is
plenty of room for both software optimisations, and hardware acceleration (port-
ing to CUDA /OpenCL or using SSE instructions etc.) to improve performance
to much higher levels. Interestingly, the user rating of accuracy was lower than
other results would have indicated at an average of 6.61, despite receiving higher
ratings for the ease of selecting objects and performing the zoom gesture. This
is likely due to the difficulties unfamiliar users faced with the limitations of the
current point of interest detection system as discussed in Section 4.2.4. The last
thing users were asked for after their free trial period was to give an overall rating
of how well the system worked. Overall users gave the system a rating of 7.32

with most of the votes being either 7 or 8.

These results demonstrate that from a user perspective, the solution is adequate

for the task of providing input to a human-computer interface. There is room
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for improvement in the area of performance to improve the user experience, and
further educational material should be provided to users to ensure correct use
in future. Lastly, while user education can circumvent the issue of incorrect use
degrading accuracy of the system, finding an alternative method of calculating
where the user is pointing to may be a worth while step as it mitigates this

problem.

3.4 Problems Encountered

As with any image processing based problem, the environment was one of the
biggest obstacles faced in this project. In order to create a robust solution that
is capable of operating in any environment there are two approaches that can
be followed: One can anticipate all undesirable conditions that may arise, and
attempt to include functionality that will negate these undesirable affects; Al-
ternatively, one may include functionality within the system that mitigates the
undesirable conditions, thus rendering them irrelevant. While simply controlling
ones environment by mitigating any possible environmental issues if the most
convenient to implement from a development perspective, controlling ones envi-

ronment is not always practical from a user perspective.

Weak ambient lighting, or coloured ambient lighting can cause many issues
with colour detection. Weak lighting leads to colours being represented as much
darker, and increases the difficulty of detection, as it compresses all colours to
the darker end of the spectrum, where skin colour is less defined and harder to
separate from non-skin tones. This undesirable behaviour can either be mitigated
by ensuring the environment of use is always strongly lit with white light, or by
taking lighting into account and normalising every captured frame based on a

reference lighting level and colour.
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Strong lighting from an LCD screen can also cause colour tinting of the hand
when it is close to the screen, leading to incorrect detection as a non-skin tone.
This is obviously highly undesirable, and needs to be mitigated (negating this is
too impractical as it requires dimming the users screen to very low levels, making
it difficult for the user to see what is on the screen properly). The best way to
achieve this is to ensure strong, white ambient lighting as this overpowers the
light source of the screen and ensures correct colour detection by the cameras.
Another step that can be taken to mitigate this issue is to design user interfaces in
such a manner that they do not present strong coloured lighting by maintaining
a high level of near white content. In the scenario of a kiosk contamination from
the screen is less of a problem as the kiosk enclosure can be designed specifically

to minimise contamination from screen lighting.

A final issue faced was the requirement for the user to hold their hand in an
optimum orientation to get the best results. This was highly dependant on cam-
era positioning and may not be practical in space limited situations like when
the bottom of the screen is near to the desk leaving insufficient room for proper

orientation.
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Final Thoughts

4.1 Conclusions

Through my work on building a ‘Near Touch Interface’ system and developing
the prototype soccer demonstration system, the viability of the proposed system
and it’s capability of delivering what was required of it have been demonstrated.
The system has been able to detect the position of the user’s hand with sufficient
accuracy, as shown by user testing of the system. This ability can be further
improved through further testing and development to become more accurate
and reliable. The systems ability to recognise simple gestures was demonstrated
both in the user testing of the system (for the zoom gesture), and in the soccer
demonstration (as it used a similar data input and output, and was successful in

detecting a kicking motion accurately enough to allow power and angle control).

With the demonstration of the systems viability, I believe there is grounds for
further development and improvement on the developed system to help opti-
mise and polish it further, to the point where it becomes a viable commercial

application.
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4.2 Accomplishment of Goals

4.2.1 Demonstrate the ability to track the users hand in front of
the screen
This was successfully demonstrated by the final system in its current state and
clearly visualised by the system. Video feedback can be seen from both cameras
on the display, and the scene is shown as a binary image, where the skin detected
is shown as white, and background is black. The largest object of interest (the
user’s hand) is further segregated and displayed with a bounding box to highlight
its location. The point the user is pointing too is taken to be the top corner of
this bounding box(left or right, depending on which side the camera is on). While
this produces satisfactory results, it requires the user hold their hand at a certain
orientation to the screen for optimum results. A method based on skeletonisation
of the recognised hand object could result in a more accurate idea of where the

finger points too, as well as the possibility of multiple cursors using more fingers.

4.2.2 Display Ability to report the point they are pointing too
with sufficient accuracy for general use
The accuracy of the system was tested subjectively through user testing and
feedback. Provided correct calibration of the system and an appropriate envi-
ronment of use, accuracy was found to be acceptable by users. The full screen
can be accessed provided the calibrated plane is not too far from the screen, and
items within can be selected with ease. The depth functionality, while simplified
proved reasonably simple for new users to successfully use as long as the calibra-
tion plane was not too close to the screen for the given threshold. For accuracy,
the biggest factor in reducing the users ability to accurately use the system was
the calibration phase. This proved the most difficult to properly achieve, and

the accuracy of the system relies on accurate specification of the plane of detec-
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tion. This may have been due to unfamiliarity with the system and a deficiency
in proper instruction as the users were given only a brief demonstration of the
process to instruct, and were not previously familiar with the systems workings.
This was done to ensure they did not have any preconceived opinions about the

system, so they would remain unbiased when evaluating it.

While noise will likely make reliable pixel point accuracy impractical to achieve,
this is nullified by user interface design conventions for touch screen interfaces
necessitated by the imprecise nature of touch (the point of touch is the whole
finger tip, which can be a very large area if the user presses down hard). Ac-
curacy could also be made more robust with regards to deviation from the use
plane using stereoscopy to map the user’s hand to true 3D space as opposed to

2D space with an approximation of depth.

4.2.3 Recognise simple gestures

It was a goal of the system to have a simple gesture recognition system to facil-
itate common actions such as back and forwards and scrolling when navigating
web browsers or documents. This was demonstrated somewhat in the kicking
motion detected by the demonstration was a good approximation of simple ges-
ture recognition in the final system, as it detects both a simple motion and infers
meaningful information from this gesture, such as a direction and magnitude.
Given the similarities between the output of the detection algorithms between
the soccer demonstration and the final near touch system, this is a good indicator
that simple gesture recognition would have worked well in the final solution. The
‘zoom’ gesture was also implemented within the prototype user interface, show-
ing that it was a sufficiently accurate and viable gesture through user testing and

feedback.
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4.2.4 Display this in action using a graphical user interface

This goal was met, but not to the standard originally aimed for. It was originally
planned for the system to run over the top of windows, or to emulate a windows
like system to showcase the potential application, but in the interest of time and
practicality, a more simple interface was implemented for user testing and to
demonstrate proof of the concepts feasibility. This developed interface success-
fully showcased the systems ability to handle simple zoom in/out functionality,
as well as accurately track hand movement sufficiently to interact with typical

touch screen sized buttons.

4.3 Future Work

While the system proved to be suitable for use according to user testing, there
was room to improve both the accuracy of the system, and especially the perfor-
mance. Performance can be fixed through optimisation of the various methods
implemented. Some suggestions for improving the accuracy and reliability of the

system are:

4.3.1 Complete Hand Detection

Currently the system relies simply on detection of skin tones and a simple bound-
ing box approximation to determine where the user is pointing. While this proves
sufficiently robust for basic use in most cases (and the added benefit of not re-
quiring a perfectly formed hand being the only possible input method) , ideally
a more robust solution should be used to cover edge cases. Possible hand detec-
tion methods such as Mase and Suenaga’s Pointing detection algorithm [47] or
something similar to Mysliwiec’s FingerMouse hand detection algorithm [48]. Al-
ternatively, detection could be handled using a combination of Corner detection

such as Trajkovic-Hedly [49] or SUSAN [50] and Gesture recognition techniques
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such as Hidden Markov Models. While this puts a constraint on how the user
may interact with the system, it also allows for much more accurate detection of

point gestures in particular, leading to more accurate input.

4.3.2 Migrate to True Stereoscopy

A move to true stereoscopy for detection of the hands location would be largely
beneficial to accuracy, as well as adding much more accurate information about
z-depth. This would only be practical for use in controlled environments such as
advertising kiosks due to a reliance on knowledge of the cameras position (this
cannot reasonably be controlled in a home user environment that relies on the
user placing the cameras themselves). On a controlled advertising kiosk where
the camera placement will be known stereoscopy provides much more reliable
accuracy, as well as more information about the hand position. This will enable
the implementation of much more complex gestures, as well as granting much
greater accuracy to the user, especially in gestural control along the z-axis. It may
be possible to gather enough information to determine all necessary parameters
without having exact knowledge of camera placement. This could be achieved

using calibration against an object of known size for instance.

4.3.3 Colour temperature correction

In any image processing problem the variable that has the highest impact is al-
ways lighting of the environment. It is highly desirable to be able to control
lighting as it can vastly simplify the problem to be solved, reducing both work
required to achieve the task and computational cost. Controlling lighting how-
ever is an almost completely unreasonable requirement for a general system to be
used in commercial environments such as retail stores, or in home environments

for typical home users. In commercial situations such as kiosks for shops certain
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control elements can be reasonably introduced via a partnership between the
software creator and a hardware manufacturer that creates touch screen based

retail kiosks etc.

This can be achieved by creating an integrated system using a hardware unit
with controlled shading and lighting internally, and appropriate software. There
is still, however the problem of external lighting which cannot be controlled
(forcing all stores to conform to a specific set of lighting requirements is un-
reasonable and impractical) and cannot be mitigated without creating a fully
enclosed booth (something that would make a display to be used by multiple
people in quick succession fairly impractical). This is also a problem that cannot
be reasonably controlled in a home use environment. A practical solution to
this conundrum is to implement appropriate software control over the lighting
by measuring its colour temperature and correcting for discrepancies. This also
is desirable as most affordable web camera systems implement their own colour
correction, leading to an image that does not adequately represent the state of

reality.

To remove the effect of the lighting and camera introduced colour temperature,
a pure white(f FFFFFF RGB) screen can be displayed, and then compared with
the displayed image from the cameras. The difference between pure white and
what is seen by the cameras is the effect of the lighting and camera on colour
temperature, and thus can be removed by taking this offset off each image. This
correction will leave a lighting and camera independent image for use with the
system, which allows for much tighter tolerances on the ranges for skin tone

detection etc.
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4.3.4 Auto skin colour calibration

Reliable skin detection generally requires a range of colour values to be used to
work for the wide range of skin tones presented by the human race, from very
dark browns to pale pinkish reds. Because of this range of skin tones to be
searched over there are often overlaps with the colours of other objects, most
commonly wood tones, and this can lead to high rates of false positives in many
environments. To compensate for this the search space can be minimised by
registering a specific user’s skin tone, and narrowing the search space to only

include the users approximate colour range.

This can be implemented as part of an initialisation routine that takes a static im-
age from the camera of the users hand over a plain white background. From this
the background can be removed and an average colour gained from the resulting
image (ignoring non skin tones to remove noise from articles such as clothing and
jewellery). This provides an almost completely automated system that requires
a minimum of user co-operation, and can be run quickly at any time. To further
improve the accuracy of the skin detection it could also be implemented that
the user can select from the image a bounding area for their skin so that only
skin tones are considered. This however requires more time and user interaction,
making it less practical for systems such as kiosks which require many vastly dif-
ferent users to be able to immediately begin using the system with no problems

for short periods of time before switching to a new user.

Alternatively, methods such as the Yang et al. arbitrary colour classifier[51]

could be employed.
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Questionnaire
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Near Touch User Interface Test Evaluation:

Task 1: Initialising the System

Please initialise the system as demonstrated

How simple was the system to initialise on a scale of 1 to 9, with 1 being extremely

difficult and 9 being extremely simple?
lon2..30040..5.....6.....7....8....9

Task 2: Hover over the big box in the centre of the screen
Please hover the cursor over the big box in the centre of the screen until it goes

green

How simple was it to complete this task on a scale of 1 to 9, with 1 being

extremely difficult and 9 being extremely simple?
1...2....3...4.....5.....6....7...8...9

Task 3: Hover over the small button in the lower right of the screen
Please hover the cursor over the small button in the lower right of the screen

until it goes green
How simple was it to complete this task on a scale of 1 to 9, with 1 being
extremely difficult and 9 being extremely simple?

1....2....3....4...... 9.....6.....7.....8....9

Task 4: Make the box in the centre of the screen change colours

1. Make the box go yellow by moving closer to the screen
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2. Make the box go purple by moving further from the screen

How simple was it to complete this task on a scale of 1 to 9, with 1 being extremely

difficult and 9 being extremely simple?

1....2...3040....5.....6.....7.....8....9

Task 5: Play around for a little bit
Please rate the accuracy of the system on a scale from 1 to 9, with 1 being highly

inaccurate and 9 being pinpoint accuracy.

1....2...3..4.....5.....6....7....8....9

Please rate the performance of the system on a scale of 1 to 9, with 1 being

unusably slow and 9 being more than fast enough.

1....2....3..4.....5.....6....7....8....9

Please rate the overall user experience using the system on a scale from 1 to 9,

with 1 being unusable and frustrating and 9 being enjoyable and simple to use.

1....2...30.40....5.....6.....7.....8....9

Other Comments:
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