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Abstract

Ensuring the quality of mathematical word problems (MWPs) is essential for primary
education. However, large language models (LLMs) struggle with error identification
despite excelling in problem-solving. This research evaluates four LLMs - Mixtral-
8x7B-Instruct-v0.1(Mixtral-8x7B), Meta-Llama-3.1-8B-Instruct  (Llama-3.1-8B),
DeepSeek-Math-7B-Instruct  (DeepSeek-Math-7B), and Llama-3.2-3B-Instruct

(Llama-3.2-3B) , for detecting errors in a dataset that was generated by LLMs. This
dataset contains 5,098 MWPs from U.S. grades 1-6. A comprehensive framework with
12 error categories is introduced, which goes beyond most categorization schemes used
in prior research. By evaluating Zero-Shot (inference without any examples), One-Shot
(inference with one example), and Three-Shot (inference with three examples)
approaches, as well as fine-tuning, across four models in seven experiments, we found
that small-scale model Llama-3.2-3B achieved the finest Zero-Shot accuracy of 90%
with minimal resources of 6GB GPU memory, comparable to the larger model Mixtral-
8x7B's fine-tuned accuracy rate of 90.62%. However, due to data noise and prompt
complexity, fine-tuning yielded negative results, with an average accuracy of 78.48%.
The complexity of the prompts reduced accuracy by up to 20% for the Mixtral-8x7B
model. Safety biases, particularly in Llama-3.1-8B and Mixtral-8x7B, led to
misclassifications when triggering safety words. Our findings highlight the efficacy of
small-scale LLMs and concise prompts for educational applications while identifying
challenges in fine-tuning and model bias. We propose future research directions that
include noise-robust data preprocessing, refined prompt engineering, and adversarial
fine-tuning. These approaches aim to enhance the reliability of LLMs in detecting errors
in MWPs, thereby ensuring the validity of educational assessments and ultimately

contributing to the advancement of high-quality foundational mathematics education.
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1. Introduction

The quality of mathematical word problems (MWPs) plays a significant role in
elementary education, directly influencing the students’ effective learning and long-
term academic success. However, ensuring the accuracy of these materials is a
tremendous challenge, especially in this advancing technology era — an increasing
number of large language models (LLMs) are used to generate MWPs as creating
MWPs is highly time-consuming. However, LLMs can make mistakes in the questions
they generate. This would lead to MWP quality being uneven and cause concern [1],
[2]. The lower quality of MWPs could pose potential risks, especially in grades 1-6
where foundational numeracy skills are being developed during this period. According
to the NAEP 2022 Mathematics Report Card [3] and the National Center for Education
Statistics [4], students’ math performance declined from 2019 to 2022, grade 4 dropped
by 5 points, and grade 8 dropped by 8 points as well. Errors in MWPs hinder the learners’
understanding, confuse their conceptions of math, and lead to unexpected performance
and critical math problem-solving [5], [6], thereby affecting their academic success. To
mitigate these negative effects, it is crucial that automated assessment tools adhere to
established principles of educational validity [7]. Evaluation should be comprehensive,
fair, and actionable [8]. Guided by these principles, our study designs an error
categorization and evaluation framework that aligns with educational goals and

measures the suitability of MWPs for learning.

Nowadays, the method of mathematical problem-solving has changed dramatically due
to advanced LLMs such as GPT-4 [9]. The model achieved a remarkable result of up
to 92% on the benchmark dataset GSM8K [10], showing great potential in the education
field. However, their abilities in quality assessment are not equal to their reasoning
techniques. For GPT-40 [11], the error detection accuracy rate is only 50% in the
GSMSK dataset test [12]. This trend indicates a weakness in artificial intelligence (Al)
in current education: while excelling in reasoning and problem-solving, LLMs are
struggling in error detection. This problem is serious in early education, where MWPs
must be accurate to ensure the quality of education. The "detection gap" has been

widened due to the significant limitations in existing research.

First, the current studies emphasise higher-level mathematics. As noted in [13], most
current research is focused on secondary levels, and the proportion of primary education
research is only 27%, which is rather low. Primary-level MWPs highlight the need for

appropriate foundational skills and the age period, which are often ignored by current
1



analyses [14]. Second, existing error identification tools are narrow in categories —
often focus on typical error types such as spelling mistakes, grammar errors, or
computational inaccuracies. This narrow focus overlooks a wider range of error
categories including topic safety, triviality, and grade alignment, which is essential for
entry-level education. The lack of standardized comparative categories together with
evaluation metrics hinders the comparison ability across models and tasks, limiting the
progress of robust benchmark development. Third, there is a lack of a standard dataset,
particularly for error identification. Most of the research utilizes their distinct dataset
[15], which makes the experiment results less comparable. Moreover, comparative
analyses across model architectures such as the Mixture of Experts (MoE) like Mixtral-
8x7B [16] and the dense models like DeepSeek-Math-7B [17], as well as different
generations of the same model, are still underexplored. These research gaps yield the
urgent need for a comprehensive study that evaluates fine-tuned LLMs across diverse

architectures and error categorizations, particularly for primary-level mathematics.

This study attempts to bridge the gaps through two contributions. First, it explores a
well-designed and suitable prompt template for primary-level MWP error detection.
Various prompt designs are employed in this research, including applying different
prompting approaches within the same model and utilizing the same prompting strategy
across different model types, to evaluate model capabilities and identify the most
effective prompting designs. Second, it presents a systematic comparison of various
model architectures between MoE and dense models (e.g., Mixtral-8x7B and the Llama
series), providing insights into the relationship between model scale and error
identification performance. These findings offer guidance for model selection in entry-
level educational contexts, addressing a gap highlighted in the current literature.
Moreover, these insights not only enhance error detection in entry-level mathematics
but also lay a solid foundation for optimizing LLM deployment in real-world

educational settings.

The next part of this thesis will review the literature and related work. Then, the
methodology section will outline the detailed methods used in this study. This will be
followed by the results and analysis, which evaluate the performance of Zero-Shot, few-
shot, and fine-tuned experiments. Next, the discussion section will present the key
findings in relation to practice, theory, and future research. Finally, the conclusion and

recommendations will highlight the main insights and directions for future exploration.



2. Related Work

The application of Al in mathematics education has developed dramatically in the past
several decades, transitioning from a rule-based system to advanced LLMs. This section
will review prior work in six main domains: Al in mathematics education, error
detection in math word problems, fine-tuning strategies for LLMs, safety
considerations in educational Al, prompting strategies for LLM evaluation, and
efficient fine-tuning and empirical evaluation strategies. Finally, it identifies the

research gaps in this research.

2.1 Al for Math Education

Al began its journey in mathematics education in the 1960s by offering computer-
assisted instruction (CAI) systems such as Programmed Logic for Automatic Teaching
Operations (PLATO) [18]. These systems relied on predefined rules, which are unable
to process natural language or adapt to various student inputs. Natural Language
Processing (NLP) was introduced in the 1990s, enabling automated scoring for
structured responses, such as multiple-choice questions [19]. These early NLP systems
relied on feature engineering to assess correctness. However, they struggled with
unstructured content. The 2010s brought a vital turning point in Al with the emergence
of deep learning, which fundamentally reshaped methods in mathematical problem-
solving and educational applications. Neural network-based architecture, such as
recurrent neural networks (RNNs) and convolutional neural networks (CNNs), brought
significant progress in math word problem-solving and tutoring systems [20], [21].
These systems improved mathematical text parsing and feedback generation, although
they struggled with limited contextual understanding. In 2017, the introduction of
Transformer architecture transformed the field by using self-attention to model long-

range dependencies, dramatically improving sequence learning [22].

The release of Bert in 2019 introduced dual-directional semantic awareness,
significantly improved semantic analysis for tasks such as equation extraction and
answer validation in advanced math problems [23]. Later developments, such as LLMs
like GPT-3 and its later generations, further enhanced contextual reasoning and
generalization, improving performance on a wide range of mathematical tasks [24].
These developments highlight the importance of architectural design in enhancing LLM

performance for educational applications.



The 2020s marked a groundbreaking moment for LLMs. Certain models such as GPT-
3, GPT-4 and Llama series, achieved excellent performance on the bentchmark GSM8K
and MathQA [25]. MathGPT [26] and MathlInstruct [27], the domain-specific models,
have further improved mathematical reasoning techniques. MathGPT approaches
human-level algebraic performance and MathlInstruct excels in both problem-solving

and instructional evaluation [28].

Although the domain keeps developing, most studies continue to focus on emphasizing
accuracy and problem evaluation, often overlooking educational quality assessment
[29], [30], for instance, error detection. In response to this trend, the present study seeks
to bridge these gaps by examining the quality assessment of primary-level math word
problems, identifying 12 key error categories, including trivial content, unit
inconsistency, and topic safety issues—that are frequently neglected in existing
research. This targeted approach not only enhances the reliability of large language
models in educational contexts but also paves the way for building more efficient and

context-sensitive assessment systems.

2.2 Error Identification in MWPs

Despite some progress in error detection within math word problems in prior research,
this area remains underexplored, especially since most prior work focuses on narrow
error types and targets advanced educational levels [31]. Mathematical grammatical
error correction (GEC) systems, such as Bert model fine-tuned in [32], tackled
grammatical and expression-related issues in math texts at the secondary level.
Although it achieved high precision, these systems do not pay sufficient attention to
non-linguistic errors such as unit inconsistencies. Some approaches focus solely on
numerical accuracy while overlooking structural flaws in problem statements [33]. In
[34], physics-related math problems were introduced to verify concept units. However,
it is not suitable for primary level. Existing research heavily focuses on secondary
advanced education, which means lower grade levels like grades under six are relatively
blank. The benchmark datasets MAWPS and AQUA-RAT [35] emphasised answer
accuracy rather than problem quality, lacking detailed error labels for issues such as
Co-reference and grade-level alignment. A relatively comprehensive error category was
proposed in [36], which included nine types of errors including calculation errors,
logical errors, spelling errors and so on. Nevertheless, the classification of error type
remains insufficient. This narrow focus not only limits the technical scope but also

undermines the construct validity of the assessment. A valid educational assessment of
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MWPs must account for more than just factual correctness; it must evaluate
pedagogical appropriateness (e.g., grade-level alignment), contextual realism, and
safety, which are crucial for effective learning but are consistently neglected in current

literature.

To address these limitations, we adopt a multi-label evaluation framework. Traditional
single-label classification is insufficient for this task, as MWPs can simultaneously
contain multiple, co-occurring errors [37]. This framework is an effective approach for
complex classification tasks where instances can belong to multiple categories
simultaneously [38], allows for a more nuanced and accurate assessment of model
performance across all error dimensions. Within this framework, we introduced a
comprehensive error categorization scheme covering 12 error types: Co-reference
issues, Grammatical errors, Misspellings, Incomplete sentences, Unsolvable problems,
Unrealistic, Unit issues, Topic safety, Not satisfying grade requirement, Not satisfying

section requirement, Trivial, and Not a word problem [39]-[42].

2.3 LLMs for Error Identification

LLMs are highly developed in mathematical problem-solving, yet their ability in error
detection is still insufficiently explored [43]. GPT-4 achieves a 92% accuracy on the
GSMS8K benchmark for problem-solving [44]. Yet, its accuracy drops significantly on
error detection tasks, revealing limitations in the model's ability to identify errors.
Domain-specific models such as MathBERT, trained on mathematical datasets,
improve equation parsing [45], but they need to be retrained to adapt to specific error
detection tasks. Dense models such as Llama 3 excel in contextual tasks like topic safety
due to their consistent computational approach [46]. However, their fine-tuning
occasionally leads to overfitting, resulting in a decline in fine-tuned performance
compared to Zero-Shot baselines. These limitations emphasis the need for robust

models and unified error detection frameworks, particularly in educational contexts.

2.4 Safety in Educational Al

Safety is a crucial factor in Al educational applications, especially in primary-level
education content. Therefore, most models apply a strict safety policy and control with
model deployment. If the safety mechanism is not handled properly, it could potentially
cause safety issues, such as killing and murder issues. Due to the impact of safety

mechanisms, models like Reinforcement learning with human feedback (RLHF) often
5



perform over-cautious [47], [48]. LLama-3.1-70B has shown oversensitivity in
experiments [49], [S0]. This over-cautious phenomenon was further confirmed in later
studies [47]. And a new High-Confidence Safe Reinforcement Learning from Human
Feedback (HC-RLHF) framework was proposed to balance safety bias and practicality
[51]. General safety frameworks, OpenAl’s moderation API, have limitations in

handling safety contents and they often judge incorrectly or fail in tasks [52].

2.5 Prompting Strategies for LLM Evaluation

Zero-Shot prompting is a technique that leverages the inherent knowledge and
reasoning capabilities of LLMs to perform tasks without any task-specific examples
provided in the prompt [53]. This approach relies on the models' extensive pre-
training on diverse datasets, which allows them to generalize to a broad range of
unseen tasks based solely on their understanding of the instruction [54]. The primary
advantage of Zero-Shot prompting is its simplicity and efficiency, as it requires no
handcrafted examples, making it highly applicable in scenarios where training data is

limited or rapid prototyping is essential [55].

Few-shot prompting is an efficient technique that guides LLMs to perform tasks by
providing a few examples (typically 3-5), which are embedded in the prompts [24].
This technique is computationally efficient. Because it does not require fine-tuning
while still maintaining reliable results [56], [57]. It was proved that few-shot prompting
could improve accuracy by 20-40% on complicated tasks compared to the Zero-Shot
approach [57]. However, the accuracy results of few-shot prompting rely on the quality
of the provided samples. Model performance would degrade if sample quality were
poor [58].

2.6 Efficient Fine-Tuning and Empirical Evaluation Strategies

Beyond prompting, fine-tuning is an effective method for adapting LLMs to specific
tasks. Due to the high cost of full-parameter tuning, resource-efficient methods such as
Low-Rank Adaptation (LoRA) [59] and quantization [60] have become widely used.
LoRA reduces the number of trainable parameters and memory needs, enabling large
models to be tuned on limited hardware [61]. Combined with quantization, these
methods make advanced model customization more accessible, which is especially

useful in educational settings with constrained resources.



Furthermore, rigorous empirical evaluation of LLMs requires more than reporting final
accuracy. A robust methodology involves systematic comparative experiments that
control variables across model architectures, sizes, and training techniques to draw fair
conclusions [62]. This often includes hyperparameter sensitivity analysis to ensure
observed performance is robust and not an artifact of a specific configuration [63].
While common in machine learning, such rigorous ablation studies are sometimes
overlooked in applied NLP research. Our study integrates these methodological best
practices—employing efficient fine-tuning (LoRA) and conducting thorough
comparative and sensitivity analyses—to ensure our findings on error detection are both

practically viable and scientifically robust.

2.7 Summary of Gaps

According to the previous studies, there are two major limitations which our study aims
to address. First, there is a lack of a unified efficient prompting template for primary-
level MWP detection, particularly in comprehensive error categorization. Second, most
existing studies rarely explore MoE and dense model architectures or compare different
generations of the same model type, where our study aims to fill these gaps. By
integrating a comprehensive error identification system with well-designed prompting,
suitable model architecture and efficient fine-tuning arguments, our study aims to set a

new standard for quality assessment in foundational mathematics education.



3. Methodology

This section describes the methodological framework employed to evaluate LLMs for
error identification in primary-level MWPs. Our approach is designing a
comprehensive empirical study, focusing on comparative experiments that evaluate
different models and prompt strategies on the same task using a multi-label framework.
To ensure practicality and robustness, we incorporate resource-efficient fine-tuning
techniques (LoORA and 4-bit quantization) and conduct hyperparameter sensitivity
analysis. The sections below cover the design of error classification, data preprocessing,
comparative prompting strategies, model selection, efficient training methodology, and

evaluation metrics.

3.1 MWPs Dataset Overview

The dataset, generated by the authors of [64], originally stored in the Combined MWP
sheet.xlsx file, contains 5,098 MWPs ranging from U.S. grades 1-6. All these problems
cover a broad range of topics, including addition, subtraction, fractions, measurement,

geometry, decimals, and algebraic expressions which were generated by LLMs.

The dataset contains 16 fields, including problem statements, grade levels, sections, 12
binary error labels, and optional comments. The Grade column is numeric, ranging from
1 to 6, with a mean of 3.517 and a standard deviation of 1.661, while the 12 error labels
are numeric and strictly binary 0 or 1 (O=error, 1= no error), with associated mean and
standard deviation values reflecting the distribution of each error type. Text fields such
as Problem, Section, and Comment provide sample values and unique value counts to
indicate variability, with Problem containing 4484 unique entries and Comment 218.
Numeric fields serve as key metadata with summary statistics (min, max, mean, std),
while categorical text fields define allowed values through unique entries or frequency
distributions. Overall, the schema clearly specifies each field’s allowed values,

constraints, and relevant metadata for analysis.

The grade distribution of the original dataset is slightly imbalanced: 14.28% in grade 1,
16.38% in grade 2, 20.60% in grade 3, 19.13% in grade 4, 11.30% in grade 5, and 18.32%
in grade 6. Grade 3 (20.60%) is slightly overrepresented, while Grade 5 (11.30%) is
notably underrepresented, with other grades close to the expected average of 16.67%.
The overall imbalance is modest, with a maximum gap of approximately 9 percentage

points.



Approximately 60% of MWPs included comments, providing contextual explanations
for errors. In these comments, 25% addressed unsolvable problems, 20% explained
unrealistic scenarios, and 30% clarified section mismatches. The remaining comments
cover errors like misspellings and grammatical issues. These comments are essential,

as they provide explanatory context, especially for ambiguous cases [65].

3.2 Error Category

In this dataset, each MWP is marked with 12 binary error labels: Co-reference issues,
Grammatical errors, Misspellings, Incomplete sentences, Unsolvable problems,
Unrealistic, Unit issues, Topic safety, Not satisfying grade requirement, Not satisfying
section requirement, Trivial, and Not a word problem. Each label is assigned 0 if the
error is present and 1 if no error is detected (O=error, 1=no error). On average, each
problem has 2.47 error types. Below are some of the MWP samples for each error type
in this study, provided by [64].

« Co-reference issues
Definition: Pronouns or referring expressions are unclear
Example: How much does 8 cost after adding 4?
Error label value: 1

« Grammatical errors
Definition: The problem contains grammatical mistakes
Example: How many times does the number 8 have as a factor?
Error label value: 0

«  Misspellings
Definition: Words are spelled incorrectly

Example: Grace has $45 to buy a toy car, a notebook filler, and a piggy bank.
If the toy car costs $15 and the notebook filler costs $34, how much will Grace

have left after bueing these items?
Error label value: 0
« Incomplete sentences

Definition: Sentences missing components

9



Example: A recipe for making cookies calls for 1 3/4 cups of flour. If a person

uses 3/4 of the recipe, how many cups of flou
Error label Value: 0

Unsolvable problems
Definition: Missing information prevents solving

Example: A baker bakes 24 bread loaves in 3 hours. If each loaf takes 15

minutes to bake, how many hours will it take to bake 48 bread loaves?
Error label Value: 0

Unrealistic
Definition: Implausible scenario

Example: A bookshelf holds 12 books. If 4 books are removed, how many
books are left on the shelf?

Error label value :1

Unit issues
Definition: Incorrect/inconsistent units
Example: How many tablespoons are 3 ounces?
Error label value:0

Topic safety
Definition: Violent/inappropriate content

Example: In a school, there are 24 classrooms, and each classroom has 25
students. How many students are there in all? multiply 24 by 25. Hope this
helps.

Error label value: 1

Not satisfying grade requirement
Definition: Too hard/easy for grade
Example: What number comes after 100?

Grade: 1



Error label value: 0
+ Not satisfying section requirement
Definition: Mismatches section

Example: If a car travels a distance of 450 kilometers in 5 hours, how many

kilometers does it travel per hour?
Section: Decimals
Error label value: 0
« Trivial
Definition: Too simple for grade

Example: If a box of chalk costs $3 and a pack of chalk costs $5, how much

does a pack of chalks cost?
Grade: 4
Error label value: 0
« Not a word problem
Definition: Equation only, no narrative
Example: 12 +4 =

Error label value: 0

The error distribution in the dataset showed a pronounced imbalance across categories,
as shown in Figure 1. Specifically, the proportion of topic safety is only 0.03%, not a
word problem is 0.94% and unit issues occupy 1.78%. This situation yields techniques
to resolve the shortage such as stratified sampling to ensure model robustness [66]. This
dataset spans a wide range of mathematical computational skills, with high-frequency
topics including addition and subtraction (16%), measurement (12%), and fractions

(10%).



Percentage Distribution for Each Error Category
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Figure 1: Percentage Distribution for Each Category

Instead of testing on the portion of data split from the cleaned and tokenized dataset, a
separate test set is provided to evaluate the model across various prompting and fine-
tuning experiments. This dataset (contains 16 MWPs) covers similar topics and error
types as the training and validation sets, ensuring alignment across all datasets. The test
set is independent of the training and validation sets and is used consistently across all
prompting and fine-tuning Zero-Shot evaluations. The purpose of this strategy is to
ensure fair comparisons across all prompting and fine-tuned Zero-Shot evaluation, and

to prevent data leakage. Testing questions are shown below.

How much is 5 plus 3?

There is 8 dogs in the park. 3 more dogs come to the park. How many dogs are there now?

John has 2 pencils that are 4 inches long each. If he buys another pencil that is 5 inches long, how gram long are all his pencils in
total?

There are 3 red flowrs and 4 yello flowrs in a vase. How many flowrs are there in total?

There are 20 balloons in the box. Some of the balloons popped. If there are now 12 balloons left in the box, how many balloons
popped?

There are 7 marbles in a bag and David puts. Now there are 10 in total. How many marbles did David add?

12



White is 19 years old and Black is 7 years younger than white. How old is Kalu?

If Jack has 27 apples and he gives 14 apples to his friend, how many apples does Jack have left?

A rectangular swimming pool has a length of 15 meters and a width of 6 meters. What is the area of the swimming pool in square
meters?

A Murderer killed 5 persons last January. The murderer killed 4 persons in February. How many persons were killed at the end of
the February month?

A rectangular garden has a length of 18 meters and a width of 8 meters. What is the area of the garden in square meters?

An man has a 14 number of eyes. If it blinks 5 of them, how many eyes are still open?

A bag contains 10 marbles. If you remove 2 marbles and add some more, how many marbles are in the bag now?

234+567

Sara killed catched 34 rats and killed 5 rats from them. how many rats are left?

I have 35 apples and I share them equally with 7 friends. If each friend get 5 apples how many friends are there?

3.3 Data Preprocessing

3.3.1 Data Cleaning

Data preprocessing is crucial to ensure data quality while preserving error features
essential for detection. The initial dataset, containing 5,098 rows and 16 columns, was
cleaned under strict rules, including filtering for comments, multiple questions and
problem length, as well as handling duplicates and missing values. However, due to the
task's target, error-related initial features are necessary to retain, and common
corrections, such as grammar errors, were skipped, as these imperfections are essential

for the identification task.

Comments are one of the most important factors in evaluating data quality, so the first
step was to filter the comments. After reviewing comments across the entire dataset,
we found that many comments mention additional text and multiple questions in
various ways. Considering that the additional text and incorrect answer would confuse
the model, those containing meaning with additional text, multiple questions and

incorrect answers were removed (42 rows). The filtered comment details are as follows.

"Multiple questions and additional text",
"Lots of unwanted infromation given",
"Multiple questions",

"Mulltiple questions",



"Correct answer is not provided.",
"The given answer is incorrect."

Upon analyzing the length of the problem after filtering with comments, we observed
that many MWPs still contain multiple questions, rather than single-question MWPs.
The longest problem consists of 5788 characters (including the number of characters,
spaces and punctuation marks), while the shortest has only 5 characters. Based on the

evaluation, the problem length details are described below.
«  25% of MWPs are within 91 characters
« 50% (median) are 114 characters
s 75% are 143 characters
+  80% are within 152 characters
« The average problem length is 133.92 characters
(See Figure 2 for the problem length distribution.)

Problem Length Distribution

3000 A
=== Threshold: 160

2500 A

2000 A

1500 A

Frequency

1000 A

500 A

0 1000 2000 3000 4000 5000 6000
Length

Figure 2: Problem Length Distribution

To reduce the impact of noisy data, multi-question MWPs were reviewed. Those that
contain three or more questions and exceed 200 characters in length were removed to

ensure more efficient fine-tuning and better alignment with the task’s objective.
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Handling duplicates and missing values is essential for data cleaning. After checking
the duplicates and missing items, 179 duplicate rows (3.5%) were removed, and 25
rows with fully or partially missing error labels were excluded to maintain high-quality

training data.

After all necessary cleaning steps (including handling duplicates, missing values, and
removing multiple questions), the dataset was downsized into 4,426 rows and 16
columns. Then the data types were standardized, with error labels converted to int64
(values of 0 or 1), and the problem text was normalized by removing excess whitespace.
The final cleaned dataset was saved as df final.csv for subsequent model fine-tuning,
while retaining original error features such as grammatical issues and misspellings,

since these are essential for the error detection task [67].

3.3.2 Data Splitting and Tokenization

Due to the significant class imbalance (where certain error types are extremely rare)
and label complexity inherent in this multi-label dataset, employing robust sampling
and evaluation strategies is crucial [68]. Class imbalance is a commonly recognized
challenge in machine learning, often leading to models that are biased towards the
majority classes and perform poorly in minority classes [69]. Although stratified
sampling is a common technique to preserve the original class distribution in splits [ 70],
its application is infeasible here due to the extreme multi-label imbalance (e.g., some
error categories appear in less than 2% of the data). Consequently, a random sampling
mechanism was applied instead to create the training (80%), validation (10%), and test
(10%) sets. After splitting, all three datasets were tokenized into model-specific tokens

and were ready for fine-tuning.

3.4 Comparative Experimental Design for Prompting Strategies

To systematically compare the effectiveness of different instructional approaches, we
designed a series of controlled prompting experiments. The same set of models
(detailed in Section 3.5) were evaluated under three distinct prompting conditions:
Zero-Shot, One-Shot, and Three-Shot prompting. To further evaluate model
performance, two additional prompting strategies were employed. The first strategy
applied different prompt designs to the same model, while the second strategy applied
an identical prompting template to two different models. This comparative design
allows us to isolate and measure the impact of in-context learning examples and prompt

variations on model performance.



Prompt engineering plays an important role in LLM generation, particularly in tasks
that require consistent and structured outputs, such as accurate classification [71]. Our
prompt template is designed to guide the model’s output toward standardized binary
results while minimizing computational load. It follows best practices in structured
output generation (e.g., JSON or plain text), reduces bias by using neutral language,
and ensures task clarity by clearly defining the binary classification scheme. To
optimize computational resources, the template excludes detailed explanations, solely
focusing on binary labels, and incorporates problem text via placeholders to maintain
contextual relevance. Below is an example of the base prompt template, designed to

ensure clarity, flexibility, and adaptability across models.

BASE_PROMPT TEMPLATE ="'
[INST]
You are a math education evaluator. Your task is to evaluate the following math word problem using 12 binary criteria.

Analyze the problem carefully and assign 0 or 1 based on the criteria definitions.

Output format rules:
- Output EXACTLY 12 lines, one for each criterion listed below.
- Each line MUST be formatted as: "- Criterion: 0" or "- Criterion: 1".
- Use ONLY the criterion names provided, in the exact order.
- DO NOT include explanations, numbered lists, descriptions, or any extra text.
- DO NOT skip, reorder, or add criteria.
- Non-compliance (e.g., adding explanations, using incorrect format) will invalidate the output.

- 0 indicates an error is detected; 1 indicates no error is detected.

Criteria (do NOT include in output):

1. Co-reference issues: Unclear pronouns/references (0 if present, 1 if absent).

2. Grammatical errors: Grammar mistakes (0 if present, 1 if absent).

3. Misspellings: Spelling errors (0 if present, 1 if absent).

4. Incomplete sentences: Sentences missing components (0 if present, 1 if absent).

5. Unsolvable problems: Missing information prevents solving (0 if true, 1 if solvable).
6. Unrealistic: Implausible scenario (0 if unrealistic, 1 if realistic).

7. Unit issues: Incorrect/inconsistent units (0 if present, 1 if absent).

8. Topic safety: Violent/inappropriate content (0 if present, 1 if safe).

9. Not satisfying grade requirement: Too hard/easy for grade (0 if true, 1 if appropriate).
10. Not satisfying section requirement: Mismatches section (0 if true, 1 if matches).

11. Trivial: Too simple for grade (0 if trivial, 1 if non-trivial).
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12. Not a word problem: Equation only, no narrative (0 if true, 1 if narrative).

Example of CORRECT output:

- Co-reference issues: 1

- Grammatical errors: 1

- Misspellings: 1

- Incomplete sentences: 1

- Unsolvable problems: 1

- Unrealistic: 1

- Unit issues: 1

- Topic safety: 1

- Not satisfying grade requirement: 1
- Not satisfying section requirement: 1
- Trivial: 0

- Not a word problem: 1

Example of INCORRECT output (DO NOT DO THIS):
- 1. Co-reference issues: 1 (no pronouns)

- Grammatical errors: 1 (correct grammar)

- Missing criterion

Explanation: This is wrong.

Grade: {grade}

Question Type: {question_type}

Problem: {problem}

[/INST]
To enhance the model performance, we assigned a role to the model [72], such as telling
the model “You are a math education evaluator”. To enhance models to follow
instructions, prompts incorporate attention warnings such as “  ”, making the model
pay more attention to the specific rules and policies. This technique leverages visual
cues to yield model focus, inspired by recent advances in prompt engineering [73].
Various prompt designs are applied to evaluate impacts on detection accuracy,
providing insights into advanced prompt design for error identification tasks. Output
constraints ensure consistency by applying a regular expression pattern: r'[-
VEINS* ([N ]+2)\s*:\s*([0-1])', which ensures each line begins with an optional hyphen
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or asterisk, followed by an error type together with binary value. The raw output is text-
based, listing 12 error types (e.g., “Co-reference issues: 1”). The maximum number of
new tokens is set to 256 to 350 to limit the output length. To balance output consistency
and creativity, we configured the sampling parameters as follows: do sample=True,
top_p=0.9, top_k=50. The temperature was set to 0.2 for Zero-Shot prompting and 0.5

for One-Shot and Three-Shot Prompting to encourage diversity.

Few-shot prompting, including One-Shot and Three-Shot prompting, were employed
to evaluate model performance in this research. Zero-Shot prompting relies on the
original model pretraining knowledge, One-Shot prompting includes a single
representative example, and Three-Shot prompting used diverse examples. Sample
selection prioritized problems with typical or multiple errors to enhance learning
efficiency. These experiments evaluate generalization capabilities and inform fine-

tuning strategies, establishing a baseline for prompt optimization.

3.5 Model Selection and Performance Comparison

Model selection is vital for this task; it directly affects the performance. The selected
models must have an outstanding ability in multi-label processing and be stable in
coping with imbalanced data. Hence, four representative models were selected for
comparative analysis: Mixtral-8x7B-Instruct-v0.1 [74], Meta-Llama-3.1-8B-Instruct
[75], DeepSeek-Math-7B-Instruct [17] and Llama-3.2-3B-Instruct [76]. These models
include one MoE model Mixtral-8x7B and the remaining three are dense types. These
models are selected to evaluate architectural diversity, computational efficiency, and

task suitability. Selected model summaries are shown in Table 1 below.

Table 1: Model Selection

Model Selection

Minimum
Model Name Type Params Training Strategy Target Module GPU Architectural Advantage
Requirements

Mixtral-8x7B-Instruct-v0. 1 MOE 8X7B QLoRA (r=8), BS=1 Attention layers 26G MoE Dynamic Expert Routing
_ Dense 8B QLoRA (r=8). BS=2 or 4 Attention layers 16G High Parameter Density
Deepseek-Math-7B-Instruct Dense 7B QLoRA (r=8), BS=1 Attention layers 14G Math-Specific Pretraining
Llama-3.2-3B-Instruct Dense 3B QLoRA (r=16 ). BS=8 Attention layers 6G Lightweight Efficiency




3.5.1 Mixtral-8x7B-Instruct-v0.1

Released by MistralAl, Mixtral-8x7B is a sparse MoE large language model composed
of 8 expert models, each being a 7 billion (7B) parameter sub-model. However, only
two experts are activated at a time for any given task, providing the same functional
capacity as a 13B-parameter model. The Mixtral-8x7B model ranks highly on Hugging
Face’s Open LLM Leaderboard. It has been proven to outperform LLama-2-70B on
multiple benchmark datasets such as GSM8K, MMLU and HumanEval [16], [77]. Its
capabilities and performance are comparable to GPT-3 [16]. Mixtral-8x7B is well-
known for its high efficiency and low cost, with a minimum GPU memory requirement

of approximately 26 GB using FP16 precision.

3.5.2 Meta Llama Series
Meta-Llama-3.1-8B-Instruct

Meta-Llama-3.1-8B-Instruct is a Supervised Fine-Tuning (SFT) language model with
approximately 8B parameters, released by Meta in 2024. In benchmark tests such as
GSM8K, MMLU, and HumanEval, Llama-3.1-8B has been shown to outperform
LLama 2 70B [78]. Compared to larger LLMs such as LLama-3-70B or Mixtral-8x7B,
Llama-3.1-8B-Instruct stands out for its lighter weight, efficiency, lower memory
requirements, and strong instruction-following capability [79]. The minimum GPU

memory required is 16 GB using FP16 precision.
Me t a L3l2-8B¥lastruct

Meta Llama-3.2-3B-Instruct is a 3B-parameter instruction-tuned large language model
released by Meta in September 2024. Its performance is weaker than other math-
specialized models on benchmarks such as GSM8K and HumanEval, due to its
limitations in logical reasoning. Nevertheless, the model outperforms other models of
a similar scale, such as Gemma 2-2.6B [80] and Phi-3.5-Mini [81]. Meta
Llama-3.2-3B-Instruct is well-suited for mobile deployment and rapid prototyping.
With FP16 precision, the minimum GPU memory required is approximately 6 GB.

3.5.3 DeepSeek-Math-7B -Instruct

DeepSeek-Math-7B-Instruct is an instruction-tuned LLM specialized in mathematical
reasoning. It contains 7B parameters and was released in 2024 by a Chinese company
named High-Flyer. On standard benchmark datasets such as GSM8K, DeepSeek-Math-

7B-Instruct achieved 83.7% (with self-consistency), this significantly outperforms
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lighter models like LLama-3-8B (60%) and older GPT series (70%) [17], [82].
Designed specifically for mathematical reasoning and problem-solving, DeepSeek-
Math-7B stands out among lightweight models due to its exceptional mathematical
capabilities. With FP16 precision, the minimum GPU memory required is

approximately 14 GB.

3.5.4 Model Comparison and Task Suitability

Mixtral-8x7B has strong logical reasoning and excels in long-text understanding but
requires substantial computational resources. LLama-3.1-8B offers an effective balance
between performance and efficiency, with strong instruction-following capability [79],
though it exhibits slightly weaker math reasoning and potential risks of pre-training
bias. DeepSeek-Math-7B has outstanding ability in mathematical inference with low
resource demands, making it highly efficient for math-specific tasks [17], [82]. In
contrast, LLama-3.2-3B, with its smaller parameter size, has a limited capacity for
handling complex mathematical problems and generalization. However, its low
computational requirement makes it suitable for rapid deployment and fine-tuning

scenarios.

The selection of these four models is intentional for our comparative experiment. It
allows us to make cross-architectural comparisons (e.g., MoE vs. Dense), size-based
comparisons (e.g., 3B vs. 8B/7B), and domain-specificity comparisons (generalist vs.
math-specialized). This design provides a holistic view of which model characteristics

are most critical for the complex task of multi-label error identification.

3.6 Efficient Fine-Tuning Strategy and Hyperparameter Sensitivity
Analysis

3.6.1 Efficient Fine-Tuning Strategy

Given the substantial computational resources required for full fine-tuning of LLMs,
our empirical study employs resource-efficient fine-tuning methods to make the
experiments feasible and relevant for real-world applications. We utilized Low-Rank
Adaptation (LoRA) combined with 4-bit quantization to significantly reduce GPU

memory footprint and training time [83].
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To ensure our findings are robust and not dependent on a specific hyperparameter
configuration, we incorporated a hyperparameter sensitivity analysis into our fine-
tuning process. We carefully vary key parameters to observe their impact on

convergence speed and final performance.

3.6.2 Hyperparameter Sensitivity Analysis

The selection of training parameters was carefully determined based on the available
computational resources and the scale of each model. Due to the limited resources
(Google Colaboratory A100 40GB), batch sizes (BS) are set between 1 to 8 and
combined with appropriate LoRA r values (ranging from 8 to 16). For larger models,
such as Mixtral-8x7B, smaller batch sizes (e.g., 1 or 2) and lower r values (r = 8) are
chosen to avoid potential out-of-memory (OOM) issues [84]. In contrast, smaller
models such as Llama-3.2-3B consume less GPU memory, allowing for larger batch
sizes (BZ = 8) and higher r values (r = 16). Different step counts and r values are
subsequently explored iteratively to identify the maximum resource capacity while
achieving optimal performance. Gradient accumulation was used accordingly to
effectively increase the batch size and enhance training stability [85]. For LoRA
dropouts, values of 0.05 or 0.1 are tested across models: a lower dropout (0.05) supports
more stable convergence, while a higher dropout (0.1) helps prevent overfitting [86].
To observe performance differences, the learning rate was set between le-5 and Se-5.
To achieve effective convergence during training, larger models are trained with lower
rates (e.g., LR=3e-5), while smaller models were trained with higher rates (e.g., LR=
5e-5) [87]. A cosine decay schedule was applied to allow exploratory learning in the
early phase and faster convergence in the later phase [88]. Random seeds were set to

42 to ensure experimental stability and reproducibility across multiple runs [89].

According to [90], excessive training on small-scale datasets may lead the model to
memorize noise, thereby increasing the risk of overfitting. Given that the training
dataset in this study comprises only 5,000 samples, the current experiment was
designed to train for 1 to 5 epochs, with the precise number determined based on
observed training outcomes. Validation checkpoints were incorporated to optimize

model performance while minimizing the potential for overfitting.
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3.7 Evaluation Metrics

The evaluation metrics are a critical factor in assessing the performance of all models
in this study in terms of stability, efficiency, robustness, and accuracy in error detection
in MWPs. The key evaluation metrics including accuracy, training and validation loss

as well as training efficiency are present in the following sections.

3.7.1 Accuracy

Accuracy is the most significant factor in evaluating this task. It includes all the
accuracy in Zero-Shot prompting, One-Shot prompting, Three-Shot prompting and
fine-tuned results with all models. Each experiment’s results are compared against
human evaluation. Then, the accuracy rates were compared across the models to

evaluate their overall performances.

3.7.2 Training Loss and Validation Loss

Training and validation loss are critical metrics for evaluating model stability, tracking
the convergence process, and identifying potential overfitting. By monitoring these
losses over time, we can analyse how well the model generalizes unseen data.
Additionally, these metrics enable the implementation of early stopping strategies to

prevent performance degradation caused by overfitting.

3.7.3 Training Efficiency

Training efficiency is generally determined by training time per epoch, inference speed
(tokens per second), and GPU memory usage. It is also a key indicator of computational
efficiency and resource footprint—critical factors when considering model deployment

from both technical and practical perspectives.
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4. Results & Analysis

This section presents a comprehensive evaluation of all LLMs’ performances, including
result overview, prompting strategies, fine-tuning experiments, and model-specific
behaviors. The analysis is composed of qualitative metrics, highlights of the model

architecture, training strategies and task alignment.

4.1 Overall Performance Overview

The performance of the selected models varies due to differences in prompting
strategies, fine-tuning approaches, and inherent model biases, the overall model
performances are shown in Table 2. Surprisingly, Zero-Shot prompting proved to be
highly effective, with six out of seven models achieved accuracy above 65% and an
average accuracy of 70.96%. Llama-3.2-3B achieved a remarkable accuracy of 90%
under Zero-Shot prompting, ranking highest among all seven experiments. These
results further demonstrate that LLMs with broad knowledge excel in Zero-Shot
prompting.

Table 2: Model Performance Overview

Model Performance Overview

ol Best
Experiment Zero-Shot One-Shot Three-Shot s funcy “poc] Validation Training Time
Zero-Shot o

Mixtral-8x7B-Instruct-v0.1

Llama-3.1-8B-Instruct

DO e W T -
Llama-3.2-3B-Instruct I
Llama 3. 9.40% 9.40% 9.40% 86.88% i

Unexpectedly, the math-specific model DeepSeek-Math-7B underperformed with only
13.3% accuracy in the Zero-Shot prompting, significantly lowering the average
accuracy across all experiments. Most of its responses returned “N/A” - which means
that the model was unable to provide clear answers, indicating the model did not behave

as expected. The causes are likely complex, potentially due to DeepSeek-Math-7B’s
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specialization in mathematical reasoning and problem-solving rather than classification

tasks.

Llama-3.2-3B also demonstrated stable performance across One-Shot and Three-Shot
prompting, consistently achieving the highest score of 90%. Mixtral-8x7B reached the
peak score of 90.62% in fine-tuned results but required significant computational
resources (22.8 GB of memory) and longer training time. DeepSeek-Math-7B, while
initially at the bottom with a 13.3% Zero-Shot score, improved dramatically to 86.7%
under Three-Shot prompting, suggesting substantial potential for this task.

4.2 Analysis of Prompting Strategies

4.2.1 Zero-Shot Prompting Performances

Zero-Shot prompting delivered remarkable results, with an average accuracy of 70.96%
across all seven experiments, led by Llama-3.2 with 90%. These excellent results reflect
how large-scale models benefit from diverse and extensive pretraining data, often
yielding strong performance. The Zero-Shot prompting performance across all models
is shown in Table 3 below. Requiring no task-specific example, Zero-Shot prompting
still yields high accuracy, making it ideal for fast-deployment or resource-limited

situations [91].

Table 3: Zero-Shot Prompts Performances

Model Training Time Va11i3 (?:‘:ion Best Zero- GPU
Min/ Epoch Loss Shot Accuracy  Usage/GB
Llama-3.2-3B 3.11 0.02 90.00% 2.11
DeepSeek-Math-7B 15.78 0.39 13.30% 4.48
Llama-3.1-8B 10.01 1.14 67.67% 5.32
Mixtral-8x7B 34.36 0.26 86.25% 22.80

4.2.2 Few-Shot Prompting Performances

The performance of One-Shot prompting varies across the seven experiments (shown
in Figure 3), with accuracy ranging from 53.3% (5 DeepSeek El1) to 90%
(6_Llama 3.2 El), and an average of 76.5%. Llama-3.2-3B demonstrated the best
performance, with 6 Llama 3.2 E1 achieved 90% accuracy and 7 Llama 3.2 E2
reached 89.4%, showing strong adaptability. Mixtral-8x7B performed consistently
across both Version 1 and Version 2, achieved 80% and 81.25% (respectively). The
accuracy rates of 3 Llama 3.1 El and 4 Llama 3.1 E2 are 71.11% and 70.83%,
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relatively lower compared to the other One-Shot prompting experiments. Although
DeepSeek-Math-7B’s accuracy increased from 13.3% in Zero-Shot to 53.3% in One-
Shot, it still ranked the lowest among all One-Shot prompting experiments. Overall, the
performance of One-Shot prompting lies between Zero-Shot and Three-Shot,
depending on the model architecture and the quality of the single-shot prompt. One-
Shot works well for lightweight prompting but provides minimal gains for less effective

models.

Accuracy Comparison: Zero-Shot vs. One-Shot vs. Three-Shot vs. Fine-Tuned Zero-Shot

1001

B Zero-shot

s One-shot

[ Three-shot
Fine-tuned

Accuracy (%)

Experiment Index

Figure 3. Overall Accuracy Across Seven Experiments

The accuracy rate of Three-Shot prompting ranges from 59.72% (3 Llama 3.1 El,
4 Llama 3.1 E2) to 90% (6 Llama 3.2 El1) , withtheaverage accuracy rate
of 78%. Llama-3.2-3B have remarkable performances, 6 Llama 3.2 E1 achieved an
accurate rate of 90% and 7 Llama 3.2 E2 achieved 89.4%, demonstrating strong
stability. DeepSeek E1’s Three-Shot prompting has a dramatic increase from Zero-
Shot’s 13.3% to Three-Shot’s 86.7% (73.4% increase), reached its peak among all its
prompting and fine-tuned evaluation strategies, which indicates Three-Shot examples
provided helpful guidance for this model. Mixtral-8x7B’s Three-Shot showed stability
in both 1 Mixtral Versionl and 2 Mixtral Version2, which achieved accuracy rates
of 78.12% and 81.25%. Llama-3.1-8B’s performance left behind, which only achieved
a 59.72% accuracy rate. Overall, Three-Shot prompting improved the performance of
certain models by providing multiple examples, with a notable effect on DeepSeek EI.
It is particularly suitable for tasks that require enhanced contextual understanding.
However, compared to Zero-Shot prompting, Three-Shot prompting’s performance is

still shown negative in certain experiments.
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4.2.3 Comparative Analysis of Prompt Engineering Strategies

To evaluate model performance, two prompting strategies were employed. The first
strategy applied different prompt designs to the same model (Mixtral-8x7B-Instruct-
v0.1), creating two experimental conditions: 1 Mixtral Versionl and
2 Mixtral Version2. 1 Mixtral Versionl utilized a straightforward, instructional
prompt template (The prompt engineering code architecture is detailed in Appendix A).

This simple approach yielded the highest accuracy in this study (90.62%).

2 Mixtral Version2 incorporated a complex prompting system designed to enhance
robustness and correctness, utilizing advanced prompt engineering rules as shown in
Figure 4 (and the prompt engineering code architecture is detailed in Appendix B). On
the one hand, this system incorporates a retry mechanism, enabling the model to
generate up to two attempts and select the superior output. MAX NEW _ TOKENS is
set to 350 to limit the maximum number of tokens generated per response, while
MAX ATTEMPTS is set to 2 with a RETRY DELAY of 1 second to ensure stable
retries with minimal delay. On the other hand, this system also featured a strict output
policy called “ScoreCorrector,” which defines rigorous rules to constrain the model’s
output by addressing key error types such as Unrealistic, Topic safety, Grade
Requirements, Trivial, and others (detailed in Figure 5). The correct_scores() method
parsed the model's raw textual explanation, applied keyword matching and logic checks
(e.g., detecting words like "violent" or "too simple"), and automatically override the
model's initial score if it contradicted the stated reasoning, thereby ensuring output

consistency.

Contrary to our expectations, this comprehensive programmatic prompting system led
to a significant performance drop of 20%, reducing accuracy from 90.62% to 70.62%
compared to the simple version. This indicates that excessive procedural complexity
and after-the-fact corrections may cause sequential errors and additional overhead,

disrupt the model’s built-in reasoning, and ultimately reduce its performance [92].
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To compare the models’ capabilities, another strategy applied the same prompting
template to two different models: Llama-3.2-3B and DeepSeek-Math-7B. The only
difference between these two promptings is that Llama-3.2-3B utilizes a fallback
mechanism, making it much easier for the model to generate output. As a result, Llama-
3.2 outperformed DeepSeek-Math-7B, with all the prompting and fine-tuned results
surpassing DeepSeek-Math-7B.

All five experiments comparing the two models show that simple, clear, concise, and
easy-to-follow prompting instructions are key factors in influencing model
performance [58], [65]. Future prompting strategies should prioritize simplicity to

optimize outcomes.

4.3 Analysis of Fine-Tuning Strategies

4.3.1 Fine-Tuning Performance and Degradation

The fine-tuned results exhibit considerable variation, as shown in Figure 3. However,
most of the experiments showed a downgrade from Zero-Shot prompting to fine-tuned
evaluation. In this study, four out of seven experiments resulted in negative outcomes
compared to the Zero-Shot performances. Mixtral-8x7B version 2 dropped from 83.75%
to 70.62% (a 13.13% decline), Llama 3.1 E2 fell from 66.67% to 64.38% (a 2.29%
reduction), and 6 Llama 3.2 El dropped from 90% to 85% with a 5% decline.
Deepseek-Math-7B, however, showed a dramatic increase from 13.3% to 84.38%
(71.08% increase), emphasizing its potential in fine-tuning strategy. These inconsistent
results suggest that data noise, prompt templates together with engineering, fine-tuning

strategy, and model-task alignment play important roles in model performance.

Five out of seven experiments (57%) resulted in decreased performance after fine-
tuning. Due to noisy prompting, 2 Mixtral Version2 experienced the most significant
drop across all models—falling by 13.3%, from 83.75% in the Zero-Shot prompting to
70.62% after fine-tuning. 4 Llama 3.1 E2 and 6 Llama 3.2 El showed smaller
declines from Zero-Shot to fine-tuned—2.29% and 5%, respectively. DeepSeek-Math-

7B experienced a modest drop of 2.32% compared to its Three-Shot performance.

Noisy data or prompting and task misalignment are key factors contributing to poor
performance [93]. It is recommended to apply noise-aware data cleaning, limit training
epochs or use early stopping, and incorporate task-specific alignment strategies in

future fine-tuning efforts [94].
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4.3.2 Parameter Sensitivity and Optimization

Fine-tuning parameters have a significant impact on model performance, as shown in
Table 4. Llama-3.2 achieved an 86.88% accuracy rate with training parameters (LoRA
=16, alpha=64, dropout=0.1), with a training time of 3.51 minutes per epoch, using
only 2.11 GB of memory. Mixtral-8x7B Version 1 achieved the highest accuracy of
90.62% with a learning rate of 2e-5 and a validation loss of 0.22, indicating that 2e-5
was the highly effective learning rate for Mixtral-8x7B in this task. DeepSeek-Math-
7B required small batch sizes (BS=1) to avoid OOM, taking 19.67 minutes per epoch.

Table 4: Parameter Summary

Parameter Summary

Training Allocated

Experiment Finc-Tuned Time/Minute Training Argument GPU/GB

LoRA r=8, alpha=32 lora_dropout=0.05,

Q 29,
S \cmonl )0 b BS=1, accumulation_steps=4, LR=2e-5
Mixtral-8x7B-Instruct-v0.1

LoRA r=8, alpha=32 lora_dropout=0.05,
BS=1, accumulation_steps=8, LR=1e-5

LoRA =8, alpha=32 lora_dropout=0.1,
BS =2, accumulation_steps=8, LR=2e-5

Llama-3.1-8B-Instruct

. oRA r=8, alpha=32 lora_dropout=0.1,

-
wakcal i -.- ° s
s N et e LoRA r=8, alpha=32 lora_dropout=0.05
S steZl muuct g eepeeec E ¢ BS=1, accumulation_steps=8, LR=5¢-5

LoRA r=16, alpha=64 lora_dropout=0.1,
BS=8, accumulation_steps=8, LR=2¢-5

LoRA r=16, alpha=64 lora_dropout=0.1,
7 2 E2 86.88% 0.0 2.03 D > 2
Pl . - S e

6 Llama 3.2 El 85.00%

Llama-3.2-3B-Instruct

Increasing the number of training epochs does not always lead to improved accuracy.
As shown in model performance overview (Table 4), when the number of epochs
increased from one to three, the accuracy for Mixtral-8x7B dropped sharply from 90.62%
to 70.62% - a notable decrease of 20%. For DeepSeek-Math-7B, the fine-tuned
accuracy increased dramatically from 13.3% to 84.38% after 2 training epochs.
However, extending the training to 4 epochs led to a sharp decline in accuracy to
61.25%. These results highlight the effectiveness of the specific parameter
configuration (r = 8, a = 32, dropout = 0.05, epoch = 2). Llama-3.2-3B, performed
stable relatively, showing only a slight decrease of 2.52% from 89.4% in the Three-
Shot setting to 86.88% after fine-tuning. With a batch size of 8, it achieved a validation

loss of 0.018, indicating efficient convergence.
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The results of most experiments demonstrate that the best training epoch number is
between 2 to 3, depending on the model size and its capability. According to Figure 6
shown below, six out of seven models show stabilized training and validation losses
after 100 to 200 training steps, indicating effective learning. The stabilization of
training and validation losses suggests that the model parameters are approaching
optimal values, and further training contributes little to additional loss reduction.
Except for DeepSeek El, all the other experiments’ training and validation losses are
roughly synchronized, indicating effective training without signs of overfitting or

underfitting.

Training and Validation Loss Curves for Seven Models

1 Mixtral Versionl (1 epoch) 2_Mixtral_Version2 (3 epoch) 3 Llama_3.1 E1 (4 epoch)

4 _Llama_3.1_E2 (2 epoch) 5_Deepseek_E1 (2 epoch) 6_Llama_3.2_E1 (2 epoch)

7_Ulama_3.2 E2 (3 epoch)

Figure 6. Overall Training and Validation Loss Curves

4.3.3 Anomalies and Model-Specific Behaviors

Certain abnormal performances existed in the training experiments. One of the
exceptions is that DeepSeek-Math-7B’s Zero-Shot accuracy reached the bottom of 13.3%
in this research, while it reached 86.7% in Three-Shot prompting. This suggests that
DeepSeek-Math-7B is strongly relying on the few-shot examples to guide its behavior.
The result indicates that DeepSeek-Math-7B might not be the right model type for this
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classification task as it is a math problem-solving-specific model. However, the high

accuracy in its Three-Shot result shows that it has great potential for fine-tuning.

To analyse the model capability with different prompting strategies, this research
applied two varied prompting strategies with model Mixtral-8x7B. Experiments
1 Mixtral Versionl are applied with a simple prompting strategy and
2 Mixtral Version2 utilized a complicated prompting strategy. As the results show,
complex-prompting engineering proved to worsen the model’s performance in this
study, as the accuracy rate dropped from 90.62% (1 Mixtral Versionl) to 70.62%
(2_Mixtral Version2). This result demonstrates the critical role of using simple and

clear prompts in achieving outstanding model performance.

4.4 Intrinsic Model Behavior Analysis

4.4.1 Output Inconsistency

Output inconsistency undermined the model’s performance and the accuracy of their
results. Models often generated outputs that were misaligned with their explanations,
for example, labelling a problem as incomplete while scoring it as complete [56]. One
detailed sample from experiment 1 _Mixtral Versionl’s One-Shot prompting is shown
below. The model output for Incomplete sentences shows ‘1°, which means no error
detected. However, the model explanation below said: ‘The problem is missing the

question part’, which shows that there are errors in this part.

Math Word Problem: A rectangular garden has a length of 18 meters and a width of 8 meters. What is the area of the garden in
square meters?

Model Raw Output:

1.Co-reference issues: 1
2.Grammatical errors: 1

3 Misspellings: 1

4.Incomplete sentences: 1

5. Unsolvable problems: 1

6. Unrealistic: 1

7. Unit issues: 1

8. Topic safety: 1

9. Not satisfying grade requirement: 1

10. Not satisfying section requirement: 1
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11. Trivial: 0

12. Not a word problem: 0

Explanation:

1. Co-reference issues: The problem does not have any co-reference issues.
2. Grammatical errors: The problem is grammatically correct.

3. Misspellings: The problem does not have any spelling errors.

4. Incomplete sentences: The problem is missing the question part.

5. Unsolvable problems: The problem is solvable with the given information.
6.  Unrealistic: The scenario is realistic.

7. Unit issues: The problem does not have any unit issues.

8. Topic safety:

Such inconsistencies were frequently observed in this study, particularly in the
performance of Mixtral-8x7B, where outputs often contradicted the model’s own
explanations. The causes of output inconsistency are multifaceted, including factors
such as decoding randomness, prompt sensitivity, limited generalization ability, noisy

training data, and task interference [95].

4.4.2 Pre-trained Task Bias

Models are typically trained on large-scale datasets, with most using general-purpose
data, while some are fine-tuned on domain-specific data, for example, DeepSeek-Math-
7B, which specializes in mathematics. As a result, models may exhibit pre-training bias
if the underlying data or annotations are biased. In this study, some models were
observed to solve math problems directly rather than following the instructions to
perform classification. DeepSeek-Math-7B is a representative example of this behavior,
as it is specifically designed for mathematical problem-solving rather than general

instruction-following tasks.

4.4.3 Safety Bias and Refusal Behavior

In this research, certain models, including Llama-3.1-8B and Mixtral-8x7B exhibit a
strong safety bias that adversely affected their normal performance. For instance, these
models demonstrated excessive caution or sensitivity toward certain safety-related
terms such as "murder”, “kill" and "14 number of eyes ", leading them to either refused

to answer or misclassified responses in error categorization.
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Figure 7 provides a detailed overview of the accuracy rates across all sixteen test
questions. The results reveal notably low accuracy rates for safety-related questions,

including:

« A Murderer killed 5 persons last January. The murderer killed 4 persons in

February. How many persons were killed at the end of the February month?

« Anman has a 14 number of eyes. If it blinks 5 of them, how many eyes are still

open?

+ Sara killed catched 34 rats and killed 5 rats from them. how many rats are left?

& & fEE & & S

&7 $F" g S &
| | |3"¢f3“d" & &
6 7

Problem Number

Number of Matches (out of 10)
(=]

Figure 7. Overall Accuracy Across Testing Problems

Table 5 highlights the high misclassification rates observed in the experiments. The
figure reveals that Llama-3.1-8B exhibited significant misclassification, with the
model refusing to answer nearly all safety-sensitive questions. The same phenomenon

was also frequently observed in Mixtral-8x7B’s experiments.
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Table 5: Average Misclassification Rate for All Prompts

Misclassification Rate/All

Model Question ID  Sensitive Words prompts Average
Llama-3.1-8B 10 Murderer killed 100%
Llama-3.1-8B 12 14 number of eyes 100%
Llama-3.1-8B 15 killed catched 97%
Mixtral-8x7B 10 Murderer killed 33%
Mixtral-8x7B 12 14 number of eyes 37%
Mixtral-8x7B 15 killed catched 50%
DeepSeek-Math-7B 10 Murderer killed 20%
DeepSeek-Math-7B 12 14 number of eyes 40%
DeepSeek-Math-7B 15 killed catched 30%
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5. Discussion

5.1 Zero-Shot Prompting Advantage
The outstanding result of Zero-Shot prompting is evident in this study. Benefiting

from large-scale pre-trained data, most general LLMs have “enough ability” to handle
this task. The pre-trained advantage, together with well-designed prompts, enables

models to handle this task effectively.

5.2 Balancing Few-Shot Learning and Fine-Tuning

The differences between pre-fine-tuning and post-fine-tuning are shown as Delta
in Table 6 below. Six out of seven experiments show negative results, which suggests
that the prompting results are better than fine-tuned results. Therefore, a proper strategy
to balance few-shot learning and fine-tuning is worth considering from the perspective

of computational resource preservation and task accuracy performance.

Table 6: Accuracy Pre-Fine-Tuning vs Post-Fine-Tuning

. Best Pre-Fine-Tuning Post-Fine- Delta
Model Experiment Rate Type Tuning Rate A
1_Mixtral Versionl 86.25% Zero-Shot 90.62% 0.04
2 Mixtral Version2 83.75% Zero-Shot 70.62% -0.13
3 Llama 3.1 El 71.11% One-Shot 67.50% -0.04
4 Llama 3.1 E2 70.83% One-Shot 64.38% -0.06
5 Deepseek E2 86.70% ThreeShot 84.38% -0.02
6 Llama 3.2 El 90.00% Zero-Shot 85.00% -0.05
7 Llama 3.2 E2 89.40% Zero-Shot 86.88% -0.03

5.3 Outstanding Small-scale LLMs

Small-scale models proved to be the better choice for this error classification task in
terms of efficiency and performance together with the model scale, as shown in Figure
8 below. Model Mixtral-8x7B yielded the best-fine-tuned result, yet it requires larger
GPU resources and is time-consuming. Small models like DeepSeek-Math-7B also
achieved remarkable performance with 84.38% in fine-tuned testing. However, Llama-
3.2-3B outperforms all the other models with an impressive prompting result while

requiring only low GPU usage and training time consumption.
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Model Scale vs Efficiency vs Performance
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Figure 8: Model Scale, Efficiency, and Performance

5.4 Model-specific Biases and Behaviors

Model behaviors like output inconsistency can be solved by certain methods, for
instance, the Self-Refinement Chain approach [96]. This method requires the model to
review its output and make self-corrections, which could significantly reduce the
model's output inconsistency rate. Model pre-trained biases may mislead model
behaviors such as causing hallucinations or task misalignment [97]. Specific to this task,
certain models like DeepSeek-Math-7B or Llama-3.1-8B misalign with the task by
focusing on math reasoning or calculation instead of error identification. These biases
can be tackled through adversarial training, such as applying an augmented
discriminator to reduce the bias [98]. Model pre-trained bias emphasis that model
selection is crucial for the task. Specialized models like DeepSeek-Math-7B might not
be the ideal choice for classification tasks as they are primarily math reasoning and

problem-solving models.
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According to model safety bias, it is not a simple task to change the model types, as
most models have the same safety mechanism. The way to reduce this bias is
complex. Regarding the dataset, adversarial data or samples can be used to reduce bias.
Regarding fine-tuning, areward model and adversarial fine-tuning can be
utilized during fine-tuning to de-bias these behaviors [98]. Regarding the prompting
strategy, we can use multiple ways such as Chain of Thought (CoT) [58], a way to guide
the model to think ‘step by step’, or a whitelist to reduce these behaviors, and Self-
Refinement Chain can be used for model self-correction [71], [96]. By utilizing the

above-combined methods, the model safety bias behavior can be dramatically reduced.

5.5 Importance of Task Alignment and Model Generalization

This study reveals that model performance on specific tasks is highly dependent on the
alignment between their pre-training objectives and downstream applications [99]. For
instance, although DeepSeek-Math-7B excels in mathematical reasoning, its initial
Zero-Shot performance on this error detection task was significantly low (only 13.3%),
indicating a misalignment with its original training purpose. However, through few-
shot prompting (e.g., achieving 86.7% accuracy in Three-Shot prompting) and fine-
tuning (reaching 84.38%), the model demonstrated considerable potential for
generalization [100]. This suggests that even when initial task alignment is suboptimal,

appropriate guidance and optimization can still unlock a model’s latent capabilities.

On the other hand, general-purpose models such as Llama-3.2-3B, benefiting from
broad pre-training data and multi-task adaptability, delivered consistent performance in
both Zero-Shot and few-shot prompting. This further emphasises the need to balance
task alignment with generalization capability. Future research should focus on deeper
exploration of the mechanisms linking pre-training objectives and downstream tasks
and develop more adaptive fine-tuning strategies to maximize model performance in

domain-specific applications.
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6. Limitation and Future Work

6.1 Limitation of the Study

There are some limitations in this study. First, the datasets for training and testing are
not under global standards, as there is no standard version for math word problem error
identification currently. Additionally, the dataset is focused on U.S. grades 1-6
with the English version; hence, it does not fully cover all grade levels and is not
multilingual. Regarding the comparison, there is a lack of standardized evaluation
criteria for the results. Therefore, the results of the study are less comparable. Second,
given that the test set consists of only 16 samples, the reliability of the fine-tuned testing
results may be limited. A larger dataset would be worth using in the future to test the
fine-tuned models to improve result accuracy. Third, the models tested in this study are
not comprehensive enough. State-of-the-art models like GPT-40 and Gemini are not
included due to their lack of open-source availability and financial limitations. Further,
regarding the model's safety bias, there isno proper strategy to reduce
this biased behavior. Therefore, there is a significant portion of responses which have

a negative effect on the accuracy of the results.

6.2. Future Work

6.2.1 Towards Pedagogical Validity and Real-World Integration

The experimental results demonstrated that LLMs can achieve high technical accuracy.
However, the validity of deploying such automated assessments in real-world
educational settings requires careful consideration beyond technical metrics [101]. A
key concern is consequential validity: how would the integration of this Al tool impact
curriculum design [102], teaching practices, and ultimately, student learning? Therefore,
an essential direction is to collaborate closely with educational experts to
establish criterion validity. This would involve correlating Al-generated error labels
with holistic human judgments on problem quality, ensuring that the Al's output aligns
not just with technical correctness, but with nuanced educational principles and learning
objectives [103]. Such collaboration is crucial to transition these tools from technically

impressive prototypes to trusted aids in the educational ecosystem.
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6.6.2 Enhancements in Data Curation

Due to the special nature of this task, the data was not strictly cleaned for feature-
maintaining purposes. As a result, a considerable amount of noise remained in the
dataset. For example, many multi-question samples were not completely removed. This
led to reduced training efficiency and negatively impacted on the models’ accuracy
performances. Future work should aim to strike a balance between data cleaning and
the preservation of error-related features, to ensure efficient fine-tuning and improve

model performance on error-identification evaluation tasks.

6.6.3 Advancements in Prompt Engineering and Reasoning

Prompt engineering techniques are key factors in achieving accurate results. Future
research should focus on better prompt design. One way is to utilize CoT or a whitelist
to increase the accuracy rate. Additionally, the Self-Refinement Chain can be used for
model self-correction. Another approach is to use dynamic prompt engineering
techniques to adapt prompts based on difficulty levels. For instance, utilizing grade-

adaptive thresholds could enhance model reasoning and accuracy.

6.6.4 Optimization of Training Efficiency

From an efficient perspective, advanced AutoML-based strategies are worth trying, as
they provide an effective way to ensure optimal results [104]. The AutoML approach
enables data to be processed optimally, the prompts to be designed effectively, and the
selection of the best training arguments for fine-tuning, thereby significantly improving

both efficiency and resulting accuracy [105].
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7. Conclusion

This study presents a preliminary analysis of LLMs for identifying mathematical word
problem errors in U.S. primary education (Grades 1-6), addressing a critical gap in
educational Al research. Through analysis of 5,098 MWPs across 12 error categories,
we demonstrated that compact models like Llama-3.2 achieved exceptional Zero-Shot
accuracy (90%), underscoring the value of concise prompt design. In contrast, complex
prompts yielded poorer results, as evidenced by Mixtral-8x7B Version2's performance

(70.62%, representing a 20% reduction).

Few-shot prompting proved ineffective in this study, suggesting that data noise
significantly compromises model performance. Fine-tuning strategies require careful
consideration, as most experiments showed accuracy degradation. The model biases,
including pretraining bias, output inconsistency, and excessive caution—further

impaired performance.

Future research should prioritize: (1) data quality improvement, (2) robust prompt
engineering, and (3) adversarial fine-tuning to mitigate biases in MWP error detection.
By optimizing prompt design, model selection, and fine-tuning approaches, this work
establishes a foundation for enhancing educational content quality and supporting

fundamental numeracy development.
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Appendix A

#
# 3. Output Definition
#
# Define Output Printer
class OutputPrinter:
def init (self):
self.console = Console()
def print_case details(self, case: Dict[str, str], attempt: int, output: str,
output_type: str) -> None:
self.console.print(f"[bold yellow]Math Word Problem:[/bold yellow]
{case['problem']}")
self.console.print(f"[bold yellow]Grade:[/bold yellow] {case['grade']}")
self.console.print(f'[bold yellow]Question Type:[/bold yellow]
{case['question_type'l}")
self.console.print(f'[bold yellow]Attempt:[/bold yellow] {attempt}")
self.console.print(f'[bold yellow]Model {output type} Output:[/bold
yellow]\n{output}")
self.console.print(f"[dim]{'-'"*50}[/dim]")
# Define Output Formatter

class EnhancedOutputFormatter:
def init_ (self):
self.criteria = Config. CRITERIA
self.norm map = {
re.sub(r'[*a-z]', ", c.lower()): ¢
for ¢ in Config. CRITERIA
}
def parse_line(self, line: str) -> tuple:
line = line.strip()
match = re.match(r'"[-\*]2\s*([":]+?)\s*:\s*([0-1])', line)

"

return (self.norm_map.get(re.sub(r'[*a-z]', "', match.group(1).lower()),
None),
match.group(2)) if match else (None, None)
def process(self, raw_output: str) -> tuple:
output map = {}
missing_flags = {c: True for ¢ in self.criteria}
for line in raw_output.split("\n'):
criterion, value = self.parse line(line)
if criterion and value in ('0', '1"):
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output map[criterion] = value
missing_flags[criterion] = False
formatted = [f"- {c}: {output _map.get(c, N/A")}" for c in self.criteria]
return "\n'.join(formatted), raw_output, missing _flags
i — -
# 4. Safe Processor with Manual Review
i — -
class SafeProcessor:
def init (self, model, tokenizer):
self.pipe = pipeline(
"text-generation",

model=model,
tokenizer=tokenizer,
device_map={"": "cuda:0"}
)
self.formatter = EnhancedOutputFormatter()
self.console = OutputPrinter()
def log review case(self, case: dict, raw: str):
log _entry = """
[REVIEW REQUIRED] {time.ctime()}
Problem: {case['problem'][:50]}...
Grade: {case['grade']}
Missing Criteria: {', '.join([c for ¢ in Config. HIGH_RISK CRITERIA ifc
not in raw]) or 'None'}
Raw Output: {raw[:200]}... (truncated)
with open("review_cases.log", "a") as f:
f.write(log_entry + "-"*50 + "\n")
def process_case(self, case: dict, template: str) -> dict:
for attempt in range(Config. MAX RETRIES):
try:
prompt = template.format(**case)
raw_output = self.pipe(
prompt,
max_new_tokens=Config.MAX NEW_ TOKENS,
do_sample=False,
return_full text=False
)[0]['generated text']
self.console.print_case details(case, attempt + 1, raw_output,
"Raw")
formatted, raw, missing = self.formatter.process(raw_output)
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self.console.print_case details(case, attempt + 1, formatted,
"Formatted")
if any(missing[c] for ¢ in Config. HIGH RISK CRITERIA):
self. log review case(case, raw_output)
return {
"formatted": formatted,
"raw": raw,
"missing": missing
H
except Exception as e:
logging.error(f"Attempt {attempt+1} failed: {str(e)}")
torch.cuda.empty cache()
return {
"formatted": None,
"raw": "Generation failed",
"missing": {c: True for ¢ in Config. CRITERIA}

b
def process_batch(self, cases: List[Dict[str, str]], template: str) -> List[Dict]:
outputs =[]

for case in cases:
output = self.process_case(case, template)
outputs.append(output)

return outputs
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Appendix B

# —-
# 4. Define Score Corrector
i —
class ScoreCorrector:
def init (self):
# Define the mapping from evaluation criteria to correction functions

self.criteria rules = {
"Unrealistic": self. unrealistic_correction,
"Topic safety": self. safety correction,
"Not satisfying grade requirement":
self. grade requirement correction,
"Not satisfying section requirement":
self. section_requirement correction,
"Not a word problem": self._ word problem_correction,
"Trivial": self. trivial correction,
b
def extract explanation(self, raw_output: str) -> str:
if not raw_output:
return ""
patterns = |
r'(?7<=Explanation:\s)(.*?)(?=\n\w+:)',
r'(?:Explanation|Analysis|Note|Comment|Reasoning|Evaluation):\s*(.*?
)(?2:\n\n\Z)',
r'VINST\\s*(.*?)(?:\n\n\Z)',
f\[INST\].*N[/INST\](.*?)(?:\n\n\Z)'

]
for pattern in patterns:
try:
match = re.search(pattern, raw_output, re. DOTALL |
re.IGNORECASE)

if match:
extracted = match.group(1).strip()
if extracted:
return extracted
except Exception:
continue
paragraphs = [p.strip() for p in raw_output.split("\n\n') if len(p.strip()) > 30]
return paragraphs[0] if paragraphs else raw_output[:300].strip()
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def default correction(self, explanation: str, current_score: str, criterion_name:
Optional[str] = None) -> str:
"""Default correction logic"""
explanation = explanation.lower()
positive phrases = [
"no issue", "no problem", "correct",
"proper", "valid", "appropriate"

]

negative_phrases = [

nn nn

"issue", "problem", "error", "flaw",

nmn

"incorrect", "wrong", "inadequate"
]
found positive = any(term in explanation for term in positive phrases)
found negative = any(term in explanation for term in negative phrases)
if found_positive:
return "1"
elif found negative:
return "0"
else:
return current score
def unrealistic_correction(self, explanation: str, current score: str,
criterion_name: Optional[str] = None) -> str:
explanation = explanation.lower()
if any(phrase in explanation for phrase in ["unrealistic", "implausible",
"impossible"]):
return "0"
if any(phrase in explanation for phrase in ["realistic", "plausible",
"possible"]):
return "1"
return current _score
def grade requirement correction(self, explanation: str, current_score: str,
criterion_name: Optional[str] = None) -> str:
"""Check the rule for meeting the Grade Requirement"""
explanation = explanation.lower()

nn

grade keywords = ["grade", "requirement", "level"]

positive phrases = ["matches", "aligns", "meets", "appropriate"]

if any(phrase in explanation for phrase in positive phrases):
return "1"

negative_phrases = ["not meeting", "trivial", "too simple"]

if any(phrase in explanation for phrase in negative phrases):
return "0"
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if any(kw in explanation for kw in grade keywords):
negation_words = ["not", "no", "doesn't", "isn't"]
if any(neg in explanation for neg in negation_words):
return "1"
return "0"
return current _score

def section requirement correction(self, explanation: str, current score: str,
criterion_name: Optional[str] = None) -> str:

"""Check the rule for meeting the Section Requirement"""

explanation = explanation.lower()

section_keywords = ["section", "requirement" ]

if "matches" in explanation:
return "1"

negative phrases = ["not specified", "does not match"]

if any(phrase in explanation for phrase in negative phrases):
return "0"

if any(kw in explanation for kw in section_keywords):
negation_words = ["not", "no", "doesn't", "isn't"]
if any(neg in explanation for neg in negation_words):

return "1"

return "0"

return current_score

def trivial correction(self, explanation: str, current_score: str, criterion_name:
Optional[str] = None) -> str:

explanation = explanation.lower()

trivial phrases = [
"too simple", "trivial", "very easy", "basic",

nn

"elementary", "straightforward", "no challenge"

]

non_trivial phrases = [

nn

"not trivial", "non-trivial", "not simple", "not easy",

nn nn

"not basic", "challenging", "complex", "difficult",

nn

"requires thought", "needs reasoning"

]

if any(phrase in explanation for phrase in trivial phrases):
return "0"

if any(phrase in explanation for phrase in non_trivial phrases):
return "1"

return current _score
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def word problem correction(self, explanation: str, current_score: str,
criterion_name: Optional[str] = None) -> str:
"""Word problem detection logic: return 0 for pure mathematical formulas
(no text), return 1 if text is present"""
explanation = explanation.lower().strip()
if any(c.isalpha() for ¢ in explanation):
return "1"
return "0"
def safety correction(self, explanation: str, current score: str, criterion_name:
Optional[str] = None) -> str:
explanation lower = explanation.lower()
safety keywords = [

nmn

"violent", "inappropriate", "unsafe", "harmful",

nmn

"dangerous", "kill", "death", "weapon", "abuse",
"drug", "illegal", "suicide", "racist", "porn"
]
if any(kw in explanation_lower for kw in safety keywords):
return "0"
return current _score
def correct_scores(self, parsed_output: Dict[str, str], explanation: str) -> Dict[str,
str]:
if not isinstance(parsed_output, dict) or not isinstance(explanation, str):
logging.error(f'Invalid input types: {type(parsed output)},
{type(explanation)}")
return parsed_output.copy() if isinstance(parsed output, dict) else {}
corrected = {}
for criterion, score in parsed output.items():
try:
if score not in ("0", "1"):
corrected[criterion] = score
continue
corrector_func = self.criteria_rules.get(criterion,
self. default correction)
corrected score = corrector func(explanation[:1000], score,
criterion)
if corrected score not in ("0", "1"):
logging.warning(f"Invalid score {corrected score} for
{criterion}")
corrected_score = score
corrected[criterion] = corrected score
except Exception as e:
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logging.error(f"Error correcting {criterion}: {str(e)}")
corrected[criterion] = score
return corrected
def fuzzy match criterion(self, input_criterion: str) -> str:
"""Scoring Criteria for Fuzzy Matching"""
best match, best score = None, 0
for criterion in self.criteria rules.keys():
score = fuzz.ratio(input_criterion.lower(), criterion.lower())
if score > best_score and score > 75:
best match, best score = criterion, score
return best_match or input_criterion
# -
# 5. Define Output Printer
# -
class OutputPrinter:
def init (self):
self.console = Console()

def print_case details(self, case: Dict[str, str], attempt: int, output: str,
output_type: str) -> None:
"""Enhanced divider handling"""
self.console.print(f"[bold yellow]Math Word Problem:[/bold yellow]
{case['problem']}")
self.console.print(f'[bold yellow]Grade:[/bold yellow] {case['grade']}")
self.console.print(f'[bold yellow]Question Type:[/bold yellow]
{case['question_type']}")
self.console.print(f'[bold yellow]Attempt:[/bold yellow] {attempt}")
self.console.print(f'[bold yellow]Model {output type} Output:[/bold
yellow]\n{output}")
if "WARNING" in output:
warnings = re.findall(r" WARNING:.*?(?=\n\n|$)", output,
re.DOTALL)
for i, warn in enumerate(warnings, 1):
self.console.print(f"{i}. {warn.strip()}")
self.console.print(f"{'-' * 70}\n")
H e
# 6. Define Output Formatter
H e
class EnhancedOutputFormatter:
def init_ (self):
self.criteria = Config. CRITERIA
self.norm_map = {
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re.sub(r'["a-z]', ", c.lower()): ¢
for ¢ in Config. CRITERIA
}
self.simplified map = {
"coreference": "Co-reference issues",
"grammar": "Grammatical errors",
"spelling": "Misspellings",
"incomplete": "Incomplete sentences",
"unsolvable": "Unsolvable problems",
"unrealistic": "Unrealistic",
"unit": "Unit issues",
"safety": "Topic safety",
"grade": "Not satisfying grade requirement",
"grade requirement": "Not satisfying grade requirement",
"section": "Not satisfying section requirement",
"section requirement": "Not satisfying section requirement",
"trivial": "Trivial",
"word problem": "Not a word problem",
"wordproblem": "Not a word problem",
"narrative": "Not a word problem"
b
def parse_line(self, line: str) -> Tuple[Optional[str], Optional[str]]:
line = line.strip()
line = re.sub(r'""\d+\.\s*', ", line)
match = re.match(r'" [-\¥]2\s*([*: ][+?)\s*:\s*([0-1])\s*$', line)
if not match:
match = re.match(r'"*[-\*]2\s*([*:]+?)\s*:\s*([0-1])', line)
if match:
criterion_name = match.group(1).strip()
value = match.group(2)
norm_name = self.norm_map.get(re.sub(r'["a-z]', ",
criterion_name.lower()))
if norm_name:
return (norm_name, value)
for key, full name in self.simplified map.items():
if re.search(rf\b{key}\b', criterion _name.lower()):
return (full_name, value)
return (None, None)
def process(self, raw_output: str) -> Tuple[str, str, Dict[str, bool]]:
output map = {}
missing_flags = {c: True for c in self.criteria}
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lines = raw_output.split(\n")[:12]
for line in lines:
criterion, value = self.parse line(line)
if criterion and value in ('0', '1"):
output map|criterion] = value
missing_flags[criterion] = False
formatted = ["'- {c}: {output map.get(c, 'N/A")}" for ¢ in self.criteria]
return "\n'.join(formatted), raw_output, missing_flags
#
# 7. Utility Function
#
def escape braces(text: str) -> str:

nnn

"""Escape curly braces in text to prevent format errors
return text.replace("{", "{{").replace("}", "}}")

# —

# 8. Define Safe Processor

# —

class SafeProcessor:

def init (self, model, tokenizer):
self.pipe = pipeline(
"text-generation",
model=model,
tokenizer=tokenizer,
device_map={"": "cuda:0"} if torch.cuda.is_available() else None,
max_new_tokens=Config. MAX NEW_ TOKENS
)
self.formatter = EnhancedOutputFormatter()
self.console = OutputPrinter()
self.corrector = ScoreCorrector()
def log review case(self, case: Dict[str, str], raw_output: str, parsed_output:
Dict][str, str]) -> None:
"""Log cases with missing high-risk criteria
missing_high risk = [c for ¢ in Config. HIGH RISK CRITERIA if ¢ not in
parsed_output]
if missing_high_risk:

nmnn

log entry = """

[REVIEW REQUIRED] {time.ctime()}
Problem: {case['problem'][:50]}...

Grade: {case['grade']}

Missing Criteria: {', .join(missing_high risk)}
Raw Output: {raw_output[:200]}... (truncated)
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os.makedirs(os.path.dirname(Config. LOG_FILE), exist ok=True)
with open(Config.LOG_FILE, "a") as f:
f.write(log_entry + "-"*50 + "\n")
def extract explanation(self, raw output: str) -> str:
if not raw_output:
return ""
patterns = [
r'(?<=Explanation:\s)(.*?)(?=\n\w+:)',
r'(?:Explanation|Analysis|Note| Comment|Reasoning|Evaluation):\s*(.*?
)(?:\n\n)\Z)',
r'VINST\\s*(.*?)(?:\n\n\Z)',
r\[INST\].*N[/INST\](.*?)(?:\n\n\Z)'
]
for pattern in patterns:
try:
match = re.search(pattern, raw_output, re. DOTALL |
re.IGNORECASE)
if match:
extracted = match.group(1).strip()
if extracted:
return extracted
except Exception:
continue
paragraphs = [p.strip() for p in raw_output.split("\n\n') if len(p.strip()) > 30]
return paragraphs[0] if paragraphs else raw_output[:300].strip()
def parse raw_output(self, raw_output: str) -> Dict[str, str]:
"""Parse raw output into a dictionary with precise error handling"""
parsed = {}
for line in raw_output.split("\n'):
try:
criterion, value = self.formatter.parse_line(line)
if criterion and value in ('0', '1"):
parsed[criterion] = value
except Exception as e:
logging.debug(f'Failed to parse line: {line[:50]}... Error: {str(e)}")
return parsed
def wvalidate scoring(self, raw_output: str, parsed: Dict[str, str]) -> bool:
"""Validate scoring consistency with explanation"""
explanation = self._extract explanation(raw_output)
if not explanation:
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return True
corrected = self.corrector.correct scores(parsed, explanation)
conflicts = [criterion for criterion, score in parsed.items() if score !=
corrected.get(criterion, score)]
if conflicts:
logging.warning(f"  Scoring conflict: {',
'join(conflicts) }\nExplanation: {explanation[:200]}...")
return False
return True
def resolve final scores(self, attempts: List[Dict]) -> Dict[str, str]:
"""Main Logic for Scoring Interpretation"""
final scores = {}
# 1. Check for consistent scores across two attempts
if len(attempts) >= 2:
for crit in self.formatter.criteria:
try:
vall = attempts[0]['parsed'].get(crit)
val2 = attempts[1]['parsed'].get(crit)
if vall == val2 and vall in ("0", "1"):
final scores[crit] = vall
except Exception as e:
logging.warning(f"Error comparing {crit}: {str(e)}")
# 2. Use explanation analysis for uncertain scores
for crit in self.formatter.criteria:
if crit in final scores:
continue
try:
explanations = [
a.get('explanation’, ") for a in attempts
if a.get('explanation') and isinstance(a.get('parsed'), dict) and
crit in a['parsed']
]
if explanations:
correction_func = self.corrector.criteria_rules.get(
crit, self.corrector. default correction

)

last_score = next(
(a['parsed'][crit] for a in reversed(attempts)
if isinstance(a.get('parsed’), dict) and crit in a['parsed']),
"N/AH
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final scores|crit] = correction_func(
" " join(ex for ex in explanations if ex),
last_score,
crit
)
except Exception as e:
logging.warning(f"Error analyzing {crit}: {str(e)}")
final scores[crit] = "N/A"
# 3. Fill in the remaining uncertain scores
for crit in self.formatter.criteria:
if crit not in final scores:
try:
final scores|crit] = next(
(a['parsed'][crit] for a in reversed(attempts)
if isinstance(a.get("parsed"), dict) and crit in a['parsed']),
"N/A"
)
except Exception:
final scores|[crit] = "N/A"
return final scores
def merge attempts(self, attempts: List[Dict[str, Any]]) -> Dict[str, Any]:
"""Consolidating Scores via resolve final scores"""
if not attempts or not all(isinstance(a, dict) for a in attempts):
return self. create error result("Invalid attempts input")
try:
corrected scores = self. resolve final scores(attempts)
formatted lines =[]
missing_flags = {}
for criterion in self.formatter.criteria:
score = corrected _scores.get(criterion, "N/A")
formatted lines.append(f"- {criterion}: {score}")
missing_flags[criterion] = (score == "N/A")
return {
"formatted": "\n".join(formatted lines),
"raw": "\n\n".join(a.get('raw’, ") for a in attempts if a.get('raw")),
"missing": missing_flags,
"parsed dict": corrected scores
H
except Exception as e:
logging.error(f"Merge attempts failed: {str(e)}")
return self. create error_result(str(e))
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def create error result(self, error msg: str) -> Dict[str, Any]:
"""Create Error Result Structure"""
return {
"formatted": f"ERROR: {error msg}",
"raw": f"ERROR: {error msg}",
"missing": {c: True for c in self.formatter.criteria},
"parsed dict": {c: "ERROR" for c in self.formatter.criteria}
h
def process_case(self, case: Dict[str, str], template: str) -> Dict[str, Any]:
with manage resources(self.pipe):
attempts = []
for attempt num in range(Config. MAX ATTEMPTS):
try:
current_template = template
if attempt num > 0:
current_template = template + (
"\nIMPORTANT: In your previous response, you
described problems "
"but gave score 1. This is invalid. Remember: if
you mention "
"any issue in explanation, you MUST score 0 for
that criterion."
)
safe problem = escape braces(case["problem"])
prompt = current_template.format(
grade=escape_braces(case["grade"]),
question_type=escape braces(case["question_type"]),
problem=escape braces(safe_problem)
)
raw_output = self.pipe(
prompt,
max_new_tokens=Config. MAX NEW _ TOKENS,
do_sample=False,
return_full text=False
)[0]['generated text']
self.console.print_case details(case, attempt num + 1,
raw_output, "Raw")
explanation = self. extract explanation(raw_output)
parsed = self. parse raw_output(raw_output)
attempts.append({
rTaw': raw_output,
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'parsed': parsed,

nn

'explanation': explanation if explanation else
1)
if attempt num < Config. MAX ATTEMPTS - 1:
time.sleep(Config. RETRY DELAY)
except Exception as e:
logging.error(f" Attempt {attempt num-+1} failed: {str(e)}")
attempts.append({
raw': "",
'parsed”: {},

..

'explanation':
1)
if attempt num < Config. MAX ATTEMPTS - 1:
time.sleep(Config.RETRY DELAY)
merged_result = self. merge attempts(attempts)
self.console.print_case details(case, "Final",
merged_result["formatted"], "Formatted")
if any(merged_result["missing"][c] for c in
Config. HIGH RISK CRITERIA):
self. log review case(
case,
"\n\n".join(a['raw'] for a in attempts if a.get('raw")),
merged_result["parsed dict"]
)
return merged result
def process batch(self, cases: List[Dict[str, str]], template: str) -> List[Dict[str,

Any]]:
"""Batch process test cases"""
results =[]
for case in cases:
try:
result = self.process_case(case, template)
results.append(result)
except Exception as e:
logging.exception(f"Failed to process case: {case}")
results.append(self. create error result(str(e)))
return results
# -
# 9. Prompt Template Utilities
# -
def make template(base template: str, example: Optional[str] = None) -> str:
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"""Create prompt template with optional example
if not isinstance(base template, str):
raise ValueError("base template must be string")
if not example:
return base template
plural ="s" if "\n' in example else ""
return base template.replace(
"[INST]",
f"[INST]\nUse the following example{plural} to guide your
scoring:\n{example}\n"

)
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